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Executive Summary
This represents the report of the architecture evaluation of team 1’s ABS system, which took place on February 10, 2004. The evaluation was performed by team 5 and followed the Architecture Tradeoff Analysis Method (ATAMsm).

The summary of the results is as follows:

1. The architecture is based on the premise of a control FSA, but exactly what that means is ambiguous from our review of the architecture documentation.  The evaluation team’s interpretation of what was presented was that based on input from say the brake pedal and the wheel sensors, the controller (FSA) goes into a particular state and executes a particular action, in this case increases the pressure on the wheel by a prescribed amount. This seemed confusing to us since the possible states seemed to be infinite and therefore un-testable. The architecture needs to show explicitly, how and what actions the controller is expected to perform, since the evaluation team and the architecture team left the meeting with two entirely different interpretations of how the main part of the system is supposed to perform.
2. The architecture assumes, correctly, that while they are responsible for reporting errors etc to other systems, they are not responsible for the performance of these systems. The system however does not indicate how the system will deal will faulty readings from say the wheel sensors, i.e. is there anything to indicate that a particular reading is out of bound and how does the system deal with those circumstances since this is a life-critical system.
Introduction

This report presents the result of an architecture evaluation of an Anti-Lock Brake System for Team 1, which took place at Clemson SC, 10th February 2004. This evaluation was performed by Tracy Ferguson, Claude Marshall, Christopher Rivers, and Makula Vinay. We followed the Architecture Tradeoff Analysis MethodSM (ATAMSM), a method for evaluating a software system’s architectural decisions in light of the desired system quality attributes.
Evaluations using the ATAM take place in two phases. In Phase 1, the evaluation team interacts with the architect and a few other key stake holders (such as a project manager or customer/marketing representative). The evaluation team and the system stakeholders will walk through all of the steps of ATAM, gathering information about the system, its important quality attributes, and its architecture. We begin analyzing architectural decisions in light of the quality attributes, uncovering risks and tradeoffs. The evaluation team will continue the analysis after phase 1 meeting, interacting with the architect(s) as necessary to elicit the necessary information. This interaction typically takes several weeks.

In Phase 2, the evaluation team walks through all steps of the ATAM with a larger set of system stakeholders and the work of Phase 1 is reviewed with a larger group of the stakeholders. With this larger group of stake holders, important quality attributes are illuminated and analysis of the architecture’s ability to support those goals continues.

The system stakeholders (architects, managers, developers, testers, integrators, etc.) participating in the Anti-Lock Brake System ATAM evaluation are shown in Table 1 below.

Table 1: Attendees in the Anti Lock System Evaluation for Team 1
	Name
	Organization
	E-mail
	Role

	Jeff Elrod
	Clemson University
	jfelrod@clemson.edu
	domain research, architecture choice

	Bill Glenn
	Clemson University
	waglenn@clemson.edu
	documentation of drivers, architecture choice

	Barry Jones
	Clemson University
	barryj@clemson.edu
	domain research, architecture testing/review

	Kunal Chopra
	Clemson University
	kchopra@clemson.edu
	architecture testing/review


The ATAM evaluations team members and their assigned roles in the Anti-Lock Brake System ATAM evaluation are shown in Table 2 below.
Table 2: Evaluation Team for Anti Lock System Evaluation for Team 5
	Name
	Organization
	E-mail
	Role

	Tracy Ferguson
	Clemson University
	tracyf@clemson.edu
	Questioner, scenario writer

	Vinay Makula
	Clemson University
	vmakula@clemson.edu
	Questioner 

	Claude Marshall
	Clemson University
	claude@clemson.edu
	Evaluation leader, process enforcer, questioner

	Chris Rivers
	Clemson University
	rivers@clemson.edu
	Questioner, time keeper, proceeding writer


The Architecture Tradeoff Analysis Method (ATAM)

The ATAM relies on the fact that an architecture is suitable (or not suitable) only in the context of specific quality attributes that it must impart to the system. The ATAM uses stakeholder perspectives to produce a collection of scenarios that define the qualities of interest for the particular system under consideration. Scenarios give specific instances of usage, performance requirements, growth requirements, various types of failures, possible threats, and various likely modifications. Once the important quality attributes are identified in detail, then the architectural decisions relevant to each one can be illuminated and analyzed with respect to their appropriateness.
The steps of the ATAM are carried out in two phases. In the first, the evaluation team interacts with the system’s primary decision-makers: the architect(s), manager(s), and perhaps a marketing or customer representative. During the second phase, a larger group of stakeholders is assembled, including developers, testers, maintainers, administrators, and users. The two-phase approach insures that the analysis is based on a broad and appropriate range of perspectives.

Phase 1:
1. Present the ATAM: The evaluators explain the method so that those who will be involved in the evaluation have an understanding of the ATAM process.
2. Present business drivers: Appropriate system representative(s) present an overview of the system, its requirements, business goals, context, and the architectural quality drivers.

3. Present Architecture: The system or software architect (or another lead technical person) presents the architecture.

4. Catalog architectural approaches: The system or software architecture presents general architectural approaches to achieve specific qualities. Te evaluation team captures a list, and adds to it any approaches they saw during Step 3 or learned during pre-exercise review of the architecture documentation. For example, “a cyclic executive is used to ensure real time performance.” Known architectural approaches have known quality attribute properties, and these will help carry out the analysis steps.

5. Generate quality attribute utility tree : Participants build a tree, which is a prioritized set of detailed statements about what quality attributes are most important for the architecture to carry (such as performance, modifiability, reliability, or security) and specific scenarios that express these attributes.

6. Analyze architectural approaches: The evaluators and the architect(s) map the utility tree scenarios to the architecture to see how it responds to each important scenario.
Phase 2:
Phase 2 begins with an encore of the Step 1 ATAM presentation and a re-cap of the results of step 2 through 6 for the larger group of stakeholders. Then the following occurs:

7. Brainstorm and Prioritize scenarios: The stakeholders brainstorm additional scenarios that express specific quality concerns. After brainstorming, the group chooses the most important ones using a facilitated voting process.

8. Analyze architectural approaches: As in step 6, the evaluators and the architect(s) map the high priority brainstormed scenarios to the architecture.

9. Present results: A presentation and final report are produced that capture the results of the process and summarize the key findings.

Scenario analysis produces the following results: 
· a collection of sensitivity and tradeoff points: A sensitivity point is an architectural decision that affects the achievement of a particular quality. A tradeoff point is an architectural decision that affects more than one quality attribute (possibly in opposite ways).
· a collection of risks and non risk: A risk is an architectural decision that is problematic in light of the quality attributes that it affects.  A nom-risk is an architectural decision that is appropriate in the context of the quality attributes tat it affects.
· a list of issues, or decisions yet not made: Often during evaluation, issues not directly related to the architecture arise. These may have to do with an organization’s processes, personnel, or other special circumstances. The ATAM process records these so that they may be addressed by other means. The list of decisions not yet made arises from the stage of the life cycle of the evaluation. An architecture represents a collection of decisions. Not all relevant decisions may have been made at the time of the evaluation, even when designing the architecture. Some of these decisions are known to the development team as having not been made and are on a list for further consideration. Others are news to the development team and stakeholders.

Results of the overall exercise also include the summary of the business drivers, the architecture, the utility tree, and the analysis of each chosen scenario. All of these results are recorded visibly so that all stakeholders can verify they have been correctly identified.

The number of scenarios that are analyzed during the evaluation is controlled by the amount of time allowed for the evaluation, but the process insures that the most important ones are addressed.

After the evaluation, the evaluators write a report documenting the evaluation and recording the information discovered. This report will also document the framework for on-going analysis discovered by the evaluators. This is the report in your hands. 

Business/Architecture Drivers Presentation
System’s Most Important Features

1. Wheel lock prevention

2. Do not adversely affect operation of car

3. Self-monitoring – life critical system

Constraints


Technical

1. In conditions when wheel lock is likely, the system will be able to perform brake valve pumping at 10 iterations per second

2. System error event reporting

3. 15 mph

a. Above: System is monitoring wheel lock

b. At: System turns on and self checks

c. Below: System is off


Economic

1. Reasonably priced components


Political

1. Possible Regulation (unknown)


Managerial

1. Ability to repair, maintain, or update system software without replacing system components (technician software interface)

Business Goals

1. Contribute to goal of building a safer car

2. Cost of the system should not affect the consumers desire to purchase the vehicle

Stakeholders

1. Vehicle passengers

2. Development team

3. Company, employees, management

4. Shareholders

Architectural Drivers

From our domain research we have found the following domain attributes to be important.  First, we wish to consider the architectural attributes usability and modifiability.  

· Usability:  The user interface is mostly dictated by the hardware of the automobile.  This includes wheel and vehicle velocity sensors, brake pressure sensors, and output devices such as indicators.

· Modifiability:  If the system is to be deployed in a product line approach then the architecture must accommodate this.  

Next we consider the following system attributes:

· Modifiability:  The system should support modifications such as upgrades and bug fixes by a service technician.  

· Performance:  The system should perform at a real-time level, that is, the system must have the capacity to process all requests as they are made.

· Availability:  As a life-critical brake controller system it must be highly available.

· Security:  This system will not be network-exposed so security is mostly a matter of isolation.  However, the system should be hard for a service technician to damage if improper techniques are used.

Finally these business attributes must be addressed:

· Time to Market:  This system will be an element of the product-line approach and must support this.

· Lifetime of System:  This system is expected to have long lifetime and little to no change once installed.  Scalability is needed only from the product-line aspect, and not an issue once deployed/installed onto a vehicle.
Architecture Presentation 

Meta Architecture
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The preceding image depicts the State Machine architectural pattern as presented in [1].  This pattern provides four main components:  An Event Captor, an FSA, a set of Activities, and a set of Passive Interfaces.  In the pattern the Event Captor acts as an interrupt handler receiving events from a foreign source.  The FSA is the actual state machine or controller.  The set of Activities represent functions that the FSA can control or influence.  The set of Passive Interfaces are those actors in the architecture which simply generate or provide information.

We feel that this pattern is well-suited and conducive to a real-time control system.  The key to effective use of this pattern is reducing the control algorithm to a single finite state automaton, which we have done.  The pattern, then, allows for the separation of concerns regarding input events and output events as well as the data that is needed for decision making.  

Architectural Mapping
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This diagram shows our overall mapping onto the architectural pattern.  As noted our system implementation will easily conform to the pattern.  Again, we take advantage of separation of concerns by dividing the critical systems into the elements of the pattern.  The Event Captor will listen on the automobile’s existing bus for critical events such as brake press and ignition state change.  The Passive Interface “Wheel Speed Sensor” will constantly make data as to the velocity of the wheels available to the FSA.  And the “Brake Pressure Valve Control” component neatly fills the role of an Activity as it is a periodic task that is separate from the FSA.

This architecture will contribute to the business drivers in the following manner:

1. The architecture will contribute to the goal of building a safer car by providing a simple, stable, and easily testable software system

2. By using an FSA to implement the control algorithm the system will be efficient and run on less expensive hardware.

3. Component Diagram
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This diagram shows the mapping onto the architectural pattern with the addition of the interfaces that will be required.  The control FSA will provide a software interface for the Service Technician in the event that the system needs resetting, troubleshooting, or upgrading.  This satisfies Managerial constraint number one.  The use of an Event Captor that listens on the vehicle’s existing local bus Satisfies Business goal number two.  By intercepting signals that are already implemented we reduce the need to develop extra hardware and protocols.  

Modifiability is improved by using separate components for the Wheelspeed Sensors and the Brake Pressure Valve Control Component.  In the event that this system is migrated to a different vehicle only these components would possibly need to be updated.  Furthermore, this separation provides the ability for the FSA to signal a valve pressure change but move on to the next Wheelspeed sensor calculation.

Control FSA diagram
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By using a FSA architecture for the control algorithm the system will be efficient and highly testable.  This will greatly enhance performance and availability, but may make implementation slightly harder.

Team 1 Architecture Reference:  Sanden, Bo.  “The State Machine Pattern”.   Colorado Technical University.

Utility Tree 

The utility tree provides a vehicle for translating the quality attribute goals articulated in the business drivers presentation to “testable” quality attribute scenarios. The tree contains Utility as the root node. This is an expression of the overall “goodness” of the system. Under each of these quality attributes are specific concerns. These concerns arise from considering the quality-attribute specific stimuli and responses that the architecture must address. 

Finally, these concerns are represented by a small number of scenarios. These scenarios are leaves of utility tree and the utility tree thus has four levels.
A scenario represents a use of, or modification of the architecture, applied not only to determine if the architecture meets a functional requirement, but also (and more significantly) for prediction of system qualities such as performance, reliability, modifiability, and so forth. The scenarios at the leaves of the utility tree are prioritized along two dimensions: [importance to the system, difficulty in achieving this goal]. These nodes are prioritized relative to each other using relative rankings such as High, Medium, and Low.

Phase 1. Quality Attribute Utility Trees

	Quality Attribute
	Security
	

	Attribute Concerns
	A. Technician ability to manipulate the interface
	

	Scenarios
	1. The technician is able to properly use the interface to retrieve the error code.
	H, L

	
	2. The technician is able to retrieve the error code; however, they were also able to access and manipulate other portions of the ABS system.
	H, H

	Attribute Concerns
	B.  Proper device communication
	

	Scenarios
	1. The ABS system is only able to communicate (send and receive signal) to its components.
	H, L

	
	2. The main control for another system in the automobile is able to successful send a signal to a component of the ABS system indicating an error on their system.
	H, H


	Quality Attribute
	Modifiability
	

	Attribute Concerns
	A.  Difficulty in repair
	

	Scenarios
	1. Technician is able to properly retrieve the code and repair the problem with relative ease.
	H, L

	
	2. Technician is able to retrieve the code, however, the repair can not be completed due to a problem in the architecture(.i.e. basis for a recall on model)
	H,H


	Quality Attribute
	Availability
	

	Attribute Concerns
	A. Adequate Testing
	

	Scenarios
	1. The ABS system has been tested in a manner that it is prepared to react to any typical errors or faults
	H, H


Scenario Generation/Prioritization

In addition to the scenarios at the leaves of the utility tree, a scenario elicitation process allows stakeholders to contribute additional scenarios that reflect their concerns and understanding of how the architecture will accommodate their needs. A particular scenario may, in fact, have implications for many stakeholders: for a modification, one stakeholder may be concerned with the difficulty of a change and its performance impact, while another may be interested in how the change will affect integrability of the architecture. The table below shows the scenarios were collected by a round-robin brainstorming activity. After the scenarios were generated they were prioritized using a voting process in which participants were given 5 votes, which they could allocate to any scenario or scenarios they chose. The number of votes each scenario received is shown in the right most column of the table below.

Phase 2: Brainstormed ABS System Scenarios
	Scenario No.
	Scenario Text
	No. of Votes

	1
	Since the primary component for their architecture is a control FSA, what will happen if the FSA receives an input that was not tested for or if it goes into a state that was not expected.
	20


Analysis of Architecture Approaches

The scenarios from the Phase 1 and Phase 2 process were examined in detail vis-à-vis the ABS System architecture. The scenarios that were examined are in the tables below.
	ATAM Phase 1 Scenario 1 Analysis

	Scenario
	The technician is unable to repair or recognize the error/fault that is recorded by the ABS system

	Business Goal(s)
	Fault requires that all models be recalled vs. a traditional repair. It definitely has an impact on the reputation of the car and from a financial perspective as well.

	Attribute
	Modifiability

	Attribute Concern
	Difficulty of repairs

	Architectural Decision and Reasoning
	The architecture provides an interface for the technician to retrieve error codes. The reason for this design is so that the technician will have limited access to the ABS system and will not be able to manipulate other components of the ABS system. 

	Risks
	Technician being required to replace things versus 

	Sensitivities
	N/A

	Tradeoffs
	Testing, performance, and availability vs. modifiability

	Non-risks
	N/A

	Other Issues
	N/A


	ATAM Phase 1 Scenario 2 Analysis

	Scenario
	The ABS system is to be installed into various models of a vehicle via usage of  the product line method for designing and building system

	Business Goal(s)
	Time to Market and to lower cost

	Attribute
	Modifiability

	Attribute Concern
	Flexibility to fit any vehicle

	Architectural Decision and Reasoning
	The decision was to develop a structure that would be easy to modify.  The reasoning is so that it would be able to handle various requirements of different vehicles. This is because of the algorithms that would be needed for the different vehicles are house separate from the actually FSA used. 

	Risks
	The structure of the ABS may not work with another car or it may be too expensive for that vehicle to support

	Sensitivities
	N/A

	Tradeoffs
	Price of testing the interface against various components as opposed to creating a single FSA for each vehicle.

	Non-risks
	N/A

	Other Issues
	N/A


Risk, Sensitivities, Tradeoffs

Collected Risks
The collected risks were as follows:
1. There exists the risk of misinterpretation of the function of the control FSA between the architecture team and the implementation team.

2. The architecture does not indicate that it will trap any security breaches including unintended signals to the control FSA. The security goal of the system is that it should be isolated, but it does not indicate how it would deal with unintended intrusions, say through shorting of a sensor.

Non-Risks

None found during this evaluation.

Collected Sensitivities

1. The overall performance of the system depends on the performance of the control FSA.

2. The correct performance of the system depends on the assumption that unintended inputs do not corrupt the control FSA’s performance.

Collected Tradeoffs

1. The architecture assumes that the technician has limited access to the system. While this may improve the security of the system it can hinder the ability of the technician to carry out effective and in an efficient manner. This can lead to potentially higher cost of repairs and hinder the stated goals of providing efficient and cost effective methods of repairing the system.

2. The ability of the system to be implemented in a product line approach assumes that the control FSA can be used or implemented in a variety of circumstances. However the lack of detail of 

Risk, Sensitivity, Tradeoff Themes

Theme 1. The detail in the architecture must show how the control FSA is expected to perform. At present it is not possible to address performance concerns, which there makes it difficult to ascertain the likelihood that a product line approach is a feasible one to the design and implementation of this product.
Conclusions and Next Step

The results of the ATAM showed the need for clarification on exactly how the control FSA works in the architecture. It is highly possible for two different interpretation of the role of the control FSA to drawn based on the information provided in the architecture overview. The next step is to expand the documentation to explain the exact responsibilities of the FSA. It would also be helpful if the design team consider taking into account ways to handle faults from some of the components that they are relying on for information. We believe that if that make such considerations than there overall performance and availability might be improved.
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