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Abstract

Distributed applications that lack a central, trustworthy
authority for control and validation are properly termed
decentralized. Multiple, independent agencies, or “part-
ners”, cooperate to achieve their separate goals. Issues of
trust are paramount for designers of such partners. While
the research literature has produced a variety of trust tech-
nology building blocks, few have attempted to articulate
how these various technologies can regularly be composed
to meet trust goals. This paper presents a particular, event-
based, architectural style, PACE, that shows where and how
to incorporate various types of trust-related technologies
within a partner, positions the technologies with respect to
the rest of the application, allows variation in the underly-
ing network model, and works in a dynamic setting. Initial
experiments with variants of two sample decentralized
applications developed in the PACE style reveal the virtues
of dealing with all aspects of application structure and trust
in a comprehensive fashion.

1. Introduction

Decentralized applications are characterized by, among
other things, lack of a centralized controlling authority.
“Partners” in such an architecture must coordinate by mak-
ing local autonomous decisions based on potentially incom-
plete or inaccurate information collected from other
partners. A large class of decentralized architectures are
open, meaning that the set of partners belonging to the
application may change over time, and may consist of both
legitimate and illegitimate partners.

In an open, decentralized architecture, illegitimate part-
ners, or peers, may publish intentionally false or misleading
information while legitimate peers lack a central authority
that can, on their behalf, differentiate the legitimate infor-
mation from the illegitimate. Consequently, the responsibil-
ity of determining which information can be trusted falls
squarely on each participating agency, making trust man-
agement an essential issue of open, decentralized architec-
tures.

The existing literature has not directly addressed the

question of how to design peers for participation in such
applications. A large amount of research focused on decen-
tralized peer-to-peer applications has centered on designing
appropriate network architectures, particularly when the
application involves mobile elements. Research on trust has
emphasized the development and exploration of decentral-
ized trust models and algorithms, but has not articulated
clearly how they may be utilized in application design and
development. Our focus is on meeting this need, describing
how trust management may be incorporated in decentral-
ized applications, with an approach grounded in event-
based software architectures.

In particular, this paper presents PACE, a trust-centric
architectural style that addresses the concerns of trust man-
agement in open, decentralized applications. PACE pro-
vides explicit guidance on the incorporation of trust
mechanisms, while providing the freedom to experiment
with different trust models and underlying network archi-
tectures.

Though a number of architectural styles exist in the
architectural community [3, 22, 28], none of them address
the issue of trust in decentralized environments explicitly.
However, some of these styles lend themselves more natu-
rally to the constraints imposed by trust and so can be lever-
aged in our approach. In particular, we believe that the
event-based architectural styles which allow loosely-cou-
pled components to asynchronously interact with each other
best suit our purposes. PACE is built on such a foundation.

The rest of the paper is organized as follows. The next
two sections elaborate on the concepts of decentralization
and trust, while Section 4 discusses related work. Sections 5
and 6 present the guiding principles and details the PACE
style, with Section 7 detailing the style’s induced proper-
ties. Section 8 presents our evaluation of two decentralized
applications followed by a discussion in Section 9.

2. Decentralized Architectures

A decentralized architecture is a collection of entities,
called peers, that interact without the presence of a trusted
central controlling authority. Each peer works towards



achieving its own individual local goals, that may or may
not serve a common system goal. Furthermore, in an open,
decentralized architecture there is no authority preventing
the addition of peers with malicious goals. Therefore, each
decentralized peer is charged with the task of determining
the validity of information received from other peers. This
local autonomous determination is the defining principle of
open, decentralized architectures. The rest of this paper
will refer to open, decentralized architectures as simply
decentralized.

There are primarily two layers of abstraction in a decen-
tralized architecture: external and internal. The external
architecture facilitates the interaction between peers by
describing the topological arrangement of peers and the
underlying network infrastructure. On the other hand, the
internal architecture is responsible for directing the behav-
ior of a peer towards achieving its local goals. While there
has been research towards resolving issues in the external
architecture [6], the internal architecture has remained
mostly unexplored. Therefore, we believe that the internal
architecture warrants detailed investigation.

3. Threats of Decentralization

As discussed above, peers with malicious intent may
impose a threat to the goals of others. Peers must take
appropriate countermeasures in order to neutralize these
threats. A potentially effective countermeasure is to
develop trust relationships with others[1].

3.1. Trust Relationships

Many researchers have discussed the requirements for a
computational model for trust. One of the underlying prin-
ciples of trust which has been identified is the concept of
perception[10]. As others have pointed out, computational
trust models are also highly subjective[14, 18]. Therefore,
if we choose to quantify trust, then we must acknowledge
that any trust value will be subject to inherent internal
flaws due to errors in perception, and external inconsisten-
cies due to incorrect subjective evaluations of others.

Decentralized trust management was first coined by
Blaze et.al. who defined it in terms of security policies,
security credentials, and trust relationships[4]. A trust rela-
tionships between two entities was solely based upon cre-
dential verification, and was used to control access to
services and resources. A more complete determination of
a trust relationship also takes into account the reputation of
an entity and provided services as perceived by other enti-
ties in the system. Trust management systems based on this
definition are also known as reputation-based systems[24,
32].

For our purposes in a decentralized application, we
embrace both definitions and will generalize trust to be a

measure of the perceived confidence between two peers.
More formally, we will use the definition of the trust rela-
tionship model introduced in [1]: a trust relationship is
always between two entities, is non-symmetrical, and is
conditionally transitive.

3.2. Threat Modeling

Instead of considering security as an abstract principle,
it is important to model potential threats to that system
prior to creation. Thus, we will follow the guideline for
evaluating threats as presented in [26]:

1. Understand and assess the real threats to the system

2. Describe the policy required to defend threats

3. Design countermeasures to enforce policy

We now discuss some threats that we believe are intro-
duced by decentralization. In Section 5, we will outline the
principles PACE introduces that help defend against these
threats. In Section 7, we will discuss the induced properties
of the style that act as countermeasures in the PACE style.

3.2.1. Impersonation

Malicious peers may attempt to conceal their identities
by portraying themselves as other users. This may happen
in order to capitalize on the pre-existing trust relationships
of the identities they are impersonating and the targets of
the impersonation. Therefore, the targets of the deception
need the ability to detect these incidents.

3.2.2. Fraudulent Actions

It is also possible for malicious peers to act in bad faith
without actively misrepresenting themselves or their rela-
tionships with others. A user can indicate that they have a
particular service available even when they knowingly do
not have it. Therefore, the system should attempt to mini-
mize the effects of bad faith.

3.2.3. Misrepresentation

Malicious users may also decide to misrepresent their
trust relationships with other peers in order to confuse.
This deception could either intentionally inflate or deflate
the malicious user’s trust relationships with other peers.
Peers could publish that they do not trust an individual that
they know to be trustworthy. Or, they could claim that they
trust a user that they know to be dishonest. Both possibili-
ties must be taken into consideration.

3.2.4. Collusion

A group of malicious users may also join together to
actively subvert the system. This group may decide to col-
lude in order to inflate their own trust values and deflate
trust values for peers that are not in the collective. There-
fore, a certain level of resistance needs to be in place to
limit the effect of malicious collectives.

3.2.5. Denial of Service
In an open architecture, malicious peers may launch an



attack on individuals or groups of peers. The primary goal
of these attacks is to disable the system or make it impossi-
ble for normal operation to occur. These attacks may flood
peers with well-formed or ill-formed messages. In order to
compensate, the system requires the ability to contain the
effects of denial of service attacks.

3.2.6. Addition of Unknowns

In an open architecture, the cold start situation arises:
upon initialization, a peer does not know anything about
anyone else on the system. Without any trust information
present, there may not be enough knowledge to form rela-
tionships until a sufficient body of experience is estab-
lished. Therefore, the ability to bootstrap relationships
when no prior relationships exist is essential.

3.2.7. Deciding Whom to Trust

In a large scale system, certain domain-specific behav-
iors may indicate the trustworthiness of a user. Trust rela-
tionships should generally improve when good behavior is
perceived of a particular peer. Similarly, when dishonest
behavior is perceived, trust relationships should be down-
graded accordingly.

3.2.8. Out-of-Band Knowledge

Out-of-band knowledge occurs when there is data not
communicated through normal channels. When trust is
assigned based on visible in-band interactions, there may
also exist important invisible interactions that have an
impact on trust. For example, Alice could indicate in per-
son to Bob the degree to which she trusts Carol. Bob may
then want to update his system to adjust for Alice’s out-of-
band perception of Carol. Therefore, ensuring the consid-
eration of out-of-band trust information is essential.

4. Related Work

This section gives an overview of relevant research
related to our work. We first look at peer architectures. This
is followed by an overview of various trust models and
algorithms.

4.1. Peer Architectures

4.1.1. INTERRAP Agent Architecture

The INTERRAP agent architecture[20] defines an
autonomous agent peer using a layered set of functional
components and a shared hierarchical knowledge base. The
main benefits of INTERRAP are the explicit modeling of
local autonomous behavior, and local and cooperative
plans. While these benefits certainly make the agent archi-
tecture of INTERRAP feasible for dynamic decentralized
multi-agent systems, the main shortcoming is an assump-
tion of implicit trust among agents. The architecture does
not consider the effect of information sent by malicious
agents which may prevent peers from achieving local
goals.

4.1.2. Trust Architecture

Another internal architecture is the local trust-based
admission control architecture presented in [14] that helps
access control using trust-based admission control policies.
This approach has two main shortcomings. The first is that
the global admission control process requires a centralized
application manager to coordinate the voting process for
admitting a new peer. The second is that, though this
framework takes an architecture-centric approach, they
store only trust and interaction data persistently, and com-
munication among the peers is not explicit.

4.2. Trust Models

The realization that trust is of immense significance in a
decentralized context has motivated a lot of research across
different areas to be focused on reputation and trust man-
agement models and systems [1, 12, 13, 15, 27, 32]. Below,
we focus our attention on some of the interesting trust
models and algorithms discussed in research literature.
However, while it is certainly feasible to integrate these
models into an application’s internal architecture, none of
these approaches have identified mechanisms to do this.

The first decentralized trust management systems like
PolicyMaker[4] and Keynote[5] were simple access control
systems. Their concept of trust management only involved
using credential verification and secure application policies
to restrict access to resources and services. These systems
and other access control systems like REFEREE[7] and
TrustBuilder[31] are limited in the sense that they did not
enable an entity to aggregate the perception of other enti-
ties in the system in order to choose a suitable reputed ser-
vice.

Reputation-based systems like XREP[8], NICE[17],
and P-Grid[2] on the other hand, provide users additionally
with a facility to compute the reputation of a user and
resources offered by him by aggregating the perception of
other users in the system. This reputation information can
be effectively utilized while establishing trust relation-
ships. Some reputation systems like Trustnet[25] and
NodeRanking[23], in addition, utilize existing social rela-
tionships to determine reputations. These models map the
peer-to-peer network to a social network graph and rely on
various parameters like the weights on edges, the number
of edges entering or leaving out of a node, etc. to determine
the social reputation of a peer.

5. Foundations of PACE

Our search for a suitable architectural style began with
the recognition that since peers are locally autonomous,
they can choose how and when to respond to information
they receive. Since synchronous external interaction cannot
be expected, an asynchronous internal architecture may be



well-suited. Further, in order to better evaluate effects of
different network topologies, data and trust models, the
architectural style should facilitate dynamism supported
through loose coupling of components[21].

Event-based architectural styles have been successful in
addressing the constraints of asynchronicity, dynamism,
and loose coupling. C2 is one such architectural style that
naturally fits these constraints[30]. Additionally, C2 pro-
vides good tool support to facilitate rapid development.
Therefore, the PACE architectural style builds upon C2.
We now present an overview of the C2 style followed by a
description of the guiding principles behind the PACE
architectural style.

5.1. C2 Architectural Style

C2 is an asynchronous, event-based architectural style,
which promotes reuse, dynamism, and flexibility through
limited visibility. Components and connectors have a
defined top and bottom that cause them to be arranged in
layers. Components are aware of elements that reside
above them but not below. Hence, they may send requests,
events that travel up an architecture, with an expectation
that they will be fulfilled by some set of components above.
Components may also send out notifications, messages that
travel down an architecture, without any expectation of
whether they will be handled.

5.2. PACE Guiding Principles

Our study of decentralized trust management systems
helped us identify the following set of principles that have
guided the creation of the PACE architectural style.

5.2.1. Digital Identities

Without the ability to associate identity with published
information, it is a challenge to develop meaningful trust
relationships. The concept of identities, both physical and
digital, are necessary to facilitate meaningful relationships.
However, it is important to understand the limitations of
digital identities in respect to physical identities.

There may not be a one-to-one mapping between digital
and physical identities as one person may utilize multiple
digital identities or multiple people may share the same
digital identity. Additionally, anonymous users may be
present who resist digital identification. Therefore, it is not
always possible to tie a digital identity to one physical indi-
vidual and make accurate evaluations of a person. Instead,
a critical criteria of trust relationships in decentralized
applications should be the actions performed by digital
identities not by physical identities. PACE, therefore, con-
siders trust relationships only between digital identities.

5.2.2. Separation of Internal and External Data
Reflection on our previous work in decentralized emer-
gency response applications [29] revealed the importance

of modeling external data separately from internal data.
This separation helps resolve conflicts between externally
reported information and internal perceptions. For exam-
ple, a peer may favor information it has perceived directly
and believes to be accurate over reported information. A
peer may also not want to disclose sensitive data, so it must
have the privilege to report information which differs from
what it actually believes. Explicit separation of internal
from external data supports this, and is adopted by PACE.

5.2.3. Explicit Trust

Without a controlling authority that governs the trust
process, peers require information to make decisions
whether or not to trust what they perceive. Active collabo-
ration between peers may provide enough knowledge for
peers to reach their local decisions. In order to process this
trust information internally across the entire architecture,
trust cannot be localized to only one component. Each
component responsible for making local decisions needs
the ability to take advantage of this perceived trust. If the
perceived trust is not visible, then accurate assessments
may not be able to made. Therefore, PACE requires trust
relationships to be visible to the components in the peer’s
architecture as well as published externally to other peers.

5.2.4. Comparable Trust

Ideally, published trust values should be syntactically
and semantically comparable - that is, equivalent represen-
tations in one implementation should have the same struc-
ture and meaning in another. If the same value has different
meanings across implementations, then accurate compari-
sons across peers cannot be made. There has been no clear
consensus as to which trust semantics provide the best fit
for applications[1, 18], therefore it is believed that enforc-
ing a constraint at the architectural level to use a particular
trust semantic would be too imposing. While trust values
should but are not required to be semantically comparable,
PACE imposes a constraint that trust values must be syn-
tactically comparable by enforcing that they be represented
numerically.

5.2.5. Dependencies of Layers

As depicted in Figure 1, the PACE architectural style
consists of the following layers of functionality: Communi-
cation, Information, Trust, and Application.

The Communication layer is responsible for performing
data collection and transmitting data to other external
peers. PACE requires that all external communication must
be performed through this layer. However, since the activ-
ity of data collection does not depend upon data storage or
analysis, this layer can reside at the top of a C2-based
architecture. Externally received data can then be sent as
notifications and data to be sent can be treated as requests.

All notifications emitted from the Communication layer
and all data must be stored within the Information layer.



Data may be selectively queried, updated, and deleted from
this layer. The next layer is the Trust layer which is respon-
sible for evaluating the received messages and updating the
Information layer with the results of these evaluations.
Since the Trust layer depends on internal data for its evalu-
ations, it must be below the Information layer due to the C2
visibility rules.

While the layers described above are generic and may
be implemented in an application-independent fashion, the
Application layer is domain-specific. It is responsible for
controlling the local behavior of the peer and can build
upon the services provided by the generic layers. There-
fore, an application developer is responsible primarily for
implementing the Application layer.

Thus, the arrangement of these layers is influenced both
by their explicit interaction and C2’s visibility rules dis-
cussed in Section 5.1. The components and connectors that
comprise these layers are discussed in Section 6.

5.2.6. Implicit Trust

PACE assumes implicit trust of components that consti-
tute the internal architecture. The only exception is the
Communication layer because it is not responsible for vali-
dating the messages from other peers. So any notification
sent by the Communication layer cannot be trusted. There-
fore, these notifications require an explicit trust value.

Since the Communication layer is the only one that can
have external communications and is situated at the top of
the architecture, it cannot, by definition, issue requests to
other layers. Rather, requests can originate only from com-
ponents below the Communication layer. Since these com-
ponents are internal and thereby trusted, requests
originating from them are implicitly trusted.

Consequently, components within the architecture treat
requests and notifications differently. For example, the
Information layer only allows requests to query, update or
delete stored information, and prevents notifications from
external peers received through the Communication layer
to do the same.

6. PACE Architectural Style

Building upon the foundations presented in the previous
section, we now introduce the PACE architectural style
with its specific topological and component constraints.
Figure 2 illustrates a sample internal architecture of a peer
constructed in the PACE style. The components in this dia-
gram, however, are generic, and can be replaced by a sys-
tem architect with other components that meet these same
constraints.

6.1. Communication Layer

The Communication layer handles the interaction of a
peer with others. This layer has three main functions:
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1. abstraction of underlying connection protocols
2. allowing multiple connection mechanisms at once
3. signing of messages and verification of identities

In order to achieve maximum flexibility, the type of the
underlying protocols used are isolated to the protocol han-
dler component. Each protocol handler is controlled by the
communication manager. Underneath the communication
manager is the signature manager which signs and verifies
messages as they pass through the architecture.

6.1.1. Protocol Handler

In order to communicate using several network infra-
structures simultaneously such as HTTP, SMTP, or
FLAPPS[19], PACE supports multiple protocol handlers.
These are responsible for translating internal events into



the specific format best suited for the associated external
protocol and vice-versa. In order to support multiple proto-
col handlers, each protocol handler is configured for a spe-
cific URL scheme that it will service.

There are two categories of protocols that can be sup-
ported: stateful and stateless. Stateful protocols often
require a persistent connection or are setup with a specific
server or group of nodes. Therefore, a protocol handler for
such a stateful protocol can only service one particular
instance. However, if the underlying protocol is stateless,
then one protocol handler can service all requests for its
registered scheme.

6.1.2. Communication Manager

The communication manager is responsible for the
dynamic creation of protocol handlers. This creation is
determined by having a registry of current protocol han-
dlers and the protocol specified in the address field of a
message.

6.1.3. Signature Manager

The signature manager is responsible for signing
requests and verifying notifications. Public-key infrastruc-
ture standards can be used for digital identiies[11]. As dis-
cussed in Section 5.2.1, identities in PACE can only be
digital - there is no guarantee that the digital identity which
signed a message always corresponds to a physical identity.
Reconciling physical and digital identities will require
leveraging out-of-band knowledge.

To provide explicit identification, non-repudiation and
integrity checking, the Signature Manager digitally signs
outbound messages with the locally configured private key.
The signature manager then embeds the signatures and cor-
responding public key within the outbound message to
allow transport over protocols which do not support digital
signatures. When an event is received by others, the
included public key can be used to verify the signature.

6.2. Information Layer

To conform with the separation principle in Section
5.2.2, the Information layer consists of two components:
the internal information component that stores requests,
and the external information component that stores notifi-
cations. Information stored in this layer can be queried and
potentially modified by requests.

6.2.1. Internal Information

The data stored in the internal information component is
typically intended to be persistent across instantiations of a
peer. This allows a peer to accumulate a historical record of
its own prior actions and beliefs. This component only
allows direct modifications and queries through requests in
order to prevent unintentional distribution of data to other
peers. Only if a request is tagged with an address field, the
message will be stored locally and forwarded to the Com-

munication layer for transmission.

6.2.2. External Information

The external information component maintains only
messages received from other peers and is not meant to be
persistent. It is imperative to understand that the external
data may be incomplete or include intentionally false infor-
mation published by other peers. As discussed next, the
Trust layer assigns trust values on this information.

6.3. Trust Layer

The Trust layer encapsulates the trust management poli-
cies of the local peer. In order to achieve this, different cre-
dential and reputation-based trust models such as those
discussed in Section 4.2 can be incorporated in this layer.

6.3.1. Key Manager

The key manager component generates the unique key
pairs that the signature manager uses to sign externally-
bound requests. Configured public and private key pairs are
stored as internal information. If the key manager does not
detect a configured key pair, it generates a new set of keys.
This new set is stored in the internal information compo-
nent and sent to the signature manager for its use.

6.3.2. Trust Manager

The trust manager incorporates different trust models
and algorithms such as those discussed in Section 4.
Depending upon the type of trust management system
employed, trust managers can be of two types: reputation-
based, and credential and policy-based. A reputation-based
trust manager uses reputation models and algorithms to
assign explicit trust values to messages received from other
peers. A credential and policy-based trust manager, on the
other hand, acts as a trust engine that authorizes informa-
tion access to a peer based on whether the peer’s creden-
tials match the policies defined by the application trust
policy component.

6.3.3. Credential Manager

The credential manager component is responsible for
maintaining the locally cached identity information stored
in the Information layer. It may request public keys from
other peers when needed and also respond to key revoca-
tion notifications.

6.4. Application Layer

The Application layer consists of components which
depend upon the specific needs of the application. The
PACE framework does not provide implementation of
these components, and expects the application developer to
select suitable implementations. It should also be noted
that all outgoing communications are initiated in this layer.

6.4.1. Application Trust Policy
The application trust policy depends upon the type of



Table 1. Summary of Threats, Policies, and Key Components in PACE

Threats Policies Key Components Comments
Impersonation Signatures . Key manager, Without the cor.rect private key, the si gn?ture wi?l not validate as
Signature manager coming from the corresponding public key
Fraudulent Trust Values, Application layer, Trust man- | In response, malicious users may be assigned a low trust value,
Actions Broadcasts ager, Communication layer which can be broadcast to others to warn
Misrepresenting Trust Values Application layf?r, Trust man-| Users are able to consider the evaluations of others; messages
Trust ager, Communication layer may be published to warn others of malicious activity
Collusion Signatl}res, Signature manager, A ma}licious collective can be defeated using explic-it _trust com-
Transitivity Trust manager munication, digital signatures, and isolation of malicious peers
Denial of Service Isolation Communication layer By isolating protocols to the Communication layer, malicious

attacks can be blocked; firewalls can be actively controlled

Addition of Untrusted Events . Do not assign trust values to unsigned or incorrectly signed mes-
. Signature manager S

Unknowns Still Seen sages; allow users to still view and respond to such events
Deciding Whom | Domain-Specific Application trust polic Each application may have certain behavior indicative of good-

To Trust Policies pp poliey ness or maliciousness that can be detected by an algorithm
Out-of-Band . . Almost infeasible to have trust model capture all relevant inputs,

Overrides Application layer .
Knowledge therefore the user may need to adjust manually

trust management system employed and matches the type
of trust manager used. In a reputation-based system, the
application trust policy is responsible for assigning trust
values based on domain-specific semantic meanings of
messages, and supporting different dimensions of trust
relationships. Dimensions could be topic-based[1], for
example, Alice may trust Bob completely when it comes to
buying books, but may trust Carol more when it comes to
buying cars. Consequently, there can be multiple ways in
which a particular trust value may be computed by the trust
model, requiring the relationships between these different
trust dimensions to be explicitly defined. In a credential
and policy-based system, on the other hand, the application
trust policy maintains domain-specific policies that are
used for authorization.

6.4.2. Application

This component defines the local behavior of each peer
that is specific to an application. The application compo-
nent may be a sub-architecture that can take advantage of
the services provided by the other layers. It can include
such functionality such as providing an interface to the user
and carrying out the local goals of the peer.

7. Induced PACE Benefits

In this section and as detailed in Table 1, we discuss
how the guiding principles in Section 5 and the PACE
architectural style as described in Section 6 together induce
properties that act as countermeasures against the threats
outlined in Section 3. Some of these properties are effected
by the PACE architectural style and canonical implementa-
tions of its standard components; others are application
specific and so need to involve the Application layer.

7.1. Impersonation

Since all external communication in the PACE architec-
ture is constrained to the Communication layer, it offers a
single point where impersonation can be detected. The
deception of a malicious peer that either tries to imperson-
ate a user without the correct private key or does not digi-
tally sign the message, can be easily detected by verifying
signatures. The signature manager, key manager, and trust
manager components work together to implement signing
and verification of messages.

Additionally, if a private key has been compromised, a
revocation for that key can be transmitted. The credential
manager can store this revocation in the Information layer,
and the trust manager can then refuse to assign trust values
to revoked public keys even if they have a valid signature.

7.2. Fraudulent Actions

Since PACE is designed for open, decentralized archi-
tectures, there is little that can be done to prevent the entry
of malicious users. Malicious actions can be detected by
the domain-specific Application layer and low trust values
can be assigned to those malicious peers. Explicit warnings
can then be issued about those malicious peers to others
who can then consider these warnings in their local evalua-
tions.

7.3. Misrepresenting Trust

Since PACE facilitates explicit communication of com-
parable trust values, a peer can incorporate trust relation-
ships of others. For example, if Alice publishes that she
distrusts Bob, then Carol can use that information to deter-
mine if she should trust Bob’s published trust relationships.
This can be accomplished by implementing a transitive




trust model in the trust manager which allows peers to dis-
regard trust relationships reported by distrusted peers.

7.4. Collusion

Collusion is of a greater concern than a single peer mis-
representing trust because malicious peers are working in
concert to confuse. It has been proven that explicitly signed
communication between peers can overcome a malicious
collective in a distributed setting[16]. Adapting and com-
bining these results with efficient schemes to identify non-
cooperative groups in a decentralized setting, such as in
NICE[17], and PACE’s ability to detect impersonation
allows collusion to be effectively addressed.

7.5. Denial of Service

The separation of the Communication layer allows iso-
lation and response of the effects of denial of service
attacks. Incorrectly-formed messages can be disposed of
by the protocol handlers. The communication manager can
also compensate for well-formed message floods by intro-
ducing rate limiting or other policies designed to reduce
this threat. For example, it could interact with neighboring
firewalls to prevent further entrance of floods.

7.6. Addition of Unknowns

Even though a peer may not have previously interacted
with another peer or a message may be known to be forged,
the Application layer can still receive these events. Without
enough information to make an evaluation, the message
will not be assigned a trust value by the trust manager.
However, the user can still make the final decision to trust
the contents of the message based on out-of-band knowl-
edge that is not captured explicitly by the system.

7.7. Deciding Whom To Trust

The application trust policy component allows for auto-
mated identification of specified patterns of application-
specific behavior. The detection of good or bad behavior by
this component can cause the trust level of the correspond-
ing peer to be increased or decreased respectively along a
particular trust dimension.

7.8. Out-of-Band Knowledge

While PACE confines all electronic communication to
the Communication layer, it is still possible for relevant
trust relationships to be conveyed in person, or through
other out-of-band mechanisms. Therefore, the Application
layer can issue requests that modify the trust relationship
for either a specific message or peer on behalf of the user.

8. Evaluation

Using a framework that supports development in the
PACE architectural style, we have successfully imple-

mented prototypes in two problem domains: decentralized
auctioning and common operational picture systems. Trial
usages of these systems have demonstrated the benefits
induced by PACE described in Section 7.

8.1. Modeling a Decentralized Auction in PACE

Bob Advertise (10 units) Carol

“TBid ($207unit) |

Ew

Sell _ %ﬂ‘é

. -

i ($25/unit)

Bob trusts Alice = tpy(Bids) = 0.4
Bob trusts Carol = tp(Bids) = 0.8
Alice trusts Bob = ty(Sell) = 0.8
Carol trusts Bob = tcp(Sell) = 0.8

Ordering of Events:

Alice 1. Bob advertises to Alice and Carol
) 2. Alice and Carol respond with bids
sl 3. Bob trusts Carol more than Alice
4. Bob decides to sell to Carol even
though Alice offers a higher bid.

m

i Adbvertise (10 units)

1

Figure 3. A Decentralized Auction

We have implemented an auctioning system in the
PACE architectural style that does not have a trusted cen-
tral controlling authority. Figure 3 depicts an auction where
a seller advertises availability of goods for sale with buyers
directly placing bids with the seller. Our system also sup-
ports reverse auctions where buyers advertise interest in
specific goods and sellers submit quotes to buyers.

Each auction advertisement includes a URL that indi-
cates where bids may be submitted. This URL may refer to
the peer itself, or to a trusted third-party that will manage
the auction on the seller’s behalf. Communication is han-
dled through two asymmetrical protocol handlers: adver-
tisements are distributed through a multicast channel,
while bids are placed through a point-to-point channel.

In order to uniquely identify peers, public and private
keys are utilized. Internal and external data isolation is
enforced by having the external information component
stripping received notifications of any trust before further
processing to prevent external evaluations of trust from
entering the system. Lastly, all peers use the same applica-
tion trust policy and trust model component to allow uni-
form semantic comparison of explicit trust values.

The Communication, Information, and Trust layers are
implemented generically; as described in Section 5.2.5, all
domain knowledge is restricted to the Application layer.
Since PACE builds upon the C2 style, PACE applications
can reuse technology designed for C2. In particular, we
described the auctioning architecture using XADL[9] and
built our PACE framework upon the c2.fw framework.

8.2. Demonstrating PACE’s Induced Benefits

The auctioning system helps demonstrate that the bene-



fits induced by PACE can indeed address the threats, as dis-
cussed in Section 7. All attempts at impersonation are
exposed since messages with false signatures are not
tagged as verified by the signature manager and also result
in a system warning being emitted. Peers respond to mali-
cious peers performing fraudulent actions by broadcasting
appropriate trust values. This allows prospective buyers
and sellers to avoid those with low trust values.

Furthermore, by displaying broadcasted trust values
through a graphical interface, misrepresentation of trust
can be easily detected by identifying outliers among those
values where a consensus emerged. To allow resistance
against collusion and misrepresenting peers, a simple tran-
sitive trust model is employed, which only takes into con-
sideration explicitly trusted peers’ trust values. By isolating
communication to one layer, the effects of basic denial of
service attacks are reduced by disallowing passage of ill-
formed messages from outside to other layers in the sys-
tem.

When the system first initializes, auctions and bids are
still reported by untrusted peers. By deferring trust compu-
tation initially, this allows the manual formation of trust
relationships and addition of unknowns. In order to decide
whom to trust, the application trust policy identifies two
distinct trust dimensions: the buying and selling of items.
This allows a peer to make trust decisions based on specific
prior actions. Lastly, a user can directly modify trust values
of either a particular message or a peer to enable out-of-
band knowledge.

8.3. Common Operational Picture

In this domain, independent governmental organizations
share real-time information with other independent coun-
tries. This gathered data is then depicted visually in order
to allow an operator to assess the incoming data and issue
commands accordingly. A screenshot of the running sys-
tem is depicted in Figure 4.

We have previously created a system for this domain in
the C2 architectural style, which raised two issues that we
felt could be best resolved by migrating to the PACE archi-
tectural style: complexity in adding new operational enti-
ties and organizations; and insufficient ability to assess the
trust of incoming data. By modeling each operational
entity as a peer written in the PACE style, a clear separa-
tion of control can be identified. Peers can be added and
removed from the system dynamically. The addition of
explicit, comparable trust and digital signatures also allows
for a more faithful representation of the system which
allows further exploration of trust issues.

Additionally, we found that in such a large collection of
nodes, not all layers were required on every node. Instead,
if a node only transmits, but does not receive information,
the full Information and Trust layers are not needed. The

exception is the Key Manager component to provide digital
identities on transmitted information. In practice, however,
we found that most nodes indeed required all four layers as
they transmitted and received information with others.

9. Discussion

after
sharing

before
sharing

Figure 4. Common Operational Picture

It is important to understand what PACE provides as an
architectural style. It does not provide a trust model, but
instead facilitates the introduction of a variety of trust mod-
els to the architecture. Similarly, PACE does not prescribe
a communication method, rather it allows for the introduc-
tion of multiple communication models to be shared
among the same internal architectural instance.

There is an abundance of technologies that can help
address these essential aspects of communication and trust
management in decentralized applications. So far, these
approaches have remained disjoint with no guide for com-
posing them to construct decentralized applications. Addi-
tionally, as described in Section 5, the absence of explicit
trust at all architectural levels makes it a challenge to accu-
rately assess information in a component-based implemen-
tation.

The PACE architectural style addresses these challenges
by presenting an approach for integrating communication,
data and trust models independently within an internal
architecture to support dynamic modification. Our evalua-
tion has revealed that the PACE architectural style induces
a number of beneficial properties that allows several threats
of decentralization to be addressed. We have also imple-
mented a decentralized auction system and common opera-
tional picture system using a generic reusable framework
constrained by the PACE architectural style, which have
illustrated the feasibility of the PACE architectural style as
a guide to integrating trust into decentralized applications.
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