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� Introduction and Overview



This is a joint response from IBM and ObjecTime Limited to the OMG Object Analysis and Design Task Force Request for Proposal. The resultant OMG standard will provide a core set of OA&D models, which define the structure, meaning and behavior of distributed, object-oriented applications. It will also enable semantic interoperability between OA&D tools. 



Given the broad range of object-oriented applications, it is important that the standard meets current requirements and remains open and flexible for the future as methods and technology evolve. The application domains for distributed, object-oriented technology are already extremely diverse and are evolving rapidly.  The financial, telecommunications, medicine,  manufacturing, aerospace and defense sectors are but a few examples of such domains. This submission addresses these needs by proposing:



a Core Meta-Model (CMM) upon which one can build both general purpose and domain specific modeling languages

an Object Constraint Language (OCL) to ensure that core concepts and their extensions are specified with semantic precision. This ensures that the modeling concepts are formal enough to be interoperable and automated by software development tools

a Model Schemes mechanism to support modeling languages as formal extensions to the Core Meta-Model

a strong foundation for patterns, frameworks and component-based development based on refinable composite model elements.



This introductory  section describes the proposal requirements and provides a rationale and overview of the approach.



General Approach

The OMG architecture provides  a common base for application domains to maximize reuse and interoperability. At the same time the essential differences between the application domains is recognized by the provision for domain specific Vertical Facilities within the OMG architecture. The vertical facilities provide a context for domain specific software architectures supported by domain specific patterns and frameworks.  



Currently there are a number of  modeling languages for object-oriented applications, each with its own notation, semantic base and areas of specialization. More are currently under development. Market forces will continue to  demand specialized modeling languages and associated development methods to achieve competitive advantage in specific domains.  



In the same spirit as the OMG architecture itself, the challenge is to provide a common base for modeling languages to maximize the reuse of modeling concepts, and eliminate unnecessary duplication, while facilitating  the development of domain specific languages. This will also maximize component and tool interoperability.



There are two possible approaches. One is to standardize a universal modeling language as the union of all useful modeling concepts across all known domains. Domain specific languages could be constructed by taking a subset of the universal language and specializing as required. This approach, when applied to programming languages, has met with little success in the past.  It generally results in a complex, heavyweight language that is difficult to use, evolve, and implement in tools. Another  approach, the essence of the IBM/ObjecTime proposal, is to provide a Core Meta-Model (CMM) upon which one can build both general purpose modeling languages and those intended for specific application domains.  



The Core Meta-Model uses the Object Constraint Language (OCL) for formally expressing constraints about sets and their elements. The core builds in semantic precision, modularity, extensibility, and orthogonality of concepts from the ground up. A kit approach is used, populated by modeling concepts (analogous to basic atoms and a small set of useful molecules) that are compact but complete. Specific modeling languages can be easily supported as formal refinements and extensions to the common core meta-model using the concept of Model Schemes. 



The Core Meta-Model can act as an effective semantic basis for general purpose modeling languages such as Rational’s Unified Modeling Language (UML) as well as methods such as ROOM, Catalysis and OOram which have powerful facilities for modeling complex system architectures.



Requirements

There  are three major categories of proposal requirements:

the need for extensibility and specialization

the need for language and method independence

the need for formality and interoperability

The following sections explore these requirements.



The Need for Extensibility and Specialization

Differing application domains may require specialized modeling concept extensions and associated tools. There will always be a strong market demand for specialized modeling languages for specific layers and specific domains within distributed systems. This is because it is extremely difficult to develop a general purpose modeling language with both the breadth to handle all possible applications, and the power to be cost effective for specific applications. This has certainly been the experience with modeling and simulation languages for networks, systems and hardware design. The standard meta-model must thus be highly extensible. 



The OMG architecture shown in the following figure provides inspiration for addressing this requirement. It has a number of semantic levels starting with the Core Object Model and extending to domain specific Vertical Facilities. 
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In general the higher layers in the architecture are associated with higher semantic levels and more specific application. Like all good architectures the OMG architecture strives to:

build higher-layer services using services from lower layers

position services in the architecture to maximize their reuse in higher layers

make layers optional for specific domains

support specialization of services for specific domains

Given the vast range of modeling applications within and on top of the OMG architecture, we believe the same general layering principles applied to the OMG architecture should apply to modeling languages themselves. Based on a common Core Meta-Model (CMM), one can build languages in layers. This could include general purpose modeling languages, domain specific modeling languages, and application specific languages.



�



The Need for Language and Method Independence

OA&D models are much more than graphical representations of programming language implementations.  For example, models:

deal with business and other real-world situations, in which code is simply not an issue at all. Such models are pure analysis models. Semantics derived from programming languages are usually inappropriate for such analysis models.

capture design information which is not contained in code (for example constraints, links to requirements, etc.). Such design models still have a correspondence to the eventual program code.

may contain information related to multiple programming languages  (large heterogeneous projects often include multiple programming languages, data definition and access languages, etc.).

often address different analysis and design paradigms, including roles, patterns, interfaces, collaborations, etc.

should be consistent, i.e. not contain contradictory information, but do not necessarily have to be as complete as programs.  Partial models are useful.

Based on the above, the meta-model should be language-independent (i.e., not contain any constructs which are specific to a particular programming language).



Furthermore,  the standard meta-model should be method-independent. The field of object-oriented methods is still evolving rapidly, with the emergence of component-based models, approaches where instances rather than classes are primary, and approaches in which the fundamental units are composite structures like frameworks and collaborations (ROOM, Catalysis and OOram).  Given these promising approaches, the standardized meta-model should not prescribe a particular method or way of thinking, such as an overly class-oriented view of the world.



The Need for Formality and Interoperability

The RFP requests a meta-model that will enable semantic interoperability among OA&D tools. It is essential that the meta-model be formal - precise, concise,  and internally consistent so that it can:

support the complete, precise, and unambiguous description of a modeling language’s syntax and semantics

meet the objective of semantic interoperability between OA&D tools, and to provide for basic model checking by tools. 

Such formality can also enable, but not necessarily mandate, other forms of tool automation including:

model construction and modification with semantic constraint checking

model translation (e.g. code generation, reverse engineering)

model execution (e.g.  simulation)

Previous interoperability successes in protocols and programming languages point to the need to establish interoperability among tools at multiple agreed upon semantic levels. Protocol stacks are an excellent example of interoperability using semantic layering. A compiler can interwork with an assembly level debugger, but it can also interact at a higher semantic level with source level debuggers.



Our approach enables interoperability between tools at the semantic level of the Core Meta Model or at higher semantic levels described formally by generic or domain specific modeling language Schemes.





Proposal Overview

Given the need for extensibility, specialization, language/method independence,  and formality /interoperability,   we propose:

A Core Meta-Model  based on a set of fundamental modeling concepts that are generic and  chosen to be a  good match to modeling distributed applications (including large system development). This meta-model is a "kit” of basic modeling components from which models of all kinds can be assembled: a set of language-independent modeling "atoms" and a useful set of the smaller molecules. For example, an essential feature of this proposal is the provision of support for refinable composite objects. Composite objects created from these structures provide the foundation for objects with multiple interfaces to model distributed component frameworks. The concept of refinement - the relationship between a less-detailed structure with a corresponding more-detailed structure - is a fundamental aspect of any system development process. Composite, refinable objects support small to large-scale system development by encouraging hierarchical system architectures, and framework and component-based development.

An Object Constraint Language (OCL), used to specify formal semantics for the meta-model. This ensures that  the meta-model concepts are specified with enough precision to facilitate interoperability and automation  by software development tools.  

A light-weight mechanism to extend the core meta-model to support multiple modeling languages. This is a way of defining "kinds" of models: e.g. defining a C++ design model as having {multiple inheritance, virtual inheritance, private public & protected, etc.}, a Java model as having {separate interfaces and implementations, etc.}, a Catalysis model as having {frameworks, compositions, collaborations, etc.} and a ROOM model as having {actors, compositions, ports, etc.}. Extensibility is supported by defining new kinds of models, as refinements or extensions of other kinds using a formal mechanism called Model Schemes. This is why it is so important to get the atoms right, so that the standard does not inhibit the state of the art by inhibiting the ability to define new kinds of models.

A way to allow different parts of an overall model to be of different kinds, and to connect these parts together effectively.
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Based on the common Core Meta-Model (CMM), one can build modeling languages in layers as shown in the following figure.
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Previous work

In IBM’s RFI response� we outlined the following fundamental concepts as our goal:

extensible meta-models of OOAD artifacts

small set of precisely defined meta-model constructs, where

substitution and refinement is at the core, with

model (not method) interoperability as a primary concern.

The RFI response used a set of constraints over the namespace of a meta-model element to achieve precision, and also recognised the need for representing reusable building blocks such as frameworks, patterns and compositions using the meta-model constructs.

In this RFP response we share the same set of basic goals and provide ways to achieve them.  We use OCL constraints for precise definitions of meta-model constructs, have extensibility built-in through schemes, and show through examples how to represent frameworks using the meta-model constructs.

About the Submitters

IBM and ObjecTime Limited bring complementary strengths to the proposal.



IBM has a long history of strong technical contribution to the OMG, a wealth of object technology products, and extensive field experience applying object-oriented techniques. 



ObjecTime Limited has proven experience in concurrent, component-based development and tool automation. 

Completeness of the proposal

Because it is the intention of the submitters of this proposal to collaborate with other submitters during the convergence period, leading to the best possible overall submission, this proposal is intentionally incomplete in some areas.  We have particularly avoided duplicating work done in other submissions.

The following areas are incomplete and will be completed before the final submission.

The current approach for creating extension schemes is rather flat.  We intend to introduce a more powerful and granular approach allowing stereotypes to have the full expressive power of metatypes, and to allow more sharing and structuring of schemes.

Full definitions of the IDL interfaces for using and extending models will be included.

Relationships with the Business Object Facility and Meta-Object Facility will be defined.

The meta-model will be extended to support Object Interaction Diagrams with co-regions, nested OIDs, and some additional kinds of Refinement.

The meta-model

The next series of sections of the proposal present the fundamental building-blocks of the meta-model, which are:

Model elements and general dependencies between them.

Composites, i.e. model elements which contain parts.

Namespaces, in which model elements may be named.

The generic concept of Refinement, which models inheritance, parameterisation, and instantiation.

Equivalences: a way to equate components nested within Composite structures.

Dynamic components, i.e. model elements which denote interfaces to behaviours.

Specifications and their Features, such as operations, variables, and associations.

Instances and Situations: the basic building blocks for constructing run-time semantics.

Behaviour Specifications, i.e. model elements which specify behaviours.

Procedural Behaviour: specifying behaviour through procedures.

State Machine Behaviour: specifying behaviour through state machines.

Continuous Behaviour: specifying behaviour through mathematical functions.

Object Interaction Diagram Behaviour: specifying behaviour through interactions.

The Dynamic Semantics of Behaviour, i.e. models of what actually happens when a behaviour executes.

Environment Specification, modelling the service requirements an implementation places on its execution environment.

The complete model element type hierarchy.

Metatypes.

Modelling schemes.

Each section presents a diagram of the relevant meta-types and their associations,  using the UML notation with semantics as defined later in the proposal.  Some text and examples explain the diagram, and where relevant additional constraints on the meta-types are expressed using the OCL constraint language.  Note that many of the explanatory diagrams do not use a formal notation, and this dccument does not include proposals for notations: this meta-model can be used to support many different notations.

The total meta-model consists of the union of all of the fragments in these sections.  A complete specification of all of the meta-types appears in section � REF _Ref377187346 \n �22�: � REF _Ref377187418 \* MERGEFORMAT �Metatype definitions�.

Remember when reading this section that these elements are generic building-blocks.  To make them useful for supporting a particular method or modelling technique they need to be incorporated into a particular modelling scheme, which gives additional meaning to the elements and further constrains them with respect to each other.  The definition of modelling schemes and their associated stereotypes is itself one of the fundamental building blocks.

The proposed standard comprises the meta-model itself, together with its mapping into IDL, plus the scheme definition facility.  Schemes themselves (apart from the scheme which helps to define the meta-model itself) are not proposed as part of the standard.  The sections later in this document which describe example schemes are included to illustrate the flexibility of the meta-constructs, not as part of the standard.

For efficiency, the meta-model is formalised in this document as an instance of itself.

Model Elements and Dependencies

Our meta-model is described using diagrams, such as the one below, using a simplified version of UML. Readers who are unfamiliar with this notation might wish to refer to section � REF _Ref377187620 \n �23�, � REF _Ref377187898 \* MERGEFORMAT �The Meta-Model Notation�, to understand its basic principles before carrying on reading.

To understand the diagrams, the reader is encouraged to imagine situations in which elements of the types shown on the diagrams are interconnected by links corresponding to the associations.  Some such situations are illustrated in the text to aid understanding.

Every model consists of a set of related elements. The first part of the metamodel describes the structure which is common to every element of every model. ModelElement is the root of the meta-model type hierarchy, and defines this structure. Every element is of a subtype of the type ModelElement, and thus inherits this structure.
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A Dependency is a directed relationship between ModelElements. A Dependency is itself a ModelElement. Every Dependency has a source and a target. 

ModelElement and Dependency together enable the construction of directed graphs, in which ModelElements represent the nodes and Dependencies represent the arrows. Since a Dependency is also a ModelElement, arrows can be drawn between arrows.  Thus these two meta-types enable the construction of models consisting of nodes, arrows between nodes, and arrows between arrows, such as the following example:
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A Note is an element which may be attached, via a Dependency, to any element. Its intended use is for annotating models.  Its value is Uninterpreted.

Remembering that all model element types inherit from ModelElement, this ability to interconnect via Dependencies and associate Notes applies to all of the elements in any model.

Composites

The next element we introduce captures the generic concept of being a Composite.  Composites can be used for many different purposes in a model, including the specifications of classes, types, interfaces, behaviours and architectures. The abstract idea of a Composite - a whole which contains many components - is used for all of these notions, and more.
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Composite encapsulates the notion of being a container for a set of components.  A component can be any kind of ModelElement.  The immediate components of a Composite are known as its topElements.  All of the components, i.e. the topElements, the topElements of any of the topElements that are themselves Composites, and so on, is called the elementClosure.  The relationship between these is defined by means of an invariant, written in OCL.

Three of the immediate subtypes of Composite are shown here: BehaviourSpecification, Package, and Specification with its subtypes Association and Reference. Addional subtypes are introduced in later sections.

BehaviourSpecification is an abstract supertype which supports various different ways of specifying behaviour, such as procedures, state machines, equations, and interaction diagrams.  These are covered in later sections.

Specification is an abstraction for the familiar concepts of interface, object type, and object class, as well as more complex structures such as frameworks and patterns. The Java and ROOM examples later in this proposal show some examples of using Specifications for interface modelling, while the Smalltalk examples show how to use Specification to model classes. Note that Specifications are intended to scale up for modelling large-scale architectural elements, as well as small-scale programmatic elements.

Packages are simple Composites intended for collecting together modelling elements into convenient clusters.

Association is a special kind of of Specification; this is covered further in the later section which describes the Features of Specifications.

References are Specifications which may refer to a Composite elsewhere in the model. They are used extensively for elements such as parameters.

The diagram below illustrates the general kind of structure that Composite is intended to model. The arrows show references-referent links.
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Invariants:

Composite

self.elementClosure = self.topElements.union(

	self.topElements.select(el | el.allTypes.

				includes(Composite)).elementClosure)

-- elementClosure is all of the elements directly or

-- indirectly reachable via the topElements association



Reference

not (self.referent.includes(self))

-- References do not refer to themselves



Namespaces and Names

An additional property of Composite is its ability to define a namespace for its components, and other elements. Namespaces are used in many places in models, for purposes such as naming the various parts of an interface, the parameters of a declaration, and so on.
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The diagram shows that a Composite, in general, defines a namespace in which ModelElements can be named.  Any ModelElement can be named many times in any namespace. A Name represents the appearance of a ModelElement in a Namespace.  A ModelElement can be named in any number of namespaces and may have different Names in each. Names may be compound; the visibleName of a Name is a string which contains the characters which make up the name.

Two Names may be compared. The definition of how two Names are compared is not part of the standard.  This leaves notions such as case-sensitivity as method-specific.

In general there are no rules for what names a namespace may contain.  Particular modelling schemes define specific rules, typically uniqueness of names within a given namespace.
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The diagram shows two Composites, one labelled X and the other Y. Assume that  the namespace for X contains the following names: { X, A, B, C, D } and that for Y contains { Y, P, Q, R, S, X, X::A, X::B, X::C, X::D }.  The component labelled A therefore has two names: A in the namespace of X, and X::A in the namespace of Y.

Refinements, substitutions and instantiations



This part of the meta-model is intended for modelling several object-oriented modelling and programming concepts, including inheritance, parameterised types, framework composition, and instantiation.  All of these concepts are special cases of a general concept called refinement, which relates a more specific concept to a less specific one.
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The diagram duplicates the associations between Composite and ModelElement called topElements and elementClosure shown earlier.  It introduces three new meta-types, Refinement, which associates one Composite with another, SubstitutionRefinement which is a subtype of Refinement particularly concerned with substitutions, and Substitution, which associates one ModelElement with another. Note that there may be more than one Refinement for a given pair of Composites, but only one Substitution for a given pair of ModelElements.



The allSupers loop between Composite and itself models the transitive closure of refinement, i.e. all of the Composites from which a given Composite is directly or indirectly refined.



It may help in reading the diagram to note that going anti-clockwise around the Refinement and Substitution “loop” associations results in becoming less refined.



We illustrate the use of these constructs through a number of examples, illustrated using an informal notation which we hope shows the principles clearly.
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The diagram shows a Composite X being refined by a Composite Y.  X contains topElements A, B and C.  Y contains A’ and B’.  The interpretation of these elements is rather flexible: X and Y could be classes and A, B and C could be member functions, signatures, or signature parameters; alternatively X and Y could be frameworks or role models and A, B and C their constituents.   The same basic principles apply in all cases.



The SubstitutionRefinement R has X as its refinedComposite and Y as its refiningComposite.  Sa is a Substitution which links A to A’, and Sb is a Substitution which links B to B’. Both of these Substitutions have R as their context.



C has not been substituted in this refinement. There are two possible cases. Either C.isSubstitutable is false, in which case it would not be possible for C to have been substituted under any circumstances; or C.isSubstitutable is true, in which case C has simply not been substituted in this particular case.  Both A.isSubstitutable and B.isSubstitutable must be true, because they are substituted.



A typical interpretation of this model would say that C is inherited in this refinement, i.e. that any elements whose behaviour is specified by Y would have an aspect of that behaviour specified by C.  The details of this interpretation would lie in the particular scheme which defines the interpretation, not in the core meta-model itself.



The arrow from B to A indicates that B has some kind of dependency on A: for example, B might have a signature and A might be the type of one of the parameters. In this substitution, we require that B’ should refer to A’, not A.  To ensure this happens we say that the substitution Sa is a parameter of the refinement, i.e. Sa.isParameter is true.  In general, the parameters of the refinement are those substitutions on which other substitutions  may depend.  The dependency itself is modelled by the substitutionDependency association, which may relate any two model elements in the same container.



The canSubstituteFor query on an element tells whether or not it may substitute for another element, given the set of parameters of the associated refinement.  Thus, in the example, A’.canSubstituteFor(A, { Sa } ) and B’.canSubstituteFor(B, { Sa } ) must be true. The actual definition of the logic of canSubstituteFor depends on the particular scheme being applied.



The extension of this when there is more than one refiner for a Composite is straightforward, because the refiners do not affect each other. However, things get more interesting when there are multiple refinees: multiple “parents”, so to speak.
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In this simple case, Z refines both X and Y, with no substitutions.  R1 and R2 are Refinements. We would expect this to have the meaning of inheritance, i.e. an element whose behaviour is specified by Z will have aspects of its behaviour specified by X and Y (and thus by A and B).
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In this case, Z refines X twice without substituting A.  This is unlikely, but possible. We would expect additional rules to indicate what additional value the extra refinement has.   For example, A could have two different names within Z, and if Z specifies the behaviour of one or more elements, there could be two aspects of each element’s behaviour both specified by A.
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This model shows a single element within X being substituted separately in two SubstitutionRefinements to give separate elements within Z.
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This model shows two elements of the refined composite being unified into a single element of the refining composite.  A somewhat more likely example is shown in the diagram below, in which the refined elements come from separate composites.
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Many more examples are possible, but we hope that these serve to illustrate the basic principles of the refinement part of the meta-model.  It can be used to model inheritance, type parameterisation, instantiation, and framework composition schemes.  Several examples of its use in particular schemes appear later in the proposal.



Invariants:

Composite

self.allSupers = self.refinees.collect(refinedComposite).

					   collect(allSupers).union

						 (self.refinees.collect(refinedComposite))

-- recursive definition of allSupers



not self.allSupers.includes(self)

-- no cycles in refinement graph



ModelElement

(not self.isSubstitutable) implies (self.substituter.isEmpty)

(not self.isSubstitutable) implies (self.substitutee.isEmpty)

(self.canSubstituteFor(e,s)) implies (e.isSubstitutable)



self.substituter.forAll(sub | sub.type = self.type)

-- only substitute alike elements



self.substituter.forAll ( sub |

	sub.canSubstituteFor(self,

		sub.context.substitutions.select(isParameter) ) )

-- every substituter is valid in the context of the

-- parameters of its refinement



self.substitutionDependents.forAll(el |

		el.container = self.container)

-- substitutionDependents are all in the same container



Substitution

self.context.refinedComposite.elementClosure.

	includes(self->substitutee)

self.context.refiningComposite.elementClosure.

	includes(self->substituter)

-- substitutions are in the right context



self->substituter.substitutionDependents.includesAll (

	self->substitutee.substitutionDependents.substitution.

		select

			(sub | (sub.context = self.context)

						and sub.isParameter)->substituter)

-- every substitutionDependent of the substitutee that

-- is a parameter in this context is substituted



not self.isSubstitutable



Equivalences and Multiple Containment
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Figure � SEQ Figure \* ARABIC �1�: Equivalences

Equivalences allow a component to appear in multiple places in a model.  Consider the two subsystem specifications in � REF _Ref377217667 \* MERGEFORMAT �Figure 2� and � REF _Ref377217947 \* MERGEFORMAT �Figure 3�. Each has a component which is a reference to a DeviceDriver specification, defined elsewhere.  These specifications can be composed as in � REF _Ref377217960 \* MERGEFORMAT �Figure 4�.�
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Figure � SEQ Figure \* ARABIC �2�: Database Subsystem
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Figure � SEQ Figure \* ARABIC �3�: Devices Subsystem
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Figure � SEQ Figure \* ARABIC �4�: Composed System

The Database Subsystem appears twice in the composed system and in each case its reference to the device driver is equated to a reference in the Devices Subsystem. Neither subsystem is complete without its device driver(s), yet the subsystems are not independent of each other in the composed system 

The notion of multiple containment is represented with the Equivalence metatype. An Equivalence has a context which is the specification of the composed system and a set of ReferencePaths which specify the references with respect to the context.

There are two Equivalences in this example, each with two ReferencePaths. The shaded elements in � REF _Ref377217960 \* MERGEFORMAT �Figure 4� each represent a multiply contained component which will have an associated Equivalence.

� REF _Ref377272392 \* MERGEFORMAT �Figure 5� shows the three separate specifications for the systems of � REF _Ref377217667 \* MERGEFORMAT �Figure 2�, � REF _Ref377217947 \* MERGEFORMAT �Figure 3� and � REF _Ref377217960 \* MERGEFORMAT �Figure 4�, and one of the Equivalences with its ReferencePaths.  The ReferencePath elements are emphasized with thick arrows and the equivalent references are shaded.  Each ReferencePath specified a series of contexts from the composed system to the equivalent references, i.e., the reference to the element which is multiply contained. 
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Figure � SEQ Figure \* ARABIC �5�: Equivalence structure (only one Equivalence shown)

It may seem simpler to model equivalences with a simple association between the equivalent references in a model.  Since a component specification can be referred to in multiple places in a specification and since equivalences can be nested arbitrarily deeply within system compositions, there are simple examples in which references can’t be disambiguated without a full “context stack” provided by a ReferencePath.

In general, Equivalences hold ReferencePaths which are sets of Composites providing contexts.  (These Composites will normally be References, but this generality allows different interpretations in future models.)  ReferencePaths are in fact uninterpreted in the metamodel to allow for specialization in different schemes, but a concrete example is shown in the ROOM scheme.

Dynamic components

This section introduces components which stand for behaviours. We call these DynamicComponents. Familiar uses of this concept are the member functions or methods of a class, or the routines of an interface.  The concept can also be used more generally to model behavioural elements encapsulated in various Composites, such as references to behaviour specifications for multi-object collaborations in Specifications representing frameworks, or conventional procedures held in a Package.

Note that a DynamicComponent does not specify a behaviour; it simply denotes the existence of a behaviour.  A DynamicComponent may have an Implementation, in which case there may be one or more BehaviourSpecifications associated with the Implementation to model how the behaviour is specified.  BehaviourSpecifications are described in a later section.
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The participants of a DynamicComponent are References. Typically the participants are the parameters, and refer to Specifications which specify what kind of objects would be expected to participate in the behaviour.  A DynamicComponent, being a Composite, defines a namespace, and normally the participants would be given names in that namespace.  In any case the participants are topElements of the DynamicComponent: this is expressed using an invariant.

The EnvironmentSpecification for an Implementation is a representation of the services required by that Implementation in order to execute.  Further details are in section � REF _Ref377535014 \n �18�, � REF _Ref377535014 \* MERGEFORMAT �Environment Specification�.

DynamicComponent has one subtype, Feature. Features are those DynamicComponents which are directly attached to Specifications; we divide these into Operations, Queries, and Variables. Section � REF _Ref377535074 \n �10�, � REF _Ref377535088 \* MERGEFORMAT �Specifications�, gives details.

Invariants:

DynamicComponent

self.topElements.includesAll(self.participants)



self.isImplemented = not self.implementation.isEmpty



self.substitutionDependents.includesAll(self.participants)

-- this ensures that substitution works properly



Specifications

Specification is an abstraction of familiar concepts like Type and Class.  The essence of a Specification is that it has Features.  Specifications representing pure interfaces will have all Features unimplemented, those representing concrete classes will have all Features implemented, and further possibilities exist in between.
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Features are those elements of Specifications which may have Implementations. The following kinds of Feature are supported: OperationOuts, OperationIns, Queries, and Variables. Features have Signatures, which specify References for the parameters and result of the Feature. The association called definedFeatures specifies which Features are defined by a given Specification.  It is a subset of the more general elementClosure association.

Inheritance

A Specification has Features which it defines, and Features which are active in any implementations of the Specification because of inheritance. Their exact relationship will depend on the scheme in force; typically active features include the defined ones plus all the inherited ones, although the modelling scheme must disambiguate when the same Feature is inherited more than once, or more than one inherited Feature has the same name.

Queries

A Query is intended to model a feature of an object which allows its state to be observed, without changing the state. A Query must have a result, otherwise it would be meaningless.  It may also have parameters.

There are two kinds of Query.  A Property is a Query; invoking the Property on an instance of the Specification which is the property’s owner will deliver some information about that instance. AssociationRoles, representing the ends of Associations, are also Queries - see below.

OperationIns

An OperationIn may change the state of an object. It may have parameters, and it may return a result. An OperationIn is used to model methods or member functions which change the state of an object.

Variables

Variables are modelled separately. From a behavioural perspective, a Variable actually has two behaviours: getting and setting.  This is a familiar concept for a compiler-writer, who would recognise a Variable as different in an “Lvalue” context (on the left-hand-side of an assignment statement: setting the variable) and an “Rvalue” context (on the right-hand-side of an assignment statement: getting the value of the variable).  This distinction may not be so familiar to people with a database background, who might think of a variable as simply an attribute; but the distinction still applies.

To model this, remembering that Feature inherits from DynamicComponent, each of which has a single Implementation, we associate a Variable with a Query (with no parameters) and an OperationIn (with one parameter and no result), representing the getting and setting behaviour respectively. Although a Variable is itself a Feature, we use an invariant to ensure that Variables have no implementations except via their associated Query and OperationIn.

Associations

An Association is a pairing between Queries (AssociationRoles) in two Specifications, in which the results of the two Queries are constrained. The notion of Association should be very familiar, because we are using it extensively in the description of the meta-model itself.  It may not be so familiar to think of an AssociationRole as a Query, but it is quite logical: navigation of an Association by naming a role is logically equivalent to making an observation on the object at the start of the association.  This notion is used extensively in our formalisation of the meta-model. � REF _Ref377525996 \* MERGEFORMAT �Appendix A: OCL Specification� gives full details.

Note that Association is itself a subtype of Specification. This supports cases where the Association itself may have Properties, OperationIns and so on.

N-ary associations are not modelled explicitly. They can be represented by introducing an extra Specification to represent the association itself.

OperationOuts

OperationOuts typically represent parts of an interface which describe outgoing invocations, as opposed to parts of an interface which describe features which may be invoked.  They may be associated with a set of “generators”. For example in a C++ model they represent exceptions, and only Operations and Queries may generate them. OperationOuts do not have results. Any set of Composites can be shown as  generators for an OperationOut.

Powertypes

This model also shows how a Specification may be attached to a Refinement to represent a powertype.  This is only appropriate where the Refinement is modelling an inheritance relationship.

Invariants:

Specification

self.elementClosure.includesAll(self.definedFeatures)

-- definedFeatures are included in the elements



self.activeFeatures.includesAll(self.definedFeatures)

-- definedFeatures are a subset of the active features



self.elementClosure.includesAll(

	self.definedFeatures.signature)

-- signatures are included in the elements



self.elementClosure.includesAll(

	self.definedFeatures.signature.result)

-- signature results are included in the elements



self.elementClosure.includesAll(

	self.definedFeatures.signature.params)

-- signature parameters are included in the elements



Feature

self.participants.includesAll(self.signature.params)

-- the participants include the parameters

self.participants.includesAll(self.signature.result)

-- the participants include the result

self.participants.exists( p | p.referent = owner )

-- one of the participants refers to the owner

-- typically this would be called “self” or “this”



OperationOut

self.outputs.isEmpty

self.signature.result.isEmpty



Query

not self.signature.result.isEmpty



Variable

self.signature.params.isEmpty

not self.signature.result.isEmpty

self.setter.signature.params.at(1) = self.signature.result

self.setter.signature.params.size = 1

self.getter.signature.result = self.signature.result

not self.isImplemented



AssociationRole

self.signature.result.referent = 

		(self.association.associationRoles - self).owner



Instances and Situations

This meta-model fragment is for modelling Instances of Specifications in snapshots of executions.  These snapshots are a fundamental aspect of the dynamic semantics of behaviour, described in a later section; they are also a useful modelling technique in their own right, because they act as examples to show the detailed workings of an object system.

SpecificationInstances

We will come on to how to model the snapshots themselves; first we concentrate on the structure of the instances.
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A SpecificationInstance models a single instance of a Specification during an exection. It only models the structure of the instance, not the actual values that this structure contains.  Each “slot” in its structure, representing a placeholder for the value of a feature, is represented by a FeatureInstance�.

The only Features that can have FeatureInstances in this way are those whose Signature defines a result.  The FeatureInstance is a holder for containing the value which would result from the execution of the Feature. Typically these will be Variables and Queries, although Operations are not necessarily excluded.  LinkRole is a special case for when the associated Feature is an AssociationRole.

For example, if a Specification were to represent a Smalltalk class, and activeFeatures were all its direct and inherited instance variables, then the instances of the class would be represented by SpecificationInstances, and the actual instance variables by FeatureResults.

Invariants:

FeatureInstance

(not self.containingInstance.isEmpty) implies

	self.containingInstance.specification.

		activeFeatures.includes(self.feature)

-- the feature for a feature instance is one of the active

-- features for the corresponding specification





Situation Specifications

A SituationSpecification represents a snapshot of the values of a set of instances. In general, a given SituationSpecification is concerned with a set of FeatureInstances, which may or may not include all of the FeatureInstances for a given SpecificationInstance.

The result of a Feature is always a Reference to a Specification. Therefore the value of a FeatureInstance is an instance of that Specification or one of its refinements. The value is modelled by a subtype of SpecificationInstance called FeatureValue which supports the association between SituationSpecification and FeatureInstance. This should be read as follows: for any appearance of a FeatureInstance in a SituationSpecification, there is a single FeatureValue representing the value of the FeatureInstance in that SituationSpecification.

LinkRoles have additional structure. Because of the binary nature of Associations, whenever one AssociationRole is instantiated as a LinkRole in a SituationSpecification, the other end must be too.  This is modelled using Links.  Link is a subtype of SpecificationInstance to model the instantiations of Associations which are themselves Specifications.
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Invariants:

SituationSpecification

self.roles.collect(links).forAll( link |

	link.roles.exists( r | r.situations.includes(self))

		implies

			self.roles.includesAll(link.roles))

-- both roles of a given link appear in a given situation



FeatureInstance

self.featureValue.forAll( v |

	v.specification.allSupers.includes( 

		self.feature.signature.result.referent))

-- every SpecificationInstance associated with a 

-- FeatureInstance in a SituationSpecification has a suitable

-- Specification



LinkRole

self.feature.type = AssociationRole

-- must be an instance of an AssociationRole



self.links.forAll(lk |

	lk.specification.allSupers.includes(

		self.feature.association))

-- all links must be instances of the corresponding 

-- Association



Behaviour Specification 

The next few sections of the meta-model introduce metatypes suitable for describing behaviours of many kinds. They cover behaviours represented by discrete event-driven formalisms, such as different types of state machines (e.g., statecharts, UML state machines, ROOMcharts), as well as continuous behaviours used to describe the dynamics of real-world physical phenomena. From this abstract superset, it is possible to derive the appropriate specializations using stereotypes. In these sections, we only describe the actual metatypes while the formal semantic underpinnings behind this model are described in � REF _Ref376777828 \* MERGEFORMAT �Appendix B: A Formal Model of Dynamic Semantics�.

Behaviour Specification

The concept of "behaviourÓ is used to refer to the dynamics of some system, that is, what that system does over time. A BehaviourSpecification is a type of composite model element that is typically associated with the implementation of some dynamic component. An implementation typically has at most one behaviour specification, but it is possible to have more than one. That might occur when a given behaviour is specified by a set of partial behaviour specifications such as sample execution traces.
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In general, a behaviour specification involves some set of dynamic components that are the “carriers” of the behaviour. We will refer to these objects as the players of the behaviour. Formally, players are references to dynamic components. Since they have to be named, they are a subset of the named elements of the associated behaviour composite.

Our basic model of behaviour is represented as an interaction between players. Formally, behaviour occurs as a consequence of dynamic components executing their behaviour specifications. The execution of a behaviour specification typically results in one or more events to occur. These events, referred to as the caused events of a behaviour specification, may induce further behaviour executions. For example, as an object executes one of its operations, it may invoke a feature of some other player causing the behaviour specification associated with that feature to be executed, and so on. 

This simple model covers a very broad range of behaviours that may be required in the analysis and design process, including temporally continuous behaviour and even functional behaviours. The following diagram identifies the ranges and types of behaviour covered in this metamodel:
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Procedural Behaviour

Procedural behaviour models the classical imperative programming style in which a behaviour is described by some linear series of expressions (statements) that may be executed in some order. Note that the order of execution may not necessarily be sequential (e.g., some statements may be executed in parallel).
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Some of the statements in a behaviour specification, when executed, may result in the generation of one or more events. For instance, a C++ statement which specifies the invocation of a member function of some object will result in a type of event which we generically refer to as a "send" event. In general, an executable statement may have some number of associated events specified by corresponding event specifications. 

The union of all event specifications corresponding to the complete set of statements in a procedural behaviour specification represent the set of caused events of that specification.

Invariants:

	self.statements.collect (f | f.events) = self.causedEvents

	--	the events associated with the statements

	--	are the set of events caused by the behaviour 



State Machine Behaviour

In state-machine behaviour, the response for a given event is dependent on some explicit control state which captures the history of all previous inputs (a kind of memory of all past causes). State machines are a generalization of (possibly non-deterministic) Mealy machines that associate actions (rather than output values) with transitions; uses events as the input alphabet; and allows transitions to be conditional. 

A common way of representing state machine behavior is through a state-machine graph. In the general case, this graph consists of a set of vertices and a set of directed transition segments distributed over a two-dimensional surface. For reasons that will be explained later, this surface may be subdivided into multiple, possibly overlapping areas that we call state regions.

One of these regions will contain the entire graph including all the other regions. We will call this the top state region.
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In the general case that we are interested in modelling�, a vertex in our state machine graph can be either a state region or a connector. Connectors are generalizations of simple points in a state graph that are not necessarily states. This includes the initial and final nodes, join points, history connectors, etc. that can be found in various state-based formalisms. A state region, on the other hand, is an area of the graph that may contain other vertices and transition segments. It is a generalization of the concept of state that allows modelling of hierarchical states. (It is called a state region as opposed to simply "state" to allow for formalisms where the topmost element is not necessarily a state.)

In some state machine formalisms, a state region may have an associated reference to another behaviour specifications called an activity. This activity is automatically enabled when the executing behaviour enters that state region. Many formalisms also support the concepts of entry and exit actions representing behaviours that are activated when the corresponding region is entered or exited, respectively.

A state region may contain subregions and transition segments in which case it is a hierarchical or composite state; if it has no subregions it is called a leaf state region.

A composite state region can either be conjunctive, which means that, during execution, it can be in more than one subregion simultaneously, or it may be disjunctive, which means that its subregions are mutually exclusive in time. For example, the ÒandÓ states of statecharts are conjunctive.

In general, a state region representing a composite state may have one or more connectors. There are three special kinds of connectors: initial, history, and deep history. This relationship is shown below:
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In some formalisms, such as ROOMcharts, transition segments may be nested within state regions. In others, such as statecharts, the transition segments appear at the top level only.

Each transition segment represents a directed edge between exactly two vertices of the hypergraph (a head and a tail). The tail vertex must have a true canBeTail property and the head vertex must have a true canBeHead property. Both vertices must be part of the same state machine as the associated transition segment. Transition segments are joined together into complete transitions that represent transitions from one stable state to another. This means that it can be dislodged from this state only by the occurrence of an event.

A transition segment can optionally have a guard, a trigger, and an associated action. The trigger is an event specification which defines the event that could potentially induce the transition. The guard is an optional predicate (i.e., a Boolean expression) that, if specified, must be true at the time the triggering event is evaluated for the transition segment to proceed. At least one transition segment of every complete transition must have at least one triggering event specification. In some formalisms, such as statecharts, it is even possible to have multiple triggering events on different transition segments within a given complete transition. Guards are also used to deal with choice points.

Finally, the action associated with a transition segment refers to some behaviour specification that identifies an action to be performed the when the transition segment proceeds (Mealy automata only).

Invariants:

StateMachineBehaviour

self.top.parent.isEmpty

--	the top region cannot have a parent region

not (self.top.entry.isEmpty) implies

(self.causedEvents.includesAll 

(self.top.entry.referent.causedEvents))

	--	the top region's entry action events are included

	--	in the set of caused events

not (self.top.exit.isEmpty) implies

(self.causedEvents.includesAll 

(self.top.exit.referent.causedEvents))

	--	the top region's exit action events are included

	--	in the set of caused events

not (self.top.activity.isEmpty) implies

(self.causedEvents.includesAll 

(self.top.activity.referent.causedEvents))

	--	the top region's activity events are included

	--	in the set of caused events

	(not (self.top.segments.isEmpty)) and 

	(not (self.top.segments.collect(action).isEmpty) implies

		(self.causedEvents.includesAll

			(self.top.segments.collect(action).

referent.collect(causedEvents))))

	--	the caused events of all segment actions of the top 

	--	region are included in the set of caused events

	(not (self.top.vertices.isEmpty)) implies

		(self.top.vertices.forAll

(v| (v.allTypes.includes(StateRegion) and

not (v.entry.isEmpty) implies

	(self.causedEvents.includesAll

(v.entry.referent.causedEvents)))))

	--	the caused events of the entry action of all vertices 

--	of the top region are included in the set of caused 

--	events

	(not (self.top.vertices.isEmpty)) implies

		(self.top.vertices.forAll

(v| (v.allTypes.includes(StateRegion) and

not (v.exit.isEmpty) implies

	(self.causedEvents.includesAll 

(v.exit.referent.causedEvents)))))

	--	the caused events of the exit action of all vertices 

--	of the top region are included in the set of caused 

--	events

	(not (self.top.vertices.isEmpty)) implies

		(self.top.vertices.forAll

(v| (v.allTypes.includes(StateRegion) and

not (v.activity.isEmpty) implies

	(self.causedEvents.includesAll 

(v.activity.referent.causedEvents)))))

	--	the caused events of the activitiy of all vertices 

--	of the top region are included in the set of caused 

--	events



StateRegion

	self.entry.referent.allTypes.includes

		(BehaviourSpecification)

	--	the entry action must be a reference to a behaviour

	--	specification

	self.exit.referent.allTypes.includes

		(BehaviourSpecification)

	--	the exit action must be a reference to a behaviour

	--	specification

	self.activity. referent.allTypes.includes

						(ContinuousSpecification)

	--	the entry action must be a reference to a continuous

	--	behaviour specification

	(self.rkind = conjunctive) implies

(self.vertices.forAll(v|

	v.allTypes.includes (StateRegion)))

	-- 	AND-states contain only state regions (which may within

	--	them contain connectors, etc.)

(self.initial.size = 1)

 	implies (self.vertices.includes(self.initial))

self.history.size = 1 

implies (self.vertices.includes(self.history))

self.deepHistory.size = 1 

implies (self.vertices.includes(self.deepHistory))

--	initial, history and deepHistory connectors are 

--	vertices of the region (note, therefore, that a 

--	conjunctive region has none of these)

	(self.rkind = disjunctive) implies (self.initial.size = 1)

	-- 	OR states must have initial connectors

	self.vertices.select(v| v.allTypes.includes (StateRegion)).

vertices.forAll(v| self.vertices.includes (v))

	-- 	the vertices of any contained state regions are

--	included in the set of vertices (i.e., transitive

--	closure)

	self.vertices.select(v| v.allTypes.includes (StateRegion)).

segments.forAll(v| self.segments.includes (v))

	-- 	the segments of any contained state region are included

--	in the set of segments (i.e., transitive closure)

	self.segments.forAll(s| self.vertices.includes(s.head))

self.segments.forAll(s| self.vertices.includes(s.tail))

	-- 	all the heads and tails of the transition segments are 

	--	vertices



TransitionSegment

	self.head.canBeHead = true

	--	the vertex at the head of the segment must be enabled 

--	as a head

self.tail.canBeTail = true

--	the vertex at the tail end of the segment must be

--	enabled as a tail

not (self.action.isEmpty) implies

	(self.action.allTypes.includes (BehaviourSpecification))

--	the action must be a kind of behaviour specification



Vertex

	self.outgoing.union(self.incoming).size >= 1

	--	there must be at least one incoming or outgoing 

--	transition segment per vertex

not (self.canBeHead) 

implies (self.outgoing.isEmpty)

	--	a vertex that cannot be a head, cannot have outgoing 

--	transition segments

not (self.canBeTail) 

implies (self.incoming.isEmpty)

	--	a vertex that cannot be a tail, cannot have incoming 

--	transition segments





Continuous Behaviour

Continuous behavior models continuous changes from one situation (i.e., system "state") to the next. Time is represented by the set of real numbers with each time instant characterized by a corresponding situation. 

Continuous behaviour is used for modeling the behaviour of real-world physical phenomena, such as the level of water in a tank or the dynamics of an airplane, as well as functional behaviour found in functional programming languages such as ML, Haskell, or the functional invariants of ObjCharts. This type of behaviour is typically described by sets of mathematical expressions. 
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Some of the transformations specified by the mathematical expressions may result in situation changes that are considered events (e.g., a water level reaching a predefined threshold value). The characteristic properties of such events are defined by an appropriate event specification. These event specifications constitute the set of caused events of the behaviour specification.

Object Interaction Diagram Behaviour

In this section we discuss meta-models and related issues for Object Interaction Diagrams (OIDs). We provide an example OID to clarify the concepts, and to fix the ideas regarding the useful meta-types, etc. Although we have used a pictorial notation for exposition purposes, we, by no means, prescribe that this visual notation be adopted---in fact, presentation options are completely orthogonal to our meta-model description: the concepts are of importance, their visual rendering is simply a vehicle for clarifying the underlying concepts related to Object Interaction Diagrams. Therefore, whenever available, we have used a well-established rendering of the concepts to aid the reader with a familiar pictorial view.

Introduction

Object Interaction Diagrams visually depict the message interchange between a set of entities (could be either specification- or run-time concepts). OIDs, also sometimes referred to as Sequence Diagrams (for example in the UML notation summary), are useful both as execution traces as well as for specification of the intended behavior of an object system. In the former situation, an OID captures exactly the messages that were seen during a given execution. Such Interaction Diagrams are extremely relevant for OOAD methods that provide execution capabilities. When an OID is used as a specification mechanism, it is intended to capture a set of possible behaviors that a collection of entities participate in. (The main difference between OIDs and other forms of Behavior Specification mechanisms described so far is that an OID may not necessarily be the complete behavioral specification for the entities that are participating in it: the entities may have other specifications, usually through other OIDs, that could augment the specification implied by it.) Our intent, in this section, is to lay the foundation of OIDs as a specification vehicle. As far as the role of OIDs for the purposes of depicting output (execution) trace is concerned, we believe that such trace diagrams could be used to depict execution behavior of any object system, irrespective of whether the behavior was specified with OIDs or not. Therefore, we deal with traces separately, in section � REF _Ref377528859 \n �17�, � REF _Ref377528859 \* MERGEFORMAT �Dynamic Semantics of Behaviours�. 

Syntactically, an Object Interaction Diagram is associated with a set of references (so that the OID could refer to either specification- or run-time entities, as required), which are the players in the OID being defined. Visually, it is typical to denote each player by a vertical line (with a box at the top of the line containing the name of the player), usually called a lifeline. (Sometimes, lifelines are also referred to as “timelines,” since OIDs depict messages arranged in some temporal sense, though, for our purpose, we would only specify message sequencing and not directly deal with issues related to actual timing constraints, their specification, etc.) The players of an OID interact with each other and with their environment (which is assumed to be a set of un-named references, disjoint from the players) using (conditional) stimulus-responses pairs,  which specifies that the receipt of an incoming stimulus (usually a message, also sometimes called an event or trigger---we will use the latter) by the said entity may result in the entity sending out one or more output events to either itself, its environment, or to other entities that it is acquainted with (i.e., other entities that are in its name space), provided that the associated condition (if any) holds. 

There is an assumed notion of causation between a stimulus and its corresponding response(s). Causality dictates that a given execution trace (to be discussed in a later section as Behavior Execution, which simply produces sequences of event occurrences, or, interchangeably, sequences of situation occurrences) would be consistent with a given causality specification (either through stimulus-responses pairs as defined here, or some other mechanism such as the transitions of a Finite State Machine) if the event-occurrence associated with the stimulus precedes those that are associated with the responses (basically, effect must follow cause in any execution). For further details on the execution behavior of specifications, refer to the Appendix. 

Example
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In the figure we have provided an example of an Object Interaction Diagram. The OID has 3 references (players), namely, O1, O2 and O3. There are several new concepts introduced in the figure, which we now define:

Interval: Every Interval is associated with a player of an OID (for example, each of O1, O2 and is associated with two Intervals) and is depicted using an outlined rectangle in the figure.

Interaction: An Interaction specifies a message exchange between the players at its two ends (Interactions are shown as arrows in the figure, for example, there are 7 Interactions in the figure). Interactions can be classified into the following three categories: 

Interactions that start in shaded boxes and end in shaded circles (both of which are specialized Event Specifications), for example, the arrow marked “first”. These depict interactions between two  players of the OID.

Those that end in a shaded circle, but have no special start. Such Interactions are used to depict messages (interaction) to players from any reference that is not a player in this OID (the latter reference is assumed to be an element of the Environment).

Interactions that start in a shaded box, and have no special end, which represent messages from players to an element of the Environment.

Event Specifications: There are two different types of these, one that could be at the source of an arrow (shaded box in the figure) and the other that could be at the sink of an arrow (shaded circle). The boxes are assumed to specify outgoing messages, while circles specify incoming ones. The OIDs that we discuss here are ones in which there is a one-to-one correspondence between incoming Event Specifications (circles) and Intervals (outlined rectangles). 

Conditions: These are the textual (Boolean) expressions attached to some of the Intervals; for example, the top-most Interval associated with O1 has the condition “if (x>0)”. The Boolean expressions specify conditional behavior: during actual execution, the condition must “hold” at the arrival of the incoming message for the associated Interval (and thus, the output messages associated with the Interval) to be enabled.

Sequencing: One of the primary reasons of using OIDs (over Procedural Behavior Specifications, say) is for specifying the relative sequencing of activities between multiple players. There are essentially the following sequencing of constructs implied by an OID:

Relative ordering of two different Intervals that are associated with a given player. In the figure, we show this ordering by vertical placement of Intervals (associated with a player) relative to each other. There are 3 different possibilities:

There is no overlap of the two (for example, the two Intervals associated with O1)

One Interval spans across the other (for example, the Intervals associated with O2)

Two Intervals are such that they overlap partially (i.e., one starts higher up in the diagrammatic notation, but also finishes higher, although they actually overlap for some region vertically), for example, the two Intervals associated with O3.

For the latter two cases, we have used staggered rectangles for the visual presentation.

Relative ordering between an incoming message and the outgoing ones that it causes. This specifies the “causality” notion discussed before. (We pictorially show this by placing the circle vertically above the outlined rectangle that it is associated with, and further, by placing the shaded boxes below the top of the Interval that is associated with it.)

For any given interaction, its arrival (receipt) at the destination site should be sequenced after its send from the starting site. Pictorially, this is captured using a directed arrow for every interaction.

The figure above defines the following snippets of behavior for the three players:

Player �Incoming Event Specification�Definition��O1�start()�if (x>0)  O2.first();��O2�first()

third()�O3.second(); envobject.fifth();

O1.fourth(); O3.sixth();��O3�second()�if (y>10) O2.third();��

Meta-model for Object Interaction Diagram

In the previous figure we introduced a typical OID. Based on the intuitions mentioned above, we now formalize the concept of an Object Interaction Diagram as a meta-model:

� EMBED Word.Picture.6  ���



Further explanations are in order:

Both Object Interaction Diagram Specification (OIDBehaviour in figure) and Interval are sub-types of BehaviorSpecification. The OIDBehaviour is simply a composite that defines a name-space for the collection of players, and players itself is a subset of the names defined therein. As explained with the example before, an Interval can be thought of as defining a causal rule, or behavior specification for a feature of the player that it is associated with.

IntervalEventSpecification is sub-typed from EventSpecification. This is used to represent both incoming and outgoing (as discussed before) messages, which have slightly different properties (essentially, incoming messages would be messages that are delivered to a player by the underlying messaging system, while outgoing ones are the ones that are given to the messaging system by a player).

OrderedPoints (point(s) for short) define a partial order (as formalized by the constraints defined later). Each IntervalEventSpecification has associated with it a point, while each Interval has two. The latter points are used to specify the extents of Intervals (and therefore how different Intervals associated with a given player are sequenced, if at all), while the former is used to specify that an incoming message should be prior (in the partial order defined on point-sets) to its associated Interval, and that any outgoing message should be within the bounds specified by its associated interval for incoming and outgoing messages, respectively.

There may be Interactions associated with (optionally) a pair of IntervalEvent-Specifications, such that the “sendpoint” (tail) is associated with an outgoing message, and the “receivepoint” (head) with an incoming message.

Every Interval is associated with a Condition specification (a Boolean expression)-Condition is as defined elsewhere, for example, for State Machines.

The above descriptions are formalized in the constraints on the new meta-types defined by this meta-model diagram. Here are some subtle issues:

A given IntervalEventSpecification may be associated with exactly one Interval (if it represents an outgoing message, then it will be associated with the outlined rectangle that is shown to contain it, in the visual rendering, and if it is an incoming message, then it will be associated with the outlined rectangle right next to it).

Similarly, an IntervalEventSpecification can be associated with exactly one end of an Interaction (arrow). Also, there is a derived relationship which says that the pointed end of the arrow (i.e., its “receivepoint”) is associated with a incoming kind of IntervalEventSpecification, and vice-versa.

The elements of point-set are used to specify the various sequencing constraints discussed before.

If need be, the point-set constraints on outgoing messages associated with a given Interval can be extended to specify that the outgoing message is synchronous in nature.

We state that if an OID has a create message for a player, then it must be the first message that the player receives (in the point-set ordering, as usual). Similarly, a destroy must be the last one. For creation, the requester is assumed to send an outgoing message to the creator (for example, a meta-class in SOM) which receives it as a regular message (it is a create message to create a SOM Object, and not a create message for the meta-class itself; the latter was there from some earlier time). The creator creates the requested player and does some initialization; this is what actually gets depicted by the create message (which simply is shown as an Interaction between the requester and the created player, without loss of generality, not representing the “meta” object that did the actual creation in such cases).



Runtime Considerations

As discussed before, like any other behavior specification, the actual execution of the specification implied by an OID would result in traces (Behavior Executions, as discussed later).  During execution, the following remarks are of interest:

The partial-order implied by point-set is mapped onto time. This ensures that each Interval is mapped onto a time-interval (due to start and finish), and that the ordering constraints implied by the point-set is satisfied in time. As an outcome of this, we could ensure that the output traces would actually obey the causal specifications implied by the OID, for example.

There must be a message delivery system which has the responsibility of accepting outgoing messages and (almost magically) transforming them into incoming messages for the intended recipients, as required by the constraints (for example,  ekind of outgoing messages cannot be receive, and that for incoming messages cannot be send).

Invariants:

Interaction

self.itype = in    implies 

  (self.receivepoint.size=1 and self.sendpoint.size=0)

-- The starting is some environment instance



self.itype = out   implies 

  (self.sendpoint.size=1 and self.receivepoint.size=0)

-- Similarly, for “itype=out”



self.itype = inout implies 

  (self.receivepoint.size=1 and self.sendpoint.size=1)

-- Neither start nor ends in environment instances



self.itype = inout implies

	self.sendpoint.index.after.includes(

		self.receivepoint.index)

	-- The receive point must be ordered after send point



IntervalEventSpecification

self.in.size + self.out.size = 1

-- An IntervalEventSpec may connect to 

-- exactly one Interaction



self.out.size=1 implies not (self.ekind = receive)

self.in.size=1 implies not (self.ekind = send)

-- Depending on which side of an Interaction an EventSpec

-- is associated with, it can’t be a “send” or “receive”



self.sentBy.size + self.receivedBy.size = 1

-- An IntervalEventSpec may be connected to 

-- exactly one Interval



self.receivedBy.size=1 implies self.in.size=1

self.in.size=1 implies self.receivedBy.size=1

-- Equivalence between receivedBy and in



self.sentBy.size=1 implies self.out.size=1

self.out.size=1 implies self.sentBy.size=1

-- Equivalence between sentBy and out



Interval

self.start.after.includes(self.end)

-- Every Interval can be mapped onto the partially ordered

-- set

-- Also says that start ( end (due to other constraints)



not (self.outputs.includes(self.trigger))

-- The trigger of an Interval is distinct from any 

-- of its outputs



self.trigger.in.size = 1

-- Implies (due to other constraints) 

-- (a) self.trigger.out.size=0

-- (b) self.trigger.ekind(send 

-- (c) trigger.receivedBy.size=1

-- (d)self.trigger.sentBy.size=0



self.trigger.index.after.includes(self.start)

-- The arrival of a trigger is ordered before the 

-- corresponding Interval’s start



self.outputs.forAll(act | act.out.size=1 )

-- Implies (due to other constraints) 

-- (a) act.in.size=0 (b) act.ekind != receive

-- (c) act.sentBy.size=1 and (d) act.receivedBy.size=0



self.outputs.forAll(act|

	act.index.before.includes(self.start)

   and act.index.after.includes(self.end) )

-- Every action is ordered between the start 

	-- and end of an Interval



OrderedPoint

not (self.after.includes(self))

not (self.before.includes(self))

-- Irreflexive



self.after.forAll(pt|self.after.includesAll(pt.after))

self.before.forAll(pt|self.before.includesAll(pt.before))

-- Transitive closure

-- Implies isempty(self.after.intersection(self.before))



self.first.size+self.second.size+self.espec.size <= 1

-- A point could be associated with at most one thing

-- between “first”, “second” and “espec”

-- i.e., a point can’t be shared



Reference

self.intervals.select(int|int.trigger.ekind=create).size<=1

-- There can be at most one “create” event for 

-- a given reference

self.intervals.forAll(int|int.trigger.ekind=create and

 self.intervals.forAll(int1|not (int=int1)

   implies int.start.after.includes(int1.start) ) )

-- If a reference has a create message, then it should be 

-- the first message that the reference is associated with 

-- (in the partial ordering imposed by OrderedPoint(s))

Dynamic Semantics of Behaviours

To properly interpret and correctly specify behavioural specifications, it is important to be able to say something about the "meaning" of that specification. This is also important in understanding the implication of various modelling diagrams, such as collaboration and interaction diagrams, that express the dynamic aspects of a system. Finally, some common understanding of the meaning of a specification is necessary for a truly useful "semantic" interchange of models between different tools. Without that shared view, a model is a purely syntactic entity that may be interpreted very differently by different tools.

We refer to the meaning of a behaviour specification as its dynamic semantics. In this section we provide a high-level view of the dynamic semantics of all behaviours covered by the metamodel, regardless of the formalism used. It is not a prescriptive model and applies equally to continuous and discrete behaviours. A more detailed and more formal specification of the semantics can be found in � REF _Ref376777828 \* MERGEFORMAT �Appendix B: A Formal Model of Dynamic Semantics�.

Dynamic semantics pertain to run-time issues, that is how the model specifications are interpreted when they are executed. In the diagram below, metatypes that represent run-time entities are placed within the dashed rectangle to be more easily differentiated from specification-time entities. 

The basic run-time concept is that of run-time occurrence. Each occurrence has a start time and an end time identifying the time interval during which the occurrence is in effect. In case of instantaneous events, the start and end times coincide. On the other hand, the interval-based model allows events that have duration and is also suitable for dealing with continuous behaviours.

There are three basic types of occurrences in this model: BehaviourExecution, EventOccurrence, and SituationOccurrence. 
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BehaviourExecution represents the execution (performing) of a behaviour specification. (Each behaviour specification can be executed any number of times.) As noted earlier, the execution of a behaviour may generate a number of event occurrences. These correspond to some subset of the "caused events" of the associated behaviour specification. Each execution is initiated by some event occurrence which is referred to as the cause of the execution.

The cause is normally a consequence of the execution of an earlier behaviour execution. (Since it may be necessary to break the chain of cause and effect in some models, the metamodel allows an event to occur "spontaneously"; that is, without a corresponding behaviour execution. This models the situation where a program is started.) If a behaviour execution proceeds in synchronous execution mode (defined by the xmode property), then the execution of the behaviour that generated the cause is suspended until the current execution terminates. Conversely, if the execution mode is asynchronous, the two executions can proceed in parallel (concurrently or pseudo-concurrently).

The choice of whether an execution is synchronous or asynchronous can be made either dynamically, as the execution is started, or it may be statically predetermined by the xmode property of the event specification associated with the cause.

Event occurrences model various interaction events that transpire in time, such as feature invocation or object instance creation. They may be point like, which means that they occur at a particular time instant (start and end times are equal) or binary which means that the event itself has a duration.

Event occurrences are run-time manifestations of corresponding event specifications. Each event specification can be associated with an ordered set� of references that identify the various characteristics that specify the event. For example, a send event may identify a recipient, parameter values, etc.
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Depending on the effect that an event induces, an event specification can specify one of five basic kinds of events, based on the value of its ekind property:

A send event is an abstraction for various forms of feature invocation such as procedure calls or message sends (synchronous or asynchronous). A receive event is the inverse operation and represents the activation of a feature due to a prior invocation, the execution of an explicit "receive" primitive, or the activation of an exception handler. The send and receive are separated to allow modelling of asynchronous systems, dynamic polymorphism, as well as to account for situations where messages get lost in transit (not unusual in distributed systems). A create event represents the creation of an instance of some object and a destroy event is the opposite of that. A transform event represents a functional transformation (mutation) of some input to an output (as might exist in continuous behaviour) or the change in value of a feature.

Each event occurrence is bracketed by two system dispositions or, situation occurrences. The first of these is the situation that is in effect just before the event occurrence takes place and the second one is the situation just after the event occurrence has completed. These associations allow us to model behaviour as linear or branching progressions of event-state pairs (i.e., execution trace diagrams).

SituationOccurrence is based on SituationSpecification, as introduced in Section  � REF _Ref377185658 \n �11�: � REF _Ref377185658 \* MERGEFORMAT �Instances and Situations�. A SituationSpecification is a snapshot of the values of a set of instances.  A SituationOccurrence represents a SituationSpecification located in time. 

Environment Specification

An environment specification defines the services that an implementation requires in order to execute. For example, a given behaviour specification might be designed for a particular UNIX operating system environment with specific forms of socket services, multitasking, and so on. In many cases, this information is not explicitly provided as part of a system model. However, for more complex software applications, particularly those involving heterogeneous distributed computing environments (such as those based on interworking through OMG’s CORBA), it is important to make this information an integral part of the system specification.

Furthermore, given the diverse and dynamic nature of such environments, a high degree of flexibility is required to allow a generic implementation specification to be easily adapted to any specific hardware and software configuration that provides all the necessary facilities. That is, while some software components may be inextricably connected to a particular physical site (e.g., they may require access to a particular hardware device that is attached to that site) others may be perfectly capable of executing in any “compatible” hardware/software environment. An example might be a distributed program whose components might be constructed to run on multiple physical processors but could, optionally, also run on a single processor that satisfies its performance needs.

What is needed, then, is a facility that would allow a generic specification of the computing environment required by a multi-component, potentially distributed, and potentially heterogeneous application.

The modelling facility that is described here is based on a simple model in which the computing environment of an application is divided up into a number of domains, each representing an area throughout which the same set of services is provided. For example, two or more components within the same domain can communicate with each other directly by using the communication services provided within that domain.

Each domain is characterized by the set of services that it contains. Domain services are an abstraction of facilities such as communication services, processing services (e.g., multitasking facilities, light-weight threads, etc.), and other special services such as specialized hardware devices. A particular domain service is described by a service type specification which is characterized by a set of service characteristics that are differentiated on the basis of their quality of service values. A communication service, for instance, may be characterized by quality of service parameters such as throughput, delay, availability, reliability, and so on.
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The notion of quality of service allows two different cases of the same characteristic to be compared (e.g., we can compare the throughputs of two different communication services). Clearly, if we are asking for a particular quality of service for our application component, then any characteristic that provides a “better” (i.e., stricter) quality of service is compatible with our requirements. 

Carrying this one level further, we can talk about compatibility between two service types for services that share the same characteristics but have different qualities of service. We say that service A is compatible with service B if it has at least all of the characteristics of service B and has qualities of service for those characteristics that are either equal or stricter than the corresponding ones in B. This means that service A can substitute for service B.

We can now elaborate on our domains metamodel:
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Note that domains are defined independently of any concrete physical configuration of hardware or software. Instead, they simply define what is required by a software component. This allows flexible mapping of software components into any environment that is capable of fulfilling those needs. In essence, a domain represents a logical computing environment that can be mapped into any of a set of compatible concrete environments. All that is needed for this is a mapping specification.

Concrete (physical) computing environments can also be modelled as domains. The only difference is that the set of services associated with a concrete domain represent services that are provided within the domain (as opposed to services required within a domain). Hence, the issue of mapping to a concrete environment is simply a question of mapping one domain onto another. Naturally, this is only possible if the source (logical) domain is compatible with the target (concrete) domain. In general, a source domain is deemed compatible with a target domain if all of its services are compatible with the services of the target domain. 

We can now complete our metamodel of environment specifications
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Note that a domain mapping does not necessarily have to be part of an environment specification; it could be stand-alone.

Invariants:

DomainMapping

self->source.services.forAll 

(ss| self->target.services.exists 

(ts| ss.subs.includes(ts)))

	--	a mapping is legal iff for every service in the source 

--	domain there exists a compatible service in the target

--	domain



EnvironmentSpecification

	self.mappings.forAll (m| self.domains.includes (m->source)

and self.domains.includes (m->target))

	--	the sources and targets of all domain mappings are

	-- 	included in the set of domains



QualityOfService

	self.asStrictAs (self)

	--	a quality of service is equal in strictness to itself

	self.stricter.intersection (self.lessStrict).isEmpty

	--	a quality of service cannot be both stricter and less

	--	less strict with another

	self.lessStrict.forAll (q| self.asStrictAs (q));

	self.stricter.forAll (q| not (self.asStrictAs (q)))

	--	defines asStrictAs function



ServiceType

	self.subs.includes (self)

	--	a service type is compatible with itself

	self.supers.includes (self)

	--	a service type can substitute for itself

	(self.supers.intersection(self.subs)).size = 1

	--	supertypes are not compatible with subtypes

	self.subs.exclude(self).forAll 

(sub| sub.characteristics.forAll 

(ch| self.characteristics.exists 

(c | ch.asStrictAs(c))))

	--	the characteristics of all subtypes are necessarily

	--	at least as strict as those of the type

Model Elements

The diagram below summarizes all the immediate subtypes of ModelElement.

� EMBED Word.Picture.6  ���

The following diagram summarises all of the subtypes of Expression.
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Metatypes
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All ModelElements have a single MetaType.  So, for example, a Specification has the MetaType Specification. At first glance this may seem redundant, but introducing MetaType explicitly into the meta-model provides the fundamental hook for formalizing the way that the meta-model may be extended and specialized.

MetaType is a subtype of Specification, and inherits all of its capabilities. The instances of MetaType are the types in the meta-model itself, i.e. ModelElement, Specification, etc.  It has no other instances.

The association allTypes navigates from a ModelElement to its type plus all of its supertypes. So for example, given an Association s, s.allTypes = {Association, Specification, Composite, ModelElement}. The converse association allElements gives, for any MetaType, every element of it or any of its subtypes.

SupportingMetaType is the type of all of the meta-types which support Associations, e.g. Dependency, Substitution.  SupportingMetaType inherits both from MetaType and from Association. This is the only place that multiple inheritance is used in this meta-model.

The following instance diagram (situation) may help readers come to grips with the reflexive concept introduced here.  It illustrates part of the contents of a repository containing a very simple model containing a Reference R which refers to a Specification S. The model is partial in the sense that it does not show all of the meta- types explicitly, although they would be present in practice.  The diagram illustrates how a Refinement models the inheritance of Reference from Specification.

It also shows how SupportingMetaType is a MetaType; it could, but doesn’t, show how SupportingMetaType inherits from MetaType and Association, in just the same way as Reference inherits from Specification.
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To complete the modelling of meta-types we need to show how ModelElements acquire properties and links according to the specifications of Features in their meta-types.  This is very similar to how SpecificationInstances model snapshots of model executions. We reuse the concept of a FeatureInstance, introduced in section � REF _Ref377185658 \n �11�: � REF _Ref377185658 \* MERGEFORMAT �Instances and Situations�. Then a model constructed using the meta-model is represented by a SituationSpecification in which all of the FeatureInstances belong to ModelElements.  The diagram above depicts just such a SituationSpecification.
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Invariants:

ModelElement

self.allTypes = self.type.allSupers.include(self.type)

-- definition of allTypes



MetaType

self.allElements.forAll( e | e.allTypes.includes(self) )

-- definition of allElements



FeatureInstance

(not self.modelElement.isEmpty) or 

	(not self.containingInstance.isEmpty)

-- ensure that a FeatureInstance is associated either with a

-- ModelElement or a SpecificationInstance



(not self.modelElement.isEmpty) implies

	self.modelElement.type.

			activeFeatures.includes(self.feature)

-- the feature for a feature instance is one of the active

-- features for the corresponding type





Model Schemes

Having introduced MetaType we can introduce the concept of a Scheme. A Scheme represents a set of additional constraints which may be applied within a given Composite. For example, one Package may apply the constraints which apply to a C++ design model, while a second might apply the constraints for a Java model, both Packages being part of an overall model.  A single Composite may adopt several Schemes, as long as they are logically consistent. Indeed, the logic of one Scheme might require the adoption of another.
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A Scheme defines a set of Stereotypes.  A given Stereotype may only be included in one Scheme.  Each Stereotype may only apply to a given MetaType: e.g. the stereotype C++Class, included in the scheme C++_Design_Models, may only apply to Specification.  A ModelElement may only be associated with a Stereotype which applies to the type of ModelElement that it is.

When one or more Schemes apply to a Composite, only Stereotypes defined within these Schemes may be applied to elements within the Composite.

The TypeInvariant describes all of the constraints which must hold for any ModelElement of its associated meta-type when that ModelElement has the associated stereotype. 

A Scheme may define additional Properties for any Metatype.  These are called SchemeProperties, and are a subtype of normal Properties which are the built-in ones defined in the metamodel diagrams.

A Scheme may define a Grammar for each type of Expression.  A given Grammar is used for particular kinds of Expressions, e.g. type invariants might have one Grammar while conditions have another.  This is modelled by associating the powertype ExpressionType with the Grammar.�

Invariants:

ModelElement

self.stereotypes.forAll(

 st | self.allTypes.includes(st.applicableType))



-- for every stereotype of a model element called self,

-- the type associated with the stereotype is one of the types

-- of self (direct or inherited).



self.stereotypes.forAll(

	st | self.allContainers.exists

		( comp | comp.schemes.stereotypes.includes(st) ))



-- for every stereotype there is a scheme associated with

-- an enclosing Composite which defines it





Metatype definitions

This section summarises in alphabetical order the complete definition of each meta-type, with all of its features and invariants.



Association

A modelled relationship between two Specifications. This is a subtype of Specification, thus modelling “association supporting types” and association generalization.

Supertypes:

	Specification

Stereotypes:

	None

Direct Subtypes:

	SupportingMetaType

Direct Navigable Roles:

	associationRoles: Set(AssociationRole) [ 2..2 ]

Direct Queries:

	None

Direct Invariants:

	None



AssociationRole

One end of an Association.  An AssociationRole is a Query, which returns the set of objects which will result from navigating this association.

Supertypes:

	Query

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	association: Set(Association) [ 1..1 ]

Direct Queries:

	None

Direct Invariants:

	self.signature.result.referent = 

		(self.association.associationRoles - self).owner



BehaviourExecution

A behaviour execution is a model element that represents a run-time execution run of some behaviour specification. The outcome of such an execution will be a set of one or more event occurrences. In a run-time trace diagram, such as a interaction diagram, a behaviour execution might be rendered by a vertical bar centered over the corresponding life line. This is a run-time concept.

Supertypes:

	RunTimeOccurrence

Stereotypes:

	None	

Direct Subtypes:

	None

Direct Navigable Roles:

	causedEvents: Set (EventOccurrence) [ 0..* ]

	--	the set of events caused by this execution

specification: Set (BehaviourSpecification) [ 1..1 ]

	--	the behaviour specification that defines the set of�	--	event specifications and their execution order and mode 

	cause: Set (EventOccurrence) [ 1..1 ]

	--	the event occurrence that started this execution

Direct Queries:

	xmode: enum {sync, async, unspecified}

	--	the optional execution mode of this behaviour with �	--	respect to the event occurrence that initiated it.

Direct Invariants:

	self.causedEvents.forAll (e |

self.specification.causedEvents.includes

	(e.specification))

--	the caused events must be part of the set of caused

	--	events of the corresponding behaviour specification

	self.start ( self.cause.start 

	--	the start time of the execution must be greater than or

	--	equal to the start time of the cause (some schemes may

	--	further restrict this by forcing the start to follow 

	--	the end of the cause)

	(not (self.cause.specification.xmode = unspecified))

	implies

		(self.xmode = self.cause.specification.xmode)

	--	the execution mode of this behaviour, if defined, must 

	--	conform to the execution mode of the corresponding 

--	causing event spec



BehaviourSpecification

A behaviour specification captures the definition of the dynamic aspects of a model. Behaviour specifications are typically attached to implementations of composite model elements.

Supertypes:

	Composite

Stereotypes:

	«abstract»

Direct Subtypes:

StateMachineBehaviour, ProceduralBehaviour, �ContinuousBehaviour, OIDBehaviour, Interval

Direct Navigable Roles:

	players: Set (Reference) [ 0..* ]

-- 	those elements that are the initiators or subjects 

--	of the behaviour

implementation: Set (Implementation) [ 0..1 ]

--	the implementation to which this specification 

--	applies

occurrences: Set (BehaviourExecution) [ 0..* ]

--	the set of executions associated with this behaviour

causedEvents: Set (EventSpecification) [ 0..* ]

--	the set of event specifications that can be induced by�--	this behaviour specification

Direct Queries:

	None

Direct Invariants:

	self.players.forAll (p|

		not (p.allTypes.includes(Package)))

	--	packages and their subtypes cannot be players

	self.players.forAll (p|

		p.names.exists(n| self.elementNames.includes(n)))

	--	all players must have at least one name in the behaviour

	--	composite

	self.players.forAll (p|

		(p.referent.allTypes.includes(Specification)))

	--	all players must have referents that are Specifications

	self.players.forAll (p|

		not (p.referent.activeFeatures.isEmpty))

	--	players must have features that can be invoked



Composite

An abstract type representing a non-terminal node in a composition tree.  A Composite contains ModelElements; this is where large models can be composed from smaller ones.

Supertypes:

	ModelElement

Stereotypes:

	«abstract»

Direct Subtypes:

	Specification, Package, BehaviourSpecification,

	DynamicComponent, EnvironmentSpecification

Direct Navigable Roles:

	topElements: Set(ModelElement) [ 0..* ]

	-- the ModelElements directly contained in this Composite

	elementClosure: Set(ModelElement) [ 0..* ]

	-- all the ModelElements directly or indirectly contained

	-- in this Composite

	references: Set(Reference) [ 0..* ]

	-- the References that refer to this Composite

	refiners: Set(Refinement) [ 0..* ]

	-- Refinements that refine this

	refinees: Set(Refinement) [ 0..* ]

	-- Refinements that this refines 

	allSupers: Set(Composite) [ 0..* ]

	elementNames: Set(Name) [ 0..* ]

	-- names of all ModelElements named in this namespace

	equivalences: Set(Equivalence) [ 0..* ]

	paths: Set(ReferencePath) [ 0..* ]

	-- for equivalences defined within this composite

	schemes: Set(Scheme) [ 0..* ]

	-- the Schemes that apply within this Composite

	outputs: Set(OperationOut) [ 0..* ]

	-- the operationOuts associated with this composite

Direct Queries:

	None

Direct Invariants:

self.elementClosure = self.topElements.union(

	self.topElements.select(el | el.allTypes.

		includes(Composite)).elementClosure)

	-- elementClosure is all of the elements directly or

	-- indirectly reachable via the topElements association

self.allSupers = self.refinees.collect(refinedComposite).

	collect(allSupers).union

		(self.refinees.collect(refinedComposite))

	-- recursive definition of allSupers

not self.allSupers.includes(self)

	-- no cycles in refinement graph



Condition

A condition models a Boolean predicate. It is used in specifying enabling conditions for event occurrences; it may also be used for other purposes e.g. pre- and post-conditions.

Supertypes:

	Expression

Stereotypes:

	None	

Direct Subtypes:

	None

Direct Navigable Roles:

	transitionSegments: Set(TransitionSegment) [ 0..* ]

	-- 	the set of transition segments in which this condition

	--	plays the role of a guard

	intervals: Set(Interval) [ 0..* ]

	-- the associated intervals that use this enabling

	-- condition

Direct Queries:

	None

Direct Invariants:

	None�

Connector

A connector is a simple non-decomposable node in a state graph and is the anchor point for initial points, history points or deepHistory.

Supertypes:

	Vertex

Stereotypes:

	None	

Direct Subtypes:

	None 

Direct Navigable Roles:

	None

Direct Queries:

	None

Direct Invariants:

None



Constraint 

An expression within a model which constrains the model is some way.

Supertypes:

	Expression

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	None

Direct Queries:

	None

Direct Invariants:

	None



ContinuousBehaviour

This kind of behaviour represents behaviour which produces a continuous output in time. It is used for modelling real-world (physical) phenomena and also for functional behaviour specifications (as in functional programming).

Supertypes:

	BehaviourSpecification

Stereotypes:

	None	

Direct Subtypes:

	None

Direct Navigable Roles:

	formulae: Set (MathematicalExpression) [ 0..* ]

Direct Queries:

	None

Direct Invariants:

	self.formulae.collect (f | f.events) = self.causedEvents

	--	the events associated with the mathematical expressions

	--	are the set of events caused by the behaviour 



Dependency

A directed relationship between any two model elements.  This can be stereotyped to represent different kinds of dependencies, with their semantics.

Supertypes:

	ModelElement

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	self->source: ModelElement

	-- the ModelElement at the source of this dependency

	self->target: ModelElement

	-- the ModelElement at the target of this dependency

Direct Queries:

	None

Direct Invariants:

	not isSubstitutable



Domain

A domain models an environment in which a set of services (communication, processing, etc.) is ubiquitously available.

Supertypes:

ModelElement

Stereotypes:

None	

Direct Subtypes:

None

Direct Navigable Roles:

services: Set (ServiceType) [ 0..* ]

--	set of service types provided or required in a domain

target: Set (Domain) [ 0..* ]

--	set of domains into which this domain has been mapped

source: Set (Domain) [ 0..* ]

--	set of domains that are mapped into this domain

Direct Queries:

None

Direct Invariants:

None



DomainMapping

A domain mapping represents an association between two domains. It is normally used to map a logical domain to a concrete domain.

Supertypes:

ModelElement

Stereotypes:

	None	

Direct Subtypes:

None

Direct Navigable Roles:

environment: Set (EnvronmentSpecification) [ 0..1 ]

--	the environment to which this mapping is attached

self->source: Domain

--	the source domain of the mapping

self->target: Domain

--	the target domain of the mapping

Direct Queries:

None

Direct Invariants:

self->source.services.forAll 

(ss| self->target.services.exists 

(ts| ss.subs.includes(ts)))

	--	a mapping is legal iff for every service in the source 

--	domain there exists a compatible service in the target

--	domain



DynamicComponent

A Composite which denotes (not specifies) a behaviour.

Supertypes:

	Composite

Stereotypes:

	None

Direct Subtypes:

	Feature

Direct Navigable Roles:

	participants: Set(Reference) [ 0..* ]

	implementation: Set(Implementation) [ 0..1 ]

Direct Queries:

	isImplemented: Boolean

Direct Invariants:

self.topElements.includesAll(self.participants)

-- participants are all elements

self.isImplemented = not self.implementation.isEmpty

-- derivation of isImplemented

self.substitutionDependents.includesAll(self.participants)

-- this ensures that substitution works properly



EnvironmentSpecification

An Environment Specification specifies the characteristics of the environment in which the associated implementation is intended to operate. This is particularly important in distributed environments where the physical properties of the underlying computing environment have a direct impact on how behaviour is specified.

Supertypes:

Composite

Stereotypes:

	None	

Direct Subtypes:

None

Direct Navigable Roles:

domains: Set (Domain) [ 0..* ]

--	the set of domain specifications required by the 

--	associated implementation

implementation: Set (Implementation) [ 1..1 ]

--	the implementation to which this spec is attached

Direct Queries:

None

Direct Invariants:

	self.mappings.forAll (m| self.domains.includes (m->source)

and self.domains.includes (m->target))

	--	the sources and targets of all domain mappings are

	-- 	included in the set of domains



Equivalence

A set of ReferencePaths, each of which identifies a Reference within the context of a Specification.  These References identify the same entity, whose nature will be scheme-dependent. They are used to compose a single component in two different places within a model.

Supertypes:

	ModelElement

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	context: Set(Composite) [ 1..1 ]

	paths: Set(ReferencePath) [0..* ]

Direct Queries:

	None

Direct Invariants:

	None



EventOccurrence

An event occurrence models the execution of an event specification. It is a run-time concept.

Supertypes:

	RunTimeOccurrence

Stereotypes:

	None	

Direct Subtypes:

	None

Direct Navigable Roles:

	causingBehaviour: Set (BehaviourExecution) [ 0..1 ]

	--	the behaviour execution that caused this event�	--	if empty, indicates a primal cause

	causedBehaviour: Set (BehaviourExecution) [ 0..1 ]

	--	the behaviour induced by this event occurrence

	before: Set (SituationOccurrence) [ 1..1 ]

		--	the situation occurrence just before this event has 

--	occurred

after: Set (SituationOccurrence) [ 1..1 ]

--	the situation occurring just after this event has 

--	occurred

specification: Set (EventSpecification) [ 1..1 ]

--	the event specification that defines this event

Direct Queries:

	None

Direct Invariants:

	self.start ( self.before.start

	self.start ( self.before.end

	-- 	the event occurrence starts within the before situation�	self.end ( self.after.start

-- 	the time of the after occurrence must be greater than or 

	--	equal to the time of the event occurrence

	not (self.causingBehaviour.isEmpty) implies 

self.causingBehaviour.specification.causedEvents.

includes(self.specification)

-- 	the event specification of this occurrence must be in

--	the caused events set of its causing behaviour



EventSpecification

An event specification describes the components of a possible event that can result in a behaviour execution. It may be expressed in concrete form through a statement in some language. 

Supertypes:

	ModelElement

Stereotypes:

	None

Direct Subtypes:

	IntervalEventSpecification

Direct Navigable Roles:

	characteristics: Sequence (Reference) [ 0..* ]

	--	the ordered set of characteristics that fully specify 

--	this event

	occurrences: Set (EventOccurrence) [ 0..* ]

	--	the set of event occurrences of this event spec

	behaviours:	Set (BehaviourSpecification) [ 0..* ]

	-- 	the set of behaviour specifications in which this event

	--	specification is a caused event

	formulae: Set (MathematicalExpression) [ 0..* ]

	--	the set of formulae with which this spec is associated

	statements: Set (Statement) [ 0..1 ]

	--	the statement with which this spec is associated

	transitionSegments: Set (TransitionSegment) [ 0..* ]

	--	the set of transition segments for which this event is

	--	a trigger

Direct Queries:

	xmode: enum {sync, async, unspecified}

	--	the optional execution mode of the caused behaviour

	ekind:	 enum {send, receive, create, destroy, transform}

	-- 	the generic event kind

Direct Invariants:

	None�

Expression 

An expression within a model, represented by a String, which will normally be a sentence in a formal grammar.

Supertypes:

	ModelElement

Stereotypes:

	None

Direct Subtypes:

	TypeInvariant, Condition, Constraint,

	MathematicalExpression, Statement

Direct Navigable Roles:

	None

Direct Queries:

	expr: String

Direct Invariants:

	None



ExpressionType 

Instances of this are the types of expression in the meta-model

Supertypes:

	MetaType

Stereotypes:

	«powertype»

Direct Subtypes:

	None

Direct Navigable Roles:

	schemes: Set(Scheme) [ 0..* ]

	grammar: Set(Grammar) [ 0..* ]

Direct Queries:

	None

Direct Invariants:

	None



Feature

A basic component of a Specification, such as an Operation or Query.

Supertypes:

	DynamicComponent

Stereotypes:

	«abstract»

Direct Subtypes:

	OperationIn, OperationOut, Query, Variable

Direct Navigable Roles:

	signature: Set(Signature) [ 1..1 ]

	owner: Set(Specification) [ 1..1 ]

	instances: Set(FeatureInstance) [ 0..* ]

Direct Queries:

	None

Direct Invariants:

	self.participants.includesAll(self.signature.params)

	-- the participants include the parameters

	self.participants.includesAll(self.signature.result)

	-- the participants include the result

	self.participants.exists( p | p.referent = owner )

	-- one of the participants refers to the owner

	-- typically this would be called “self” or “this”



FeatureInstance

An object modelling an instance of a Feature: a slot.

Supertypes:

	ModelElement

Stereotypes:

	None

Direct Subtypes:

	LinkRole, FeatureResult

Direct Navigable Roles:

	feature: Set(Feature) [ 1..1 ]

	containingInstance: Set(SpecificationInstance) [ 0..1 ]

	situations: Set(SituationSpecification) [ 0..* ]

	featureValue: Set(FeatureValue) [ 0..* ]

Direct Queries:

	None

Direct Invariants:

	(not self.containingInstance.isEmpty) implies

		self.containingInstance.specification.

			activeFeatures.includes(self.feature)

	-- the feature for a feature instance is one of the active

	-- features for the corresponding specification

	(not self.modelElement.isEmpty) or 

			(not self.containingInstance.isEmpty)

	-- this belongs to something

	(not self.modelElement.isEmpty) implies

			self.modelElement.type.

				activeFeatures.includes(self.feature)

	-- the feature for a feature instance is one of the active

	-- features for the corresponding type

	self.featureValue.forAll( v |

		v.specification.allSupers.includes( 

			self.feature.signature.result.referent))

	-- every FeatureValue associated with a 

	-- FeatureInstance in a SituationSpecification has a

	-- suitable Specification



FeatureResult

A FeatureInstance which is not a LinkRole.

Supertypes:

	FeatureInstance

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	None

Direct Queries:

	None

Direct Invariants:

	None



FeatureValue

A value of a FeatureResult in a SituationSpecification.

Supertypes:

	SpecificationInstance

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	self->situations: SituationSpecification

	self->instances: FeatureInstance

Direct Queries:

	None

Direct Invariants:

	None



Grammar 

A grammar for a type of Expression within a Scheme

Supertypes:

	ModelElement

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	self->schemes: Scheme

	self->exprTypes: ExpressionType

Direct Queries:

	None

Direct Invariants:

	None



Implementation 

An implementation associated with a DynamicComponent, which may have a BehaviourSpecification

Supertypes:

	ModelElement

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	dynamicComponent: Set(DynamicComponent) [ 1..1 ]

	environment: Set(EnvironmentSpecification) [ 0..1 ]

	behaviours: Set(BehaviourSpecification) [ 0..* ]

Direct Queries:

	None

Direct Invariants:

	None



Interaction

An Interaction specifies a message exchange between two References used in an Object Interaction Diagram specification. An Interaction may be used either between two players of an OID, or between a player and an element of the Environment.

Supertypes:

	ModelElement

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	receivepoint: Set (IntervalEventSpecification) [0..1]

	-- The IntervalEventSpec which is at the receiving side

	sendpoint: Set (IntervalEventSpecification) [0..1]

	-- The IntervalEventSpec which is at the sending side

	oid: Set (OIDBehaviour) [1..1]

	-- The OID that an Interaction is a part of

Direct Queries:

	itype: enum {in, out, inout}

	-- The type of an interaction: “in” for incoming from 

   -- environment, “out” for going to environment, “inout”

	-- for interaction between two players

Direct Invariants:

self.itype = in    implies 

  (self.receivepoint.size=1 and self.sendpoint.size=0)

-- The starting is some Environment instance

self.itype = out   implies 

  (self.sendpoint.size=1 and self.receivepoint.size=0)

-- Similarly, for “itype=out”

self.itype = inout implies 

  (self.receivepoint.size=1 and self.sendpoint.size=1)

-- Neither start nor ends in Environment Instances

self.itype = inout implies

	self.sendpoint.index.after.includes(

		self.receivepoint.index)

	-- The receive point must be ordered after send point



Interval

An Interval is a particular kind of behavior specification. An Interval specifies that the receipt of an incoming message (by the player to which the Interval is associated with) would (conditionally) cause a set of outgoing messages.

Supertypes:

	BehaviorSpecification

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	guard: Set (Condition) [ 0..1 ]

	-- The enabling condition for this Interval

	trigger: Set (IntervalEventSpecification) [ 1..1 ]

	-- The triggering Event Specification 

	outputs: Set (IntervalEventSpecification) [ 0..* ]

	-- The outputs to be conditionally generated

	start: Set (OrderedPoint) [ 1..1 ]

	end: Set (OrderedPoint) [ 1..1 ]

	-- Associated points, for sequencing

	references: Set(Reference) [ 1..1 ]

	-- The player that is associated with this Interval

Direct Queries:

	None

Direct Invariants:

self.start.after.includes(self.end)

-- Every Interval can be mapped onto the partially ordered

-- set

-- Also says that start ( end (due to other constraints)

not (self.outputs.includes(self.trigger))

-- The trigger of an Interval is distinct from any 

-- of its outputs

self.trigger.in.size = 1

-- Implies (due to other constraints) 

-- (a) self.trigger.out.size=0

-- (b) self.trigger.ekind(send 

-- (c) trigger.receivedBy.size=1

-- (d)self.trigger.sentBy.size=0

self.trigger.index.after.includes(self.start)

-- The arrival of a trigger is ordered before the 

-- corresponding Interval’s start

self.outputs.forAll(act | act.out.size=1 )

-- Implies (due to other constraints) 

-- (a) act.in.size=0 (b) act.ekind != receive

-- (c) act.sentBy.size=1 and (d) act.receivedBy.size=0

self.outputs.forAll(act|

	act.index.before.includes(self.start)

   and act.index.after.includes(self.end) )

-- Every action is ordered between the start 

-- and end of an Interval



IntervalEventSpecification

An IntervalEventSpecification can be used to specify either incoming or outgoing events. An outgoing event specification is related to the corresponding incoming one through an Interaction. Also, outgoing ones are related to the Interval that they are a part of, and an incoming one is related to the Interval that it causes.

Supertypes:

	EventSpecification

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	in: Set (Interaction) [ 0..1 ]

	-- The Interaction that relates this Event Specification 

   -- to its sender

	out: Set (Interaction) [ 0..1 ]

	-- The Interaction that relates this Event Specification 

   -- to the recipient side

	receivedBy: Set (Interval) [ 0..1 ]

	-- The Interval that is caused by this Event Specification

	sentBy: Set (Interval) [ 0..1 ]

	-- The Interval containing this outgoing Event Specification

	index: Set (OrderedPoint) [ 1..1 ]

	-- The associated point, for sequencing

Direct Queries:

	None

Direct Invariants:

self.in.size + self.out.size = 1

-- An IntervalEventSpec could connected to 

-- exactly one Interaction

self.out.size=1 implies not (self.ekind = receive)

self.in.size=1 implies not (self.ekind = send)

-- Depending on which side of an Interaction an EventSpec

-- is associated with, it can’t be a “send” or “receive”

self.sentBy.size + self.receivedBy.size = 1

-- An IntervalEventSpec could be connected to 

-- exactly one Interval

self.receivedBy.size=1 implies self.in.size=1

self.in.size=1 implies self.receivedBy.size=1

-- Equivalence between receivedBy and in

self.sentBy.size=1 implies self.out.size=1

self.out.size=1 implies self.sentBy.size=1

-- Equivalence between sentBy and out



Link

A Link between two LinkRoles in a SituationSpecification

Supertypes:

	SpecificationInstance

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	roles: Set(LinkRole) [ 2..2 ]

	-- the roles at the end of this link

Direct Queries:

	None

Direct Invariants:

	None



LinkRole

One end of a Link in a SituationSpecification

Supertypes:

	FeatureInstance

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	situations: Set(Situation) [ 0..* ]

	links: Set(Link) [ 0..* ]

	-- the links that this role appears at the end of in

	-- various situations

Direct Queries:

	None

Direct Invariants:

	self.feature.type = AssociationRole

	-- must be an instance of an AssociationRole

self.links.forAll(lk |

	lk.specification.allSupers.includes(

		self.feature.association))

-- all links must be instances of the corresponding 

-- Association



MathematicalExpression

This metatype is used to capture mathematical expressions used in functional programming or in describing continuous physical phenomena. 

Supertypes:

	Expression

Stereotypes:

	None	

Direct Subtypes:

	None

Direct Navigable Roles:

	behaviour: Set (BehaviourSpecification) [ 0..1 ]

	--	the behaviour spec in which this expression

	--	appears

events: Set (EventSpecification) [ 0..* ]

	--	the set of events that can result from the execution of

	--	this function

Direct Queries:

	None

Direct Invariants:

	None�

MetaType

The type whose instances are the meta-types themselves.

Supertypes:

	Specification

Stereotypes:

	None

Direct Subtypes:

	ExpressionType, SupportingMetaType

Direct Navigable Roles:

	elements: Set(ModelElement) [ 0..* ]

	-- those ModelElements whose type this represents

	allElements: Set(ModelElement) [ 0..* ]

	-- those ModelElements of this or a subtype

	stereotypes: Set(Stereotype) [ 0..* ]

	-- those Stereotypes which can be applied to instances of 

	-- this

	schemeProperties: Set(SchemeProperty) [ 0..* ] 

	-- those SchemeProperties which apply to this

Direct Queries:

	None

Direct Invariants:

	self.allElements.forAll( e | e.allTypes.includes(self) )

	-- all elements have this as a type

	self.outputs.isEmpty

	-- meta-types do not generate operationOuts

	not self.isSubstitutable

	-- meta-types not substitutable

	self.elementNames.collect(namedElement)

		.includesAll(self.activeFeatures)

	-- namespace of a meta-type includes all its features

	self.elementNames.collect(namedElement).forAll(	el |

		el.names.select(nameSpace=self).size = 1)

	-- every element has just one name in the namespace

	self. elementNames.forAll( nm |

		self. elementNames.exclude(nm).select(compare(nm)).

			isEmpty )

	-- every element’s name is unique

	self. elementNames.forAll( nm1 | 

		self. elementNames.forAll( nm2 |

			nm1.compare(nm2) = 

				(nm1.visibleName = nm2.visibleName)))

	-- name comparison is string equality

	self.refinees.collect(refinedComposite).forAll( super |

		super.refiners.select

			(refiningComposite = self).size = 1)

	-- only one refinement from any supertype

	self.activeFeatures = self.definedFeatures.union

		(self.refinees.collect(refinedComposite)

			.collect(activeFeatures))

	-- all features are inherited

	-- exactly once in the case of multiple inheritance

	self.activeFeatures.select(type = OperationOut).isEmpty

	self.activeFeatures.select(type = Variable).isEmpty

	self.activeFeatures.select(type = OperationIn).isEmpty

	-- the only features are Queries

	self.activeFeatures.select(isImplemented).isEmpty

	-- no implementations in meta-model



	-- other semantics for the meta-model appear in the

	-- meta model scheme



ModelElement

The root of the meta-model type hierarchy. All meta-types are directly or indirectly subtypes of ModelElement.

Supertypes:

	None

Stereotypes:

	«abstract»

Direct Subtypes:

	Composite, Dependency, Domain, DomainMapping,

	Equivalence, EventSpecification, Expression,

	FeatureInstance, Grammar, Implementation, 

	Interaction, Name, Note, OrderedPoint, 

	QualityOfService,	ReferencePath, Refinement,

	RunTimeOccurrence, Scheme, ServiceType, Signature,

	SituationSpecification, SpecificationInstance,

	Stereotype, Substitution, TransitionSegment, Vertex

Direct Navigable Roles:

	type: Set(MetaType) [ 1..1 ]

	-- the MetaType for any element in the model

	allTypes: Set(MetaType) [ 1..* ] 

	-- the MetaType for any element in the model plus all 

	-- of its supertypes

	featureInstances: Set(FeatureInstance) [ 0..* ]

	-- the instances of metatype features exhibited by this

	-- model element

	source: Set(ModelElement) [ 0..* ]

	-- those ModelElements which are the target of a

	--	dependency

	target: Set(ModelElement) [ 0..* ]

	-- those ModelElements which are the target of a

	--	dependency

	dependency: Set(Dependency) [ 0..* ]

	-- the Dependency elements attached to dependency links

	stereotypes: Set(Stereotype) [ 0..* ]

	-- the Stereotypes associated with this model element

	names: Set(Name) [ 0..* ]

	-- the Names which this has in namespaces

	container: Set(Composite) [ 0..1 ]

	-- the Composite (if there is one)

	-- which contains this

	allContainers: Set(Composite) [ 0..* ]

	-- all of the Composites which directly or indirectly

	-- contain this

	substituter: Set(ModelElement) [ 0..* ]

	-- those ModelElements (if any) which substitute for this

	-- one in a refinement

	substitutee: Set(ModelElement) [ 0..* ]

	-- those ModelElements (if any) for which this one

	-- substitutes in a refinement

	substitution: Set(Substitution) [ 0..* ]

	-- the Substitutions in which this element participates

	-- (one way or the other)

	substitutionDependents: Set(ModelElement) [ 0..* ]

	-- those ModelElements which, if they are parameters,

	-- must be substituted.

Direct Queries:

	isSubstitutable: Boolean

	canSubstituteFor(ModelElement, Set(Substitution)) : Boolean

Direct Invariants:

	self.allTypes = self.type.allSupers.include(self.type)

	-- definition of allTypes

	self.stereotypes.forAll(

		st | self.allTypes.includes(st.applicableType))

	-- for every stereotype of a model element called self,

	-- the type associated with the stereotype is one of the

	-- types of self (direct or inherited)

	self.stereotypes.forAll(

		st | self.allContainers.exists

			( comp | comp.schemes.stereotypes.includes(st) )

	-- for every stereotype there is a scheme associated with

	-- an enclosing Composite which defines it

	(not self.isSubstitutable) implies 

		(self.substituter.isEmpty)

	(not self.isSubstitutable) implies 

		(self.substitutee.isEmpty)

	(self.canSubstituteFor(e,s)) implies (e.isSubstitutable))

	-- no substitutions if isSubstitutable is false

	self.substituter.forAll(sub | sub.type = self.type)

	-- only substitute alike elements

	self.substituter.forAll ( sub |

		sub.canSubstituteFor(self,

			sub.context.substitutions.select(isParameter) ) )

	-- every substituter is valid in the context of the

	-- parameters of its refinement

	self.substitutionDependents.forAll(el |

		el.container = self.container)



Name 

Represents the appearance of an element in a namespace. An element may be named more than once in the same namespace.

Supertypes:

	ModelElement

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	nameSpace: Set(Composite) [ 1..1 ]

	namedElement: Set(ModelElement) [ 1..1 ]

Direct Queries:

	compare(Name) : Boolean

	-- compare whether this name is equal to another

	visibleName : String

	-- the name as a string

Direct Invariants:

	not isSubstitutable



Note

A note attached to a model element.  No semantic significance.

Supertypes:

	ModelElement

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	None

Direct Queries:

	value : Uninterpreted

	-- can be anything

Direct Invariants:

	not isSubstitutable



OIDBehaviour

An OIDBehaviour is a particular kind of behavior specification, in which a situation based behavior is specified for a set of References, called players. 

Supertypes:

	BehaviorSpecification

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	interactions: Set (Interaction) [ 0..* ]

	-- The Interactions defined by this OID Specification

Direct Queries:

	None

Direct Invariants:

	None



OperationIn

A Feature which specifies an operation (which may change the state of one or more objects)

Supertypes:

	Feature

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	variable: Set(Variable) [ 0..1 ]

Direct Queries:

	None

Direct Invariants:

	None



OperationOut

A feature representing an outgoing invocation of some kind, typically an exception.

Supertypes:

	Feature

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	generators: Set(Composite) [ 0..* ]

	-- the Composites which generate this

Direct Queries:

	None

Direct Invariants:

	self.outputs.isEmpty

	-- these can’t generate themselves

	self.signature.result.isEmpty

	-- signature has no result



OrderedPoint

An OrderedPoint is used to specify different sequencing constraints for OIDs (for example, sequencing between messages, between sending and receiving of a message, etc.).

Supertypes:

	ModelElement

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	first: Set (Interval) [ 0..1 ]

	-- If connected then the point is being used as the start

	-- point of the connected Interval

	second: Set (Interval) [ 0..1 ]

	-- As before, for end point

	espec: Set (IntervalEventSpecification) [ 0..1 ]

	-- If connected then the point is being used as the index

	-- of the connected IntervalEventSpecification

	before: Set (OrderedPoint) [ 0..* ]

	after: Set (OrderedPoint) [ 0..* ]

	-- Points “before” or “after” (respectively) this point

	-- in the implied partial order

Direct Queries:

	None

Direct Invariants:

not (self.after.includes(self))

not (self.before.includes(self))

-- Irreflexive

self.after.forAll(pt|self.after.includesAll(pt.after))

self.before.forAll(pt|self.before.includesAll(pt.before))

-- Transitive closure

-- Implies isempty(self.after.intersection(self.before))



self.first.size+self.second.size+self.espec.size <= 1

-- A point could be associated with at most one thing

-- between “first”, “second” and “espec”

-- i.e., a point can’t be shared



Package

A container for a set of modelled elements.

Supertypes:

	Composite

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	None

Direct Queries:

	None

Direct Invariants:

	None



ProceduralBehaviour

This kind of behaviour represents behaviour expressed by an ordered linear sequence of statement expressions. Note that the order of execution does not necessarily have to follow the order of specification. Furthermore, in case of some parallel languages the execution may even proceed in parallel.

Supertypes:

	BehaviourSpecification

Stereotypes:

	None	

Direct Subtypes:

	None

Direct Navigable Roles:

	statements: Sequence(Statement) [ 0..* ]

	-- 	the sequence of statements comprising the behaviour 

--	specification

Direct Queries:

	None

Direct Invariants:

	self.statements.collect (f | f.events) = self.causedEvents

	--	the events associated with the statements

	--	are the set of events caused by the behaviour 



Property 

A Query for observing a Specification.

Supertypes:

	Query

Stereotypes:

	None

Direct Subtypes:

	SchemeProperty

Direct Navigable Roles:

	None

Direct Queries:

	None

Direct Invariants:

	None



QualityOfService

Quality of service represents a quantifiable characteristic of some service. This includes characteristics such as reliability, capacity, throughput, etc. In general, qualities of service define a partial order allowing them to be compared against each other.

Supertypes:

ModelElement

Stereotypes:

	None	

Direct Subtypes:

None

Direct Navigable Roles:

serviceTypes: Set (ServiceType) [ 0..* ]

--	the set of service types which require this quality of

--	service

stricter: Set (QualityOfService) [ 0..* ]

--	the set of qualities of service that are stricter than

--	this one

lessStrict: Set (QualityOfService) [ 0..* ]

--	the set of qualities of service that are less strict

--	than this one

Direct Queries:

asStrictAs (QualityOfService) : Boolean

--	function that identifies whether this quality of

--	service is as strict as or stricter than the argument

Direct Invariants:

	self.asStrictAs (self)

	--	a quality of service is equal in strictness to itself

	self.stricter.intersection (self.lessStrict).isEmpty

	--	a quality of service cannot be both stricter and less

	--	less strict with another

	self.lessStrict.forAll (q| self.asStrictAs (q));

	self.stricter.forAll (q| not (self.asStrictAs (q)))

	--	defines asStrictAs function



Query 

A feature which represents the specification of an observation.

Supertypes:

	Feature

Stereotypes:

	None

Direct Subtypes:

	Property, AssociationRole

Direct Navigable Roles:

	variable: Set(Variable) [ 0..1 ]

Direct Queries:

	None

Direct Invariants:

	not self.signature.result.isEmpty



Reference 

A kind of Specification which can refer to a Composite within the model.

Supertypes:

	Specification

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	referent: Set(Composite) [ 0..1 ]

	-- the composites referred to

	intervals: Set(Interval) [ 0..* ]

	-- the intervals belonging to players of an OID

Direct Queries:

	None

Direct Invariants:

	not (self.referent.member = self)

	-- a Reference cannot refer to itself self.intervals.select(int|int.trigger.ekind=create).size<=1

-- There can be at most one “create” event for 

-- a given reference

self.intervals.forAll(int|int.trigger.ekind=create and

 self.intervals.forAll(int1|not (int=int1)

   implies int.start.after.includes(int1.start) ) )

-- If a reference has a create message, then it should be 

-- the first message that the reference is associated with 

-- (in the partial ordering imposed by OrderedPoint(s))



ReferencePath

A set of Specifications, acting as a sequence of “names” to uniquely identify a Reference within the context of the enclosing Equivalence.

Supertypes:

	ModelElement

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	links: Set(Composite) [ 1..* ] 

	equivalence: Set(Equivalence) [ 1..1 ]

Direct Queries:

	None

Direct Invariants:

	None



Refinement 

Represents the refining of one Composite by another.

Supertypes:

	ModelElement

Stereotypes:

	None

Direct Subtypes:

	SubstitutionRefinement

Direct Navigable Roles:

	refiningComposite: Set(Composite) [ 1..1 ]

	refinedComposite: Set(Composite) [ 1..1 ]

	powertype: Set(Specification) [ 0..1 ]

Direct Queries:

	None

Direct Invariants:

	None



RunTimeOccurrence

This abstract metatype represents a run-time happening. It is characterized by an interval of time (through a start time and an end time) to capture the concept of occurrences that have duration. In situations where the end and start times coincide, the occurrence is said to be point like and represents an instantaneous occurrence.

Supertypes:

	ModelElement

Stereotypes:

	«abstract»

Direct Subtypes:

	BehaviourExecution, EventOccurrence, SituationOccurrence

Direct Navigable Roles:

	None

Direct Queries:

	start: Time

	--	the instant in time when this occurrence was initiated

	end: Time

	--	the instant in time when this occurrence ceased

Direct Invariants:

	self.start ( self.end

	--	the start instant must come before or coincide with the 

--	end instant



Scheme 

A formalised way of extending the metamodel.

Supertypes:

	ModelElement

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	stereotypes: Set(Stereotype) [ 0..* ]

	composites: Set(Composite) [ 0..* ]

	grammar: Set(Grammar) [ 0..* ]

	exprTypes: Set(ExpressionType) [ 0..* ]

	schemeProperties: Set(SchemeProperty) [ 0..* ]

Direct Queries:

	name: String

Direct Invariants:

	None



SchemeProperty 

A special property defined in a scheme for a particular meta-type.

Supertypes:

	Property

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	scheme: Set(Scheme) [ 1..1 ]

	applicableType: Set(MetaType) [ 1..1 ]

Direct Queries:

	None

Direct Invariants:

	None



ServiceType

This metatype identifies a particular service within a domain. It is an abstraction of facilities such as communication services, various types of processing services (such as tasking), and other special service types (such as specialized devices). One service type is compatible with (i.e., can substitute for) another if every one of its characteristics is stricter than the corresponding characteristic in the other type.

Supertypes:

ModelElement

Stereotypes:

	None	

Direct Subtypes:

None

Direct Navigable Roles:

characteristics: Sequence (QualityOfService) [ 0..* ]

--	ordered set of characteristics of this type

domains: Set (Domain) [ 0..* ]

--	domains in which this service type appears

subs: Set (ServiceType) [ 0..* ]

--	set of service types that can be substituted for this

--	type (i.e., they have a stricter or equal set of 

--	characteristics)

supers: Set (ServiceType) [ 0..* ]

--	set of service types for which this type can 

--	substitute (i.e., types with which this type is

--	compatible)

Direct Queries:

None 

Direct Invariants:

	self.subs.includes (self)

	--	a service type is compatible with itself

	self.supers.includes (self)

	--	a service type can substitute for itself

	(self.supers.intersection(self.subs)).size = 1

	--	supertypes are not compatible with subtypes

	self.subs.exclude(self).forAll 

(sub| sub.characteristics.forAll 

(ch| self.characteristics.exists 

(c | ch.asStrictAs(c))))

	--	the characteristics of all subtypes are necessarily

	--	at least as strict as those of the type



Signature 

Pattern of parameter and result references for a Feature

Supertypes:

	ModelElement

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	feature: Set(Feature) [ 1..1 ]

	result: Set(Reference) [ 0..1 ]

	params: Sequence(Reference) [ 0..* ]

Direct Queries:

	None

Direct Invariants:

	None



SituationOccurrence

The occurrence of a given situation specification 

Supertypes:

	RunTimeOccurrence

Stereotypes:

	None	

Direct Subtypes:

	None

Direct Navigable Roles:

	specification: Set (SituationSpecification) [ 1..1 ]

	--	the specification associated with this occurrence

	afterEvents: Set (EventOccurrence) [ 0..* ]

	--	the set of events that occurred after this

	--	situation 

	priorEvents: Set (EventOccurrence) [ 0..* ]

	--	the set of events that occurred before this

	--	situation 

Direct Queries:

	None

Direct Invariants:

	self.afterEvents.forAll (e|

		e.start ( self.start and e.start ( self.end)

	--	all the events that occur after must start during

	-- this situation

	self.priorEvents.forAll (e| e.end ( self.start)

	--	all the events that occur before must end immediately 

--	prior to this situation



SituationSpecification

Specifies the structure of a snapshot of an execution.

Supertypes:

	ModelElement

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	instances: Set(FeatureInstance) [ 0..* ]

	roles: Set(LinkRole) [ 0..* ]

	featureValue: Set(FeatureValue) [ 0..* ]

	occurrences: Set(SituationOccurrence) [ 0..* ]

Direct Queries:

	None

Direct Invariants:

	self.roles.collect(links).forAll( link |

		link.roles.exists( r | r.situations.includes(self))

			implies

				self.roles.includesAll(link.roles))

	-- both roles of a given link appear in a given situation



Specification

An abstraction for the familiar concepts of object, type, class and interface.

Supertypes:

	Composite

Stereotypes:

	None

Direct Subtypes:

	Association, Reference, MetaType

Direct Navigable Roles:

	definedFeatures: Set(Feature) [ 0..* ]

	activeFeatures: Set(Feature) [ 0..* ]

	dimensions: Set(Refinement) [ 0..* ]

	-- all of the Refinements for whom this represents a

	-- “powertype”

Direct Queries:

	None

Direct Invariants:

	self.elementClosure.includesAll(self.definedFeatures)

	-- definedFeatures are included in the elements

	self.activeFeatures.includesAll(self.definedfeatures)

	-- definedFeatures are a subset of the active features

	self.elementClosure.includesAll(

		self.definedFeatures.signature)

	-- signatures are included in the elements

	self.elementClosure.includesAll(

		self.definedFeatures.signature.result)

	-- signature results are included in the elements

	self.elementClosure.includesAll(

		self.definedFeatures.signature.params)

	-- signature parameters are included in the elements



SpecificationInstance

An object modelling the structure of an instance of a Specification

Supertypes:

	ModelElement

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	specification: Set(Specification) [ 1..1 ]

	featureInstances: Set(FeatureInstance) [ 0..* ]

Direct Queries:

	None

Direct Invariants:

	None



StateMachineBehaviour

This metatype models various types of state machines that are explicitly rendered in graph-based form. 

Supertypes:

	BehaviourSpecification

Stereotypes:

	None	

Direct Subtypes:

	None

Direct Navigable Roles:

	top: Set (StateRegion) [ 1..1 ]

	--	the top region of the state machine

Direct Queries:

	None

Direct Invariants:

self.top.parent.isEmpty

--	the top region cannot have a parent region

not (self.top.entry.isEmpty) implies

(self.causedEvents.includesAll 

(self.top.entry.referent.causedEvents))

	--	the top region's entry action events are included

	--	in the set of caused events

not (self.top.exit.isEmpty) implies

(self.causedEvents.includesAll 

(self.top.exit.referent.causedEvents))

	--	the top region's exit action events are included

	--	in the set of caused events

not (self.top.activity.isEmpty) implies

(self.causedEvents.includesAll 

(self.top.activity.referent.causedEvents))

	--	the top region's activity events are included

	--	in the set of caused events

	(not (self.top.segments.isEmpty)) and 

	(not (self.top.segments.collect(action).isEmpty) implies

		(self.causedEvents.includesAll

			(self.top.segments.collect(action).

referent.collect(causedEvents)))

	--	the caused events of all segment actions of the top 

	--	region are included in the set of caused events

	(not (self.top.vertices.isEmpty)) implies

		(self.top.vertices.forAll

(v| (v.allTypes.includes(StateRegion) and

not (v.entry.isEmpty) implies

	(self.causedEvents.includesAll 

(v.entry.referent.causedEvents))))

	--	the caused events of the entry action of all vertices 

--	of the top region are included in the set of caused 

--	events

	(not (self.top.vertices.isEmpty)) implies

		(self.top.vertices.forAll

(v| (v.allTypes.includes(StateRegion) and

not (v.exit.isEmpty) implies

	(self.causedEvents.includesAll 

(v.exit.referent.causedEvents))))

	--	the caused events of the exit action of all vertices 

--	of the top region are included in the set of caused 

--	events

	(not (self.top.vertices.isEmpty)) implies

		(self.top.vertices.forAll

(v| (v.allTypes.includes(StateRegion) and

not (v.activity.isEmpty) implies

	(self.causedEvents.includesAll 

(v.activity.referent.causedEvents))))

	--	the caused events of the activitiy of all vertices 

--	of the top region are included in the set of caused 

--	events



Statement

This metatype represents a statement in some textual form. Some statements are executable while others are declarative or descriptional. Executable statements may generate one or more events as they execute.

Supertypes:

	Expression

Stereotypes:

	None	

Direct Subtypes:

	None

Direct Navigable Roles:

	behaviour: Set (ProceduralBehaviour) [ 0..1 ]

	--	the behaviour specification in which this statement

	--	appears

	events: Set (EventSpecificaion) [ 0..1 ]

	--	the set of events that this statement might induce

	--	when it executes

Direct Queries:

	None

Direct Invariants:

	None�

StateRegion

A grouping of states and connectors within a state machine.

Supertypes:

	Vertex

Stereotypes:

	None	

Direct Subtypes:

	None

Direct Navigable Roles:

	behaviour: Set (StateMachineBehaviour) [ 0..1 ]

	segments: Set (TransitionSegment) [ 0..* ]

	vertices: Set (Vertex) [ 0..* ]

	entry: Set (Reference) [ 0..1 ]

	exit: Set (Reference) [ 0..1 ]

	activity: Set (Reference) [ 0..1 ]

initial: Set (Connector) [ 0..1 ]

	history: Set (Connector) [ 0..1 ]

	deepHistory: Set (Connector) [ 0..1 ]

Direct Queries:

	rkind: enum { disjunctive, conjunctive }

	--	the kind of the state region

Direct Invariants:

	self.entry.referent.allTypes.includes

		(BehaviourSpecification)

	--	the entry action must be a reference to a behaviour

	--	specification

	self.exit.referent.allTypes.includes

		(BehaviourSpecification)

	--	the exit action must be a reference to a behaviour

	--	specification

	self.activity. referent.allTypes.includes

						(ContinuousSpecification)

	--	the entry action must be a reference to a continuous

	--	behaviour specification

	(self.rkind = conjunctive) implies

(self.vertices.forAll(v|

	v.allTypes.includes (StateRegion))

	-- 	AND-states contain only state regions (which may within

	--	them contain connectors, etc.)

(self.initial.size = 1)

 	implies (self.vertices.includes(self.initial))

self.history.size = 1 

implies (self.vertices.includes(self.history))

self.deepHistory.size = 1 

implies (self.vertices.includes(self.deepHistory))

--	initial, history and deepHistory connectors are 

--	vertices of the region (note, therefore, that a 

--	conjunctive region has none of these)

	(self.rkind = disjunctive) implies (self.initial.size = 1)

	-- 	OR states must have initial connectors

	self.vertices.select(v| v.allTypes.includes (StateRegion)).

vertices.forAll(v| self.vertices.includes (v))

	-- 	the vertices of any contained state regions are

--	included in the set of vertices (i.e., transitive

--	closure)

	self.vertices.select(v| v.allTypes.includes (StateRegion)).

segments.forAll(v| self.segments.includes (v))

	-- 	the segments of any contained state region are included

--	in the set of segments (i.e., transitive closure)

	self.segments.forAll(s| self.vertices.includes(s.head))

self.segments.forAll(s| self.vertices.includes(s.tail))

	-- 	all the heads and tails of the transition segments are 

	--	vertices



Stereotype 

A “semantic label” which may be applied to various MetaTypes within a Scheme in order to add extra semantics.

Supertypes:

	ModelElement

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	modelElements: Set(ModelElement) [ 0..* ]

	applicableTypes: Set(MetaType) [ 0..* ]

	typeInvariant: Set(TypeInvariant) [ 0..* ]

	scheme: Set(Scheme) [ 1..1 ]

Direct Queries:

	None

Direct Invariants:

	None



Substitution

Represents a substitution of one ModelElement by another in the context of a refinement.

Supertypes:

	ModelElement

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	context: Set(SubstitutionRefinement) [ 1..1 ]

	self->substitutee: ModelElement

	self->substituter: ModelElement

Direct Queries:

	isParameter: Boolean

-- this is true when this substitution must be passed as a

-- parameter to compare ModelElements for substitutability

Direct Invariants:

	self.context.refinee.elementClosure.

		includes(self->substitutee)

	self.context.refiner.elementClosure.

		includes(self->substituter)

	-- substitutions are in the right context

	self->substituter.substitutionDependents.includesAll (

		self->substitutee.substitutionDependents.substitution.

			select

				(sub | (sub.context = self.context)

			 		and sub.isParameter)->substituter)

	-- every substitutionDependent of the substitutee that

	-- is a parameter in this context is substituted

	not self.isSubstitutable



SubstitutionRefinement 

Represents the refining of one Composite by another including substitutions.

Supertypes:

	Refinement

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	substitutions: Set(Substitution) [ 0..* ]

Direct Queries:

	None

Direct Invariants:

	None



SupportingMetaType

The type for the meta-types which hang on associations.

Supertypes:

	MetaType, Association

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	None

Direct Queries:

	None

Direct Invariants:

	None



TransitionSegment

A transition segments model either a portion of a more complex transition (as might occur in a hypergraph-based state machine) or it may model a complete transition.

Supertypes:

	ModelElement

Stereotypes:

	None	

Direct Subtypes:

	None 

Direct Navigable Roles:

	head: Set (Vertex) [ 1..1 ]

	--	the head of the segment

	tail: Set (Vertex) [ 1..1 ]

	--	the tail (arrow end) of the segment

	regions: Sequence (StateRegion) [ 0..* ]

	--	the set of regions that this segment belongs to

	trigger: Set (EventSpecification) [ 0..1 ]

	--	the optional trigger of this segment

	guard: Set (Condition) [ 0..1 ]

	--	the optional guard condition of this segment

	action: Set (Reference) [ 0..1 ]

	--	the optional behaviour specification reference for

	--	the action of this segment

Direct Invariants:

	self.head.canBeHead = true

	--	the vertex at the head of the segment must be enabled 

--	as a head

self.tail.canBeTail = true

--	the vertex at the tail end of the segment must be

--	enabled as a tail

not (self.action.isEmpty) implies

	(self.action.allTypes.includes (BehaviourSpecification))

--	the action must be a kind of behaviour specification



TypeInvariant 

An expression which is used within a scheme to give extra semantics to a meta-type when a particular Stereotype applies

Supertypes:

	Expression

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	self->stereotypes: Stereotype

	self->applicableTypes: MetaType

Direct Queries:

	None

Direct Invariants:

	None



Variable 

A feature which models variables and attributes

Supertypes:

	Feature

Stereotypes:

	None

Direct Subtypes:

	None

Direct Navigable Roles:

	getter: Set(Query) [ 1..1 ]

	setter: Set(OperationIn) [ 1..1 ]

Direct Queries:

	None

Direct Invariants:

	self.signature.params.isEmpty

	not self.signature.result.isEmpty

	self.setter.signature.params.at(1) = self.signature.result

	self.setter.signature.params.size = 1

	self.getter.signature.result = self.signature.result

	not self.isImplemented



Vertex

A connector within a state machine, such as an initial connector, history, fork or join.

Supertypes:

	ModelElement

Stereotypes:

	None	

Direct Subtypes:

	Connector, 

	StateRegion

Direct Navigable Roles:

outgoing: Set(TransitionSegment) [ 0..* ]

--	set of transition segments emanating from this vertex

	incoming: Set(TransitionSegment) [ 0..* ]

	--	set of segments flowing into this vertex

	parent: Set (StateRegion) [ 0..1 ]

	--	the direct parent region that contains this vertex

Direct Queries:

	canBeHead: Boolean

	--	indicates that this vertex can be a head of a transition

	--	segment

	canBeTail: Boolean

	--	indicates that this vertex can be a tail of a transition

	--	segment

Direct Invariants:

	self.outgoing.union(self.incoming).size >= 1

	--	there must be at least one incoming or outgoing 

--	transition segment per vertex

not (self.canBeHead) 

implies (self.outgoing.isEmpty)

	--	a vertex that cannot be a head, cannot have outgoing 

--	transition segments

not (self.canBeTail) 

implies (self.incoming.isEmpty)

	--	a vertex that cannot be a tail, cannot have incoming 

--	transition segments



The Meta-Model Notation

This section describes the notation used in the metamodel and its meaning.  The notation is a subset of the UML notation. We illustrate the notation by repeating one of the meta-model diagrams as an example.

� EMBED Word.Picture.6  ���

The basic notation element is a MetaType.  A MetaType is represented by a rectangle with one or two sections. The top section contains the name of the MetaType, and the lower section may contain a set of Properties.  Often there is no lower section, either because there are no Properties, or because the Properties are not shown on the current diagram

For example the rectangle named ModelElement introduces the meta-type of the same name. It has two Properties, called isSubstitutable and canSubstituteFor.  The Signature of isSubstitutable has no parameters, and its result is a Reference to the built-in meta-type Boolean.  The Signature of canSubstituteFor has two parameters, the first being a Reference to the MetaType ModelElement, and the second a Reference to the constructed MetaType Set(Substitution). The result of this signature is another Reference to Boolean.

A Property is a Query on the object type.  Thus, given an instance of ModelElement called elem, the expression elem.isSubsitutable evaluates either to true or false. Similarly, given elem, another ModelElement elem2, and a Set of Substitutions called subs, the expression elem.canSubstituteFor(elem2, subs) evaluates either to true or false.

MetaTypes have only two kinds of Features, Property and AssociationRole, both Queries.  Each Feature has a name in the namespace of its defining MetaType. All names in the namespace of a MetaType must be unique.

A line between two MetaTypes represents an Association.  At each end of the Association is an AssociationRole, with its name shown nearby.  An AssociationRole is a Feature owned by the type at the far end of the line; thus topElements is an AssociationRole which is a Feature of Composite.

The multiplicity of the AssociationRole is shown by a small numerical expression near the end of the line.  In general this is a range l..u, representing the minimum and maximum sizes of the set represented by the AssociationRole query.  When the maximum size of the set is unlimited, this is represented by a *.  A * on its own is short for 0..*; a 1 on its own is short for 1..1.

The verbName of an AssociationRole is sometimes used to assist readibility; it is shown as a verb string next to an arrow pointing along the direction of the association towards the AssociationRole in question. It has no semantic significance and does not appear in the nameSpace of the type.

If an associationRole is not navigable, this is indicated by an arrowhead on the other end of the association line. For example, in the diagram the associationRole at the other end of the association from the substitutionDependents associationRole is not navigable, i.e. cannot be used as a Query.  Without such arrowheads all associations are navigable.

When there is a dotted line from an Association to another rectangle, this denotes a SupportingMetaType, i.e. a special MetaType that has the properties both of an Association and of a MetaType.

The meaning of an Association is a pair of Queries, one for each AssociationRole. The result of such a Query is always a Set of objects of the type at the other end of the Association. Thus, given a Composite comp, the expression comp.topElements will give a Set of ModelElement objects - which may be empty.  Similarly, given one of the elements in this resulting set called elem, the expression elem.container will give a Set of Composite objects.  In this case, the set will contain a single member, which must be comp itself. In the general case, asking a ModelElement for its container will give a set which is either empty, or contains a single Composite member.

The triangle on lines between meta-types indicates inheritance. The arrow points towards the supertype. Thus Refinement is a supertype of SubstitutionRefinement.  Inheritance means that every Query defined on the supertype is available on the subtype. Thus for a SubstitutionRefinement s, s.refiningComposite will refer to a Set of Composite elements, always containing exactly one member.

It is possible for a meta-type to have more than one supertype, although this is only used in one place in the meta-model. In such a case, the properties of any supertype reached via more than one path are only inherited once.

The stereotype «abstract» appearing in a type rectangle means that the meta-type in question acquires the stereotype.  This is only done for the stereotypes «abstract» and «powertype». The use of other stereotypes in the meta-model scheme can be deduced from the syntax and context.

Each of the diagrams in this document represents a subset of the total diagram which describes the meta-model as a whole, and the total diagram is the union of all the diagrams.  Where a particular meta-type appears on more than one diagram with different properties or associations, the total meta-model includes all of those properties and associations (which may not be inconsistent).  Where a property or association appears on more than one diagram, it must have exactly the same name and type.  Note that sometimes a particular diagram may indicate a multiplicity for an association which seems too permissive in the context of the diagram itself: this will be because the multiplicity is designed to be correct in the global context.

Scheme definitions

The following sections of the proposal give example schemes and fragments of schemes to show how the meta-model can support a number of rather different object-oriented modelling disciplines. Apart from the meta-model scheme itself, these schemes are not proposed as part of the standard: they are presented purely to illustrate the meta-model concepts.

The examples use a Scheme Definition Language to define Schemes for the meta-model itself and for various example applications of the meta-model. The language provides a way to extend the meta-model by creating instances of Scheme, Stereotype, SchemeProperty and TypeInvariant. It has the following simple grammar:



schDefinition ::= 

	‘Scheme’ schName

		schProperties

		schDefinitions

		schStereotypes

	‘end scheme’



schName        ::= Symbol

schProperties  ::= [‘Properties’ schProperty*]

schDefinitions ::= [‘Definitions’ schDefinition*]

schStereotypes ::= [‘Stereotypes’ schStereotype*]



schProperty ::=

	propName [ ‘(‘ params ‘)’ ] ‘:’ result

		‘applies to’ metatypeNames



propName      ::= Symbol

params        ::= param [ ‘,’ param ]

param         ::= Symbol

result        ::= Symbol

metatypeName  ::= Symbol

name          ::= Symbol

metatypeNames ::= metatypeName [‘,’ metatypeName]*



schDefinition ::= metatypeName ‘define’ def [‘;’ def]*

def           ::= propName [‘(‘ formalParams ‘)’]

                         ‘=‘ OCLinvariant

                  	

formalParams  ::= name [‘:’ metaTypeName] 

					       [‘,’ name [‘:’ metatypeName]]*

schStereotype ::= 

	stereotypeName

		‘applies to’ metatypeNames

		‘invariant’ OCLinvariant [‘;’ OCLinvariant]* ‘end’



The syntax for OCLinvariant describes the set of valid OCL invariants. The full grammar is in the OCL appendix.



Note that metatypeName, param, and result must be the names of MetaTypes.



Definitions in this language are interpreted to construct Schemes with their associated SchemeProperties and Stereotypes.



The Metamodel Scheme

The meta-model is an application of itself under a special scheme called Metamodel, associated with a single Package which contains the meta-model. Each type in the meta-model is an instance of MetaType or SupportingMetaType.  The name of the meta-type is the name it has in the namespace of the meta-model package.



The semantics of the meta-model are constructed from the invariants of MetaType, which are given in the body of the document, plus the built-in invariants of the meta-model, plus the additional invariants defined in the scheme below, plus the documentation of OCL.



Scheme Metamodel



Properties

multiplicity: Multiplicity

	applies to AssociationRole



isNavigable: Boolean

	applies to AssociationRole



verbName: String

	applies to AssociationRole



Stereotypes 

metamodel

	applies to	Package

	invariant

		-- all enclosed Specifications are meta-types

		(self.elementClosure.select(type=Package).isEmpty);

		(self.elementClosure.select

				(type=Specification).isEmpty);

		(self.elementClosure.select(type=MetaType).	includesAll(

			Association, AssociationRole, BehaviourExecution,

			BehaviourSpecification, Composite, Condition,

			Connector, Constraint, ContinuousBehaviour,

			Dependency, Domain, DomainMapping,

			DynamicComponent, EnvironmentSpecification,

			Equivalence, EventOccurrence, EventSpecification, 

			Expression, ExpressionType, Feature,

 			FeatureInstance, FeatureResult, FeatureValue,

			Grammar, Implementation,	Interaction,

			Interval, IntervalEventSpecification, 

			Link, LinkRole, MathematicalExpression,

			MetaType, ModelElement, Name, Note, OIDBehaviour,

			OperationIn, OperationOut, OrderedPoint,

			Package, ProceduralBehaviour, Property,

			QualityOfService, Query, Reference, ReferencePath,

			Refinement, RunTimeOccurrence, Scheme,

			SchemeProperty, ServiceType, Signature,

			SituationOccurrence, SituationSpecification,

			Specification, SpecificationInstance,

			StateMachineBehaviour, Statement, StateRegion,

			Stereotype, Substitution, SubstitutionRefinement,

			SupportingMetaType,TransitionSegment, TypeInvariant, 

			Variable, Vertex,

			Boolean, Integer, Real, String, Uninterpreted, Time,

			Set(T), Sequence(T), Collection(T), Bag(T),

			enum{sync, async, unspecified},

			enum{send, receive, create, destroy, transform},

			enum{disjunctive, conjunctive},

			enum{in, out, inout}

			enum{processing, communication, special} ));



		(self.elementNames.collect(namedElement)

			.includesAll(self.elementClosure));

		-- namespace of the metamodel package is the 

		-- elementClosure



		self.elementNames.collect(namedElement).forAll( el |

			el.names.select(nameSpace=self).size = 1);

		-- every element has just one name in the namespace



		self.elementNames.forAll( nm1 |

			self.elementNames.exclude(nm1).select(nm2 |

				nm2.compare(nm1)).isEmpty );

		-- every element’s name is unique



		self.elementNames.forAll( nm1 | 

			self.elementNames.forAll( nm2 |

				nm1.compare(nm2) =

						(nm1.visibleName = nm2.visibleName)))

		-- name comparison is string equality

	end



abstract

	applies to	MetaType

	invariant	

		self.elements.isEmpty

	end



powertype

	applies to	MetaType

	invariant	

		not (self.dimensions.isEmpty);

		-- a powertype must have generalizations

	

		(self.allSupers.includes(MetaType));

		-- powertypes in the meta-model are subtypes of MetaType

	

		self.dimensions.forAll(dim |

			dim.refinedComposite.type = MetaType and 

			dim.refiningComposite.type = MetaType)

		-- the dimensions are in the meta-model

	end



MMConstructedType

	applies to	MetaType

	invariant	

		self.topElements.select(el |

			(el.type = Reference) and

			(el.stereotypes.includes(MMConstructedTypeParam))).

				size = 1;

	-- models Set(T), Bag(T), Sequence(T)



		self.elements.isEmpty

	-- no elements have the type “Set(T)”

	end



MMConstructedTypeParam

	applies to 	Reference

	invariant

		self.referent.isEmpty;

		self.topElements.isEmpty;

		self.isSubstitutable

	-- this models the “T” in “Set(T)”

	end



MMConstructedTypeInstantiation

	applies to	MetaType

	invariant

		self.refinees.size = 1;

		self.refinees.refinedComposite.stereotypes.

			includes(MMConstructedType)

	end



MMTypeReference

	applies to	Reference

	invariant

		(self.referent.type = MetaType);

		(self.canSubstituteFor(e,s) =

			e.stereotypes.includes(MMConstructedTypeParam))

	end

	

MMEnumeratedType

	applies to	MetaType

	invariant	

		-- none

	end



MMValueType

	applies to	MetaType

	invariant	

		-- none

	end

	

end scheme

Smalltalk design models

As a simple example of using a Scheme to constrain the meta-model for a particular language, we consider Smalltalk design models.



A Smalltalk design model consists of a set (a package) of related Smalltalk Classes.  Classes can be related by single inheritance. Each class has a set of instance variables and a set of methods.  Smalltalk is an untyped language, so these variables and methods have no type.





Scheme Smalltalk_design_models

	-- 

Stereotypes 

Smalltalk

	applies to	Package

	invariant

		-- all enclosed Specifications are Smalltalk classes

		self.elementClosure.select(type=Specification).forAll(

			stereotypes.includes( SmalltalkClass ) );

	

		-- all enclosed Features are Smalltalk methods or

		-- instvars

		self.elementClosure.select(type=Feature).forAll(

			not stereotypes.intersection(

				Set{ 	method, instVar, iVlvalue, iVrvalue }

					 ).isEmpty );

	

		self.elementClosure.forAll(el | not el.isSubstitutable)

		-- no substitutions in Smalltalk

	end



SmalltalkClass

	applies to	Specification

	invariant	

		self.outputs.isEmpty;

	

		self.elementNames.collect(namedElement)

			.includesAll(self.activeFeatures);

		-- namespace of a class includes all its features

		-- including inherited ones

	

		self.elementNames.collect(namedElement).forAll(	el |

			el.names.select(nameSpace=self).size = 1);

		-- every element has just one name in self’s namespace

	

		self.elementNames.collect(namedElement).forAll( el |

			el.names.forAll( nm | 

				nm.compare(el.names.select(nameSpace = self))));

		-- all the names of an element are the same



		self.elementNames.forAll( nm |

			self.elementNames.exclude(nm).select(compare(nm)).

				isEmpty );

		-- every element’s name is unique



		self.elementNames.forAll( nm1 |

			self.elementNames.forAll( nm2 |

				nm1.compare(nm2) = 

					(nm1.visibleName = nm2.visibleName)));

		-- name comparison is string equality



		self.refinees.size <= 1;

		-- single inheritance



		self.activeFeatures.select

			(stereotypes.includes(instVar)).

				includesAll(refinees.refinedComposite.collect

				(activeFeatures).select

					(stereotypes.includes(instVar)));

		-- all instance variables are inherited



		self.activeFeatures.select

		  (stereotypes.includes(method)).

			includesAll(refinees.refinedComposite.collect

				(activeFeatures).select

					(m | m.stereotypes.includes(method) and not

						self.elementNames.includes(m.names.select(

							refinees.refinedComposite)  )))

		-- methods are inherited if they have different names

	end

					

method

	applies to	Operation

	invariant

		self.isImplemented;

		-- all Smalltalk methods have an implementation

		self.signature.params.forAll(p | p.referent.isEmpty);

		self.signature.result.referent.isEmpty

		-- methods are untyped

	end



instVar

	applies to	Variable

	invariant

		self.signature.result.referent.isEmpty;

		-- untyped variables

		self.getter.stereotypes.includes(ivRvalue);

		self.setter.stereotypes.includes(ivLvalue);

	end



ivLvalue

	applies to	OperationIn

	invariant

		not self.variable.isEmpty;

		self.variable.stereotypes.includes(instVar)

	end



ivRvalue

	applies to	Query

	invariant

		not self.variable.isEmpty;

		self.variable.stereotypes.includes(instVar)

	end



end scheme





C++ design models

Building a complete scheme for C++ is a large job which we do not attempt in this proposal. In this section we show how to use the meta-model constructs to support C++ template classes.  First we go through a specific example, and then we give the relevant part of a C++ design scheme.

Consider the following C++ fragment:

template <class T> class Stack {   public: void push(T); T pop(); };



Stack <int> si;



In UML notation these types could be diagrammed as follows:
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Using the meta-model constructs, this would be modelled as overleaf.
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Notice that the structure which represents the refined type Stack<int> is a copy of the original structure, except where the parameter substitution has taken place. The model represents the following substitutions:



T is substituted by int

T pop() is substituted by int pop

void push(T) is substituted by void push(int)



The reader is invited to check in this example the relevant meta-model invariants defined for Substitution and ModelElement.



The parts of a C+ + design models scheme which are relevant to this example are as follows.

Scheme C++_design_models

	-- 

Stereotypes 

C++Design

	applies to	Package

	invariant

		-- all enclosed packages are C++Design

		self.elementClosure.select(type=Package).forAll( el |

			el.stereotypes.includes( C++Design ) );

		

		-- all enclosed features are C++

		self.elementClosure.select(type=Feature).forAll( el |

			not el.stereotypes.intersection(

				Set{C++Member}	).isEmpty )

	end



C++ClassRef

	applies to	Reference

	invariant	

		(self.referent.type.stereotypes.includes(C++Class) or

		self.referent.type.stereotypes.includes

			(C++TemplateClassInstantiation));

 

	define

		canSubstituteFor( e : ModelElement, 

								subpars : Set(Substitution) ) =

					 e.stereotypes.includes(C++TemplateParameter)

	end

					

C++FundamentalTypeRef

	applies to	Specification

	invariant

		self.referent.type.stereotypes.

			includes(C++FundamentalType);

	define

		canSubstituteFor( e : ModelElement, 

								 subpars : Set(Substitution)) =

			e.stereotypes.includes(C++TemplateParameter)	

	end



C++TemplateClass

	applies to	Specification

	invariant

		 not self.isSubstitutable

	end

	

C++TemplateParameter

	applies to	Reference

	invariant

		self.isSubstitutable;

		self.referent.isEmpty

	end



C++TemplateClassInstantiation

	applies to	Specification

	invariant

		not self.isSubstitutable

	end

	

C++Member 

	applies to	Variable, Query, OperationIn

	invariant

		(self.stereotypes.includes(C++MemberFunction) or 

		self.stereotypes.includes(C++DataMember) or

		self.stereotypes.includes(C++MemberLvalue) or

		self.stereotypes.includes(C++MemberRvalue));



		(self.stereotypes.includes(public) or 

		self.stereotypes.includes(private) or

		self.stereotypes.includes(protected))

	define

		canSubstituteFor(e : ModelElement,

						subpars : Set(Substitution)) =

				((self.names.select(n |

					n.namespace=self.owner).compare(

					e.names.select(n | n.namespace=e.owner))) and

		-- has the same name

		

				(self.stereotypes.intersection(e.stereotypes).

					intersection	(Set{public, private, protected}).

					size = 1)

		-- has the same accessibility

		)

	end



C++DataMember 

	applies to	Variable

	invariant

		self.getter.stereotypes.includes(C++MemberRvalue);

		self.setter.stereotypes.includes(C++MemberLvalue)

	end



C++MemberLvalue 

	applies to	OperationIn

	invariant

		not self.variable.isEmpty;

		self.variable.stereotypes.includes(C++DataMember)

	end



C++MemberRvalue 

	applies to	Query

	invariant

		not self.variable.isEmpty;

		self.variable.stereotypes.includes(C++DataMember)

	end



C++MemberFunction 

	applies to	OperationIn

	invariant -- none

	end



C++MemberSignature 

	applies to	Signature

	invariant -- none

	define

		canSubstituteFor( e : ModelElement,

							  subpars : Set(Substitution)) =

				((e.params.size = self.params.size) and

		 		(e.result.size = self.result.size))

	end

		

public

	applies to	Query, OperationIn, Variable

	invariant

		self.stereotypes.intersection(

			Set{protected, private} ).isEmpty

	end



protected

	applies to	Query, OperationIn, Variable

	invariant

		self.stereotypes.intersection(

			Set{public, private} ).isEmpty

	end



private

	applies to	Query, OperationIn, Variable

	invariant

		self.stereotypes.intersection(

			Set{public, protected} ).isEmpty

	end



end scheme

Java design model

This section shows how to specialise the metamodel for a Java design.

Java has a number of specific constructs. They are all mapped to metamodel constructs, which will have additional constraints. First the basic mapping:

Java construct / stereotype�MM construct�constraints��JavaClass�Specification���JavaInterface�Specification�all features have no implementations

all features are operations or queries, there are no Variables��javaInheritance�SubstitutionRefinement�single inheritance��javaExtends�SubstitutionRefinement�multiple extends��JavaPackage�Package�all included elements are JavaClasses or JavaInterfaces.��JavaException�OperationOut���JavaMethod�OperationIn or Query���JavaVariable�Variable���

We have one instance  of Scheme, called “java scheme” and define a number of stereotypes based on the modifiers for Java clases, interfaces, variables and methods. These modifiers are:

Java construct�Java Modifiers��JavaClass�abstract final, public��JavaInterface�abstract, public��JavaPackage�-��JavaException�-��JavaMethod�public, protected, private,static, final, abstract, native, synchronized��JavaVariable�public, protected, private,static, final, transient, volatile��

Metamodel instance diagram for Java model

The diagrams in this section show Instance diagrams of the metamodel of partial Java models.

Java interface and class descriptions

Consider the Java interface Observer and the Java class Observable (both taken from the standard java.util package).

public interface Observer extends Object {

When implemented, this interface allows all classes to be observable by instances of class Observer.

   public abstract void update(Observable o, Object arg)

Called when observers in the observable list need to be updated.

 Parameters:

o - the list of observers

arg - the argument being notified

}



public class Observable extends Object {

This class should be subclassed by observable object, or "data" in the Model-View paradigm.  An Observable object may have any number of Observers.  Whenever the Observable instance changes, it notifies all of its observers.  Notification is done by calling the update() method on all observers.

   public Observable()



   public synchronized void addObserver(Observer o)

 Adds an observer to the observer list.

 Parameters:

o - the observer to be added

  

   public synchronized void deleteObserver(Observer o)

Deletes an observer from the observer list.

Parameters:

o - the observer to be deleted



  public void notifyObservers()

Notifies all observers if an observable change occurs.



  public synchronized void notifyObservers(Object arg)

Notifies all observers of the specified observable change which occurred.

Parameters:

arg - what is being notified



  public synchronized void deleteObservers()

Deletes observers from the observer list.



  protected synchronized void setChanged()

Sets a flag to note an observable change.



  protected synchronized void clearChanged()

Clears an observable change.



  public synchronized boolean hasChanged()

Returns a true boolean if an observable change has occurred.



  public synchronized int countObservers()

Counts the number of observers.

}



Their model looks like:

� EMBED Word.Picture.6  ���

The next diagram shows how to make a subtype of observer:
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The association between the Observer and ShowValue is a SubstitutionRefinement, stereotyped as <<javaExtends>>.



The Java scheme

This section presents a Java scheme, which specialises the metamodel for Java designs.

Scheme java_scheme

Properties -- none

Stereotypes 

javaScheme

	applies to	Package

	invariant

		-- [1] all packages are javaPackages

		self.topElements.select(type=Package).forAll(

			stereotypes.includes(javaPackage)

		);

		-- [2] all Specifications have 1 container, which is of

		-- type package

		self.elementClosure.select(type= Specification).forAll(

			not (container.isEmpty) implies

										(container.type=Package));

		-- [3] all features are java features

		self.elementClosure.select(allTypes.includes(Feature))

			.forAll(

				not stereotypes.intersection(

					Set{javaMethod, javaVariable, javaException}

				).isEmpty

		)

	end



javaPackage

	applies to	Package

	invariant		

		-- all direct elements are of type Specification

		-- all other elements are contained in Specifications

		self.topElements.forAll(type= Specification);

		-- all specifications directly contained in the

		-- package are either Java interfaces or Java classes

		self.topElements.select(type=Specification).forAll(

			not stereotypes.intersection(

				Set{javaInterface, javaClass} 

			).isEmpty

		)

	end



javaClass

	applies to	Specification

	invariant		

		-- a Java interface is a specification which

		-- which has javaFeatures (or subtypes of Features)

		self.topElements.forAll(allTypes.includes(Feature));

		-- maximum of one generalisation of a class 

		-- (single inheritance)

		self.refinees.select(

				stereotypes.includes(javaInheritance)).size <= 1 

		-- multiple extands are allowed, don’t need invariant.

	end



javaInterface

	applies to	Specification

	invariant

		-- a Java interface is a specification which

		-- has javaFeatures

		self.topElements.forAll(allTypes,includes(Feature));

		-- no implementations and variables in an interface

		self.topElements.forAll(

			(not isImplemented) and (not type=Variable)

		);

		-- any generalisation must be to an interface

		refinees.stereotypes.includes(javaExtends) 

	end



javaInheritance

	applies to	SubstitutionRefinement

	invariant

		-- supertype must be a class

		refinedComposite.stereotypes.includes(javaClass);

		-- is not an extends

		not stereotypes.includes(javaExtends)

	end



javaExtends

	applies to	SubstitutionRefinement

	invariant

		-- supertype must be an interface

		refinedComposite.stereotypes.includes(javaInterface);

		-- is not an inheritance

		not stereotypes.includes(javaInheritance)

	end



javaException

	applies to	OperationOut

	invariant

		-- can only be generated by methods

		self.generators.forAll(

			stereotypes.includes(javaMethod)

		)

	end



javaMethod

	applies to	OperationIn, Property

	invariant -- none

	end



javaVariable

	applies to	Variable

	invariant -- none

	end



abstract

	applies to	Feature

	invariant		not self.isImplemented

	end



abstract

	applies to	Specification	

	invariant		self.activeFeatures.exists(

									f | not f.implemented ) 

	end



final

	applies to	Specification

	invariant		self.refiners.isEmpty

	end



final

	applies to	Feature

	invariant		self.substituter.isEmpty

	end



public

	applies to	Query, Operation, Variable

	invariant

		self.stereotypes.intersection(

			Set{protected, private} ).isEmpty

	end



protected

	applies to	Query, Operation, Variable

	invariant

		self.stereotypes.intersection(

			Set{public, private} ).isEmpty

	end



private

	applies to	Query, Operation, Variable

	invariant

		self.stereotypes.intersection(

			Set{public, protected} ).isEmpty

	end



native

	applies to	Feature

	invariant		self.isImplemented

	end



transient

	applies to	Variable

	invariant		-- none

	end



volatile

	applies to	Variable

	invariant		-- none

	end



synchronised

	applies to	Feature

	invariant		-- none

	end



end scheme

UML Class Diagram Scheme

Overview

This scheme covers the Class Diagram part of UML as described in Version 0.8 of the Unified Modelling Language document. There are no significant changes to the model level of Class Diagrams in the Version 0.91 addendum.  These were the latest published UML descriptions at the time this scheme was written. Readers should refer to that document for explanations of concepts.

The UML document itself focuses on presentations of models as opposed to the underlying models themselves and is therefore complementary to this description.  The metamodel in this proposal submission is very close to UML so the scheme presented here is lightweight.  The stereotypes are in many cases simple namings of the UML constructs. Other UML constructs need no special support because they are covered by stereotyping and OCL invariants.

The remainder of this scheme covers UML Class Diagrams in the same order as the UML Version 0.8 document.

Classes

The central concept in UML Class Diagrams is the class itself which is modelled as a stereotype on Specification.  A class is named within its package. The metamodel name and namespace facility supports references to imported classes.

Stereotypes as presented in this metamodel are different from UML stereotypes, but can be used in the UML sense at the model level in addition to their use in defining modelling language-specific schemes like this one.

Stereotypes

Scheme UML Class Diagram model

	-- 

Stereotypes 

UMLClass

applies to	Specification

	

end scheme



Attributes and Operations

UML attributes correspond to Variables and UML operations are OperationIns.

Stereotypes

Scheme UML Class Diagram model

	-- 

Stereotypes 

UMLAttribute

	applies to	Variable

	invariant

		-- [1] within a UMLClass 

			self.owner.stereotypes.includes(UMLClass)



UMLOperation

	applies to	OperationIn

	invariant

		-- [1] within a UMLClass 

self.owner.stereotypes.includes(UMLClass)

	

end scheme



Templates

This construct is covered in detail in section � REF _Ref377537230 \n �27�, � REF _Ref377537266 \* MERGEFORMAT �C++ design models�.

Utilities

A UML utility is "a grouping of global attributes and operations."  It is treated in exactly the same manner as a UMLClass.

Stereotypes

Scheme UML Class Diagram model

	-- 

Stereotypes 

UMLUtility

	applies to	Specification

	

end scheme



Objects

Objects are modelled as References to the classes or (Reference) objects from which they are instantiated.  The UML description does not distinguish between the notions of an instance of a concrete class and an instance satisfying a type specification, but as both types and classes can be modelled with Specification, either situation can be covered.

The name UMLReference was chosen for the UML scheme because in UML, objects are primarily used in composites where they are references to other specifications.

Multiplicity of an object is captured with an additional property on the Reference metatype, replicationFactor.

Stereotypes

Scheme UML Class Diagram model

	-- 

Properties

replicationFactor: Integer

applies to	Reference



Stereotypes 

UMLReference

	-- UML notion of an object

	applies to	Reference

	invariant

		-- [1] refers only to UMLClass

			self.referent.stereotypes.includes(UMLClass)



end scheme

Associations

UML associations are represented by Association and their roles by AssociationRole.  AssociationRole is extended to support the concepts of rolename, multiplicity and navigability.

Every association is represented by an Association element, so association classes need no additional representation.

A UML qualified association has a role with one or more qualifier values which act as parameters.  They are represented by the parameters of the Signature that AssociationRole inherits from Feature.

Aggregation is represented by a stereotype of AssociationRole.  An invariant prevents agrregation fro being applied in both directions.  As suggestedin the UML documentation, physical and catalog aggregation are not explicitly modelled (although they could easily be stereotyped).  They are disitnguished by the multiplicity of the AssociationRole.

Ternary and higher-order associations are modelled as separate classes.

Stereotypes

Scheme UML Class Diagram model



Properties

multiplicity: Multiplicity

	applies to	AssociationRole

isNavigable: Boolean

	applies to	AssociationRole 

verbName: String

	applies to	AssociationRole



Stereotypes 

UMLAssociation

	applies to	Association

	

UMLAssociationRole

	applies to	AssociationRole



UMLQualifiedAssociationRole

	applies to	AssociationRole

	invariants

	-- [1] a specialization of UMLAssociationRole

		self.stereotypes.includes(UMLAssociationRole)

	-- [2] has (qualifier value) parameters

		not self.signature.params.isEmpty

	

end scheme



Navigation Expressions

Navigation expressions are represented with OCL.

Inheritance

Inheritance is explicitly represented in the metamodel, and details are covered there.  And-generalization and multiple inheritance are supported.  Additionally, stereotypes can be used to represent inheritance by requiring as an invariant that members of a stereotype are also members of a "superstereotype."

Constraints

UML constraints are represented with the Constraint metatype.  This holds an arbitrary expression (possibly but not necessarily expressed in a formal notation) which constrains the ModelElement containing it.

Packages

UML packages� are modelled with Packages.  The metatype is extended with a property homeElements listing the elements for which the UMLPackage is "home".� All package members, home or imported, are topElements of the package.

package decomposition is represented by making contained packages topElements of the containing package. Each element appears only once as a homeElement (although it may be imported in various places within a package hierarchy) so the property homeElementClosure is needed to refer to all homeElements within a composed package.

Nested and tree-form package diagrams and package interface diagrams are graphical concepts but add no semantic value and therefore are not treated here.

Stereotypes

Scheme UML Class Diagram model

	--



Properties

	homeElements: Set(ModelElement) 

	applies to	Package

	homeElementClosure: Set(ModelElement) 

	applies to	Package



-- [Q1] transitive closure of home elements within a composed

--      package

self.homeElementClosure =

		self.homeElements.union(

self.topElements.select( elem |

				elem.stereotypes.includes(UMLPackage)).

collect( cat |

	cat.homeElementClosure) )



Stereotypes 

UMLPackage

	applies to	Package

		-- [1] all homeElements are also topElements

			self.homeElements.forAll ( elem |

				self.topElements.includes(elem) )

	

end scheme



Composites

In UML, composites are modelled as UML classes. To represent UML composites in our meta-model, the component instances may be represented by References to Specifications.  The necessary stereotyping has already been covered under “Objects”.

ROOM Structural Scheme

ROOM Structure Overview

ROOM  (Real-Time Object-Oriented Modeling) is an object-oriented method based on modeling concepts optimized for real-time software development  (e.g., concurrent objects, hierarchical state machines). These concepts are also formal enough to support a high degree of tool automation (e.g., executable models, complete automatic code generation). Due to both the domain focus and the emphasis on tool automation, ROOM is a good test of the extensibility of the metamodel.

The basic ROOM modeling concept is a concurrent object (actor) that communicates by messages. Messages flow through interface ports defined by protocols (sets of In signals and Out signals). An actor can have multiple interface ports.

Structure diagrams capture containment and communication relationships among actors. Structure can be hierarchical; actors can contain references to other actors. This hierarchical decomposition provides a concrete mechanism to build systems from both components, and higher-level frameworks and architectures  (modeled as composite actors). This hierarchical  decomposition is key to the development of large  scale systems. Actor instances may also be multiply contained in more than containing actor, in recognition that actors often have to play multiple roles in the overall model.

Communication relationships are shown by bindings, visual communication links between compatible ports on actors. Compatibility is based on the protocols of the ports being compatible. Both ports and actors can be replicated, i.e., there may be a set of ports or actors instead of a single one.

Graphical hierarchical state machines describe an actorÕs behavior (i.e., how it reacts to messages).

The following structural concepts are defined by the ROOM scheme:

protocols of signals

ports and bindings

basic composite actor models

multiple containment of actors

The stereotypes making up the ROOM scheme are grouped under these categories in this section and each concept is discussed in turn.

Example

In the rest of this scheme specification the following ROOM model will be used to demonstrate the concepts.
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Figure � SEQ Figure \* ARABIC �6�: ROOM Example

This diagram is a specification of the actor TopActor. It has:

One internal end port, AnIntEndPort.  An internal end port is a connection to the behaviour of the actor which can be bound to a subactor’s port or a relay port. It is not visible outside the actor. In this example, the port is unbound.

One replicated external end port, AnExtEndPort. An external end port is a connection to the behaviour of an actor visible outside the actor, so that it can be used when a reference to the actor model is used in a larger model. “Replicated” means that the port can be thought of as an array of ports.

One relay port, ARelayPort. A relay port is an externally-visible port that can be bound to a subactor port or internal end port. Here it is bound to the subactor’s port.

one subactor reference component, ASubactor, with a single external port. From outside the subactor model, we cannot see whether this is an end port or a relay port, or whether the subactor has any subactors in turn. The port is conjugated, meaning that it accepts Out signals and sends In signals. This allows it to communicate with the unconjugated ARelayPort.

A binding between the relay port and the subactor’s port. This indicates that the two can communicate.

As each ROOM model concept is introduced, it will be illustrated with this model.

Protocols and Signals

Concepts

The basic unit of communication in ROOM is a signal. Signals are specified by their name, and (optional) data type.  

A protocol is a collection of two sets of signals, InSignals and OutSignals, indicating signals which may be received and sent respectively. Two protocols are compatible if and only if at least one message sent by one protocol is accepted by the other.

Protocols are the “type” of ports.

Metamodel

ROOMSignalClass is stereotyped from Specification.

ROOMSignalRefSet is an abstract stereotype for the stereotypes ROOMInSignals and ROOMOutSignals.  A ROOMProtocolClass contains one of each of the concrete stereotypes as its topElements.

Stereotypes

Scheme ROOM_design_models

	-- 

Properties

sigRefSetCompatible(Specification): Boolean

		applies to	Specification 

protocolCompatible(Specification, Boolean): Boolean

applies to	Specification

Definitions

	-- [Q1] two sets of signals are compatible if at least one

	--      signal name is shared

Specification

	define

		sigRefSetCompatible(otherSignalSet) =

			topElements.exists(signal |

				otherSignalSet.includes( otherSig |

					signal.name = otherSig.name ) );



	-- [Q2] protocol classes are compatible if their signal

	--      sets are compatible after allowing for conjugation

		protocolCompatible(otherP, isConjugated) =

			( (isConjugated and

	(inSignals.sigRefSetCompatible(otherP.outSignals) or

outSignals.sigRefSetCompatible(otherP.inSignals) ) )

			or ( ( (not isConjugated) and

				(inSignals.sigRefSetCompatible(otherP.inSignals or

	outSignals.sigRefSetCompatible(otherP.outSignals) ) ) ) ) )



Stereotypes 

ROOMSignalRefSet

	applies to	Specification

	invariant

		-- [1] only in ROOMProtocolClasses...	

		self.container.stereotypes.includes(ROOMProtocolClass);

		-- [2] ...and contain only ROOMSignalRefs

		self.topElements.forAll( elem |

				elem.stereotypes.includes(ROOMSignalRef))

	end



ROOMInSignals

	applies to	Specification

	invariant

		-- [1] substereotype of ROOMSignalRefSet 

		self.stereotypes.includes(ROOMSignalRefSet)

	end



ROOMOutSignals

	applies to	Specification

	invariant

		-- [1] substereotype of ROOMSignalRefSet 

		self.stereotypes.includes(ROOMSignalRefSet)

	end



ROOMSignalRef

	applies to	Reference

	invariant

		-- [1] only in ROOMSignalRefSet...

		self.container.stereotypes.includes(ROOMSignalRefSet);

		-- [2] ...and refers only to ROOMSignalClass

		self.referent.stereotypes.includes(ROOMSignalClass)

	end

	 

ROOMSignalClass

	applies to	Specification

	invariant

		-- [1] only referred to by ROOMSignalRef...

		self.references.forAll( ref |

				ref.stereotypes.includes(ROOMSignalRef));

		-- [2] …and only contains ROOMDataType

		self.topElements.forAll( elem |

				elem.stereotypes.includes(ROOMDataType)) 

	end

	 

ROOMDataType

	applies to	Specification

	invariant

		-- [1] only in ROOMSignalClass

		self.containers.stereotypes.includes(ROOMSignalClass)

	end



ROOMProtocolClass

	applies to	Specification

	invariant

		-- [1] only contains ROOMSignalRefSet

		self.topElements.forAll( sigSet |

				sigSet.stereotypes.includes(ROOMSignalRefSet) );

		-- [2] only referred to by ROOMProtocolRef

		references.forAll( ref |

				ref.stereotypes.includes(ROOMProtocolRef) )

	end

	

end scheme



Example

A protocol is not directly visible in an actor structure diagram. � REF _Ref377033371 \* MERGEFORMAT �Figure 7� shows the modelling of a trivial protocol with one InSignal, query, and two OutSignals, ack and nack.

 

� EMBED Word.Picture.6  ���

Figure � SEQ Figure \* ARABIC �7�: Protocol Example

Ports and Bindings

Concepts

A port is an interface on an actor through which signals are sent and received. A port is typed by the (single) protocol it supports. A port has a direction: if it is conjugated, it receives the Out signals of its protocol and sends the In signals. Ports are connected to each other by bindings.

Ports on the boundary of an actor may be internally connected to the actor’s own behaviour (external end ports) or be available for binding within the actor (relay ports).  From the outside of an actor, end and relay ports look the same.

An additional type of port, the internal end port, is not visible on the exterior of the actor.  It is used to bind a subactor port to the actor’s behaviour.

One port can only communicate with another if the two are connected by a binding. The ports at either end must have compatible protocols. Usually, compatibility is assured by using the same protocol at each end of a binding and conjugating one port.

Metamodel

Within the model, a ROOMPortClass contains a single topElement which is a ROOMProtocolRef to a ROOMProtocolClass.� Conjugation is modelled by extending the metatype Specification with a variable conjugated which is used only in ROOMProtocolRef.

ROOMPortClass is an “abstract” stereotypes describing all. The “concrete” stereotypes are ROOMRelayPortClass, ROOMIntEndPortClass and ROOMExtEndPortClass.

Stereotypes

Scheme ROOM_design_models

	-- 

Properties

conjugated: Boolean

applies to	Specification 

protocolRefCompatible(Reference): Boolean

applies to	Reference 

portCompatible(Specification): Boolean

applies to	Specification

portRefCompatible(Reference): Boolean

applies to	Reference 

Definitions

-- [Q3] two ProtocolRefs are compatible iff their

--    target protocols are compatible, considering

--    conjugation

Reference

define protocolRefCompatible(otherProtocolRef) =

			self.referent.protocolCompatible(

otherProtocolRef.referent,

		(conjugated xor otherProtocolRef.conjugated))



	-- [Q4] port classes are compatible if their protocol

--      references are compatible

	Specification

define portCompatible(otherPortClass) =

	topElements.exists( protocol |

		otherPortClass.topElements.exists(otherProtocol |

			protocol.protocolCompatible(otherProtocol) ) )



-- [Q5] port references are compatible if their port

--      classes are compatible

	Reference

		define portRefCompatible(otherPortRef) =

	self.referent.portCompatible(otherPortRef.referent)



Stereotypes 

ROOMProtocolRef

	applies to	Reference

	invariant

		-- [1] only in ROOMPortClass...

			self.container.stereotypes.includes(ROOMPortClass);

		-- [2] ...and refers only to ROOMProtocolClass

			self.referent.stereotypes.includes(ROOMProtocolClass)

 	end



ROOMPortClass

	applies to	Specification

	-- an abstract stereotype for all port classes

invariant

-- [1] only referred to by ROOMPortRef

			references.forAll( ref |

				ref.stereotypes.includes(ROOMPortRef)) ;

		-- [2] contains only ROOMProtocolRef

			ref.topElements.forAll( elem |

				elem.stereotypes.includes( ROOMProtocolRef ));

		-- [3] only in ActorClass

			self.container.stereotypes.includes(ROOMActorClass)

	end



ROOMRelayPortClass

	applies to	Specification

	invariant

		-- [1] isA ROOMPortClass

			self.stereotypes.includes(ROOMPortClass);

		-- [2] referenced exactly once within its actor

 			self.references.select( ref |

				ref.container = self.container).size = 1

	end



ROOMIntEndPortClass

	applies to	Specification

	invariant

		-- [1] isA ROOMEndPortClass

			self.stereotypes.includes(ROOMPortClass);

		-- [2] referenced exactly once…

			self.references.size = 1;

		-- [3] …within the containing actor

			self.container = references.container

	end



ROOMExtEndPortClass

	applies to	Specification

	invariant

		-- [1] isA ROOMEndPortClass

			self.stereotypes.includes(ROOMPortClass);

		-- [2] exactly one internal reference

			self.references.select( ref |

			ref.container.container = self.container).size = 1;

		-- [3] no bindings to internal end ports…

self.references.forAll( ref |

	not(ref.binding.otherEnd(self).stereotypes.

includes(ROOMIntEndPortClass) ) );

		-- [4] or to external or subactor ports

references.forAll(ref |

	not(ref.binding.otherEnd(self).referent.container.

container = self.container.container) )

	end



ROOMActorOrPortRef

	applies to	Specification

	-- an abstract stereotype to group actor and port 

	-- references

	invariant -- none

	end



ROOMPortRef

	applies to	Reference

	invariant

-- [1] isA ROOMActorOrPortRef

			stereotypes.includes(ROOMActorOrPortRef);

-- [2] refers to ROOMPortClass

			referent.stereotypes.includes(ROOMPortClass)

	end



ROOMBindingRole

	applies to	AssociationRole

	invariant

		-- [1] role of Binding

			association.stereotypes.includes(ROOMBinding);

		-- [2] binds ports

			owner.stereotypes.includes(ROOMPortRef)

	end



ROOMBinding

	applies to	Association

	invariant

		-- [Q1] the port at the other end of a binding

			otherEnd(thisPort) =

				self.associationRoles.collect( ar | ar.owner) -

					thisPort;

		-- [1] binds ports only

			associationRoles.forAll(

				stereotypes.includes(ROOMBindingRole) );

		-- [2] port references are compatible

			self.associationRoles.collect( ar | ar.owner).

forAll(port|

					(self.associationRoles.collect( ar |

ar.owner) - port).

						forAll( otherPort |

							port.portCompatible.otherPort ) )

	end



end scheme



Example

� REF _Ref377033775 \* MERGEFORMAT �Figure 8� shows the two bound ports ( ARelayPort and ASubExtPort) from the example actor, together with their binding.  The bottom of this diagram connects to the top of the previous one.

Note that the port references do not indicate what type the port  is.  From this diagram we can see that the subactor  external port is an end port; this was not visible in the example actor at the beginning of this scheme. This element belongs to the specification of the subactor.

 � EMBED Word.Picture.6  ���

Figure � SEQ Figure \* ARABIC �8�: Ports and Bindings

Actor Structure

Concepts

A ROOM model is the specification of an actor. It contains references to ports and subactors, together with their ports.

The locally-defined components are the ports on the actor and the actor itself.�  The externally-defined components are the subactors.

Metamodel

Each actor is represented by a specification stereotype, ROOMActorClass.  A ROOMActorClass holds references to specifications of each of its components.  Additionally, it holds specifications of its  locally-defined components. Each component reference points to a specification of the component, either internal to the actor or external in another actor model.  Subactor references hold references to their ports.

References to external ports are topElements of references to the containing actor. In particular, the specification holds a reference to itself, which in turn holds references to the external ports of the actor.  Thus, the actor being modelled is treated in the same way as its subactor components. The references can be thought of as collectively forming a description of the actor; the details of the implementation are in the specifications.

Stereotypes

Scheme ROOM_design_models

	-- 

Stereotypes 

ROOMActorClass

	applies to	Specification

	invariant

-- [1] An actor class contains:

		--			* a reference to itself

		--			* references to subactors

		--			* references to it internal ports

		--			* specifications of its ports

			self.topElements.forAll( elem |

				( elem.stereotypes.includes(ROOMActorRef) ) or

				( elem.stereotypes.includes(ROOMPortRef) and

					elem.referent.container = self ) or

				( elem.stereotypes.includes(ROOMPortClass) and

elem.references.includes( ref |

ref.container = self) )

				);

		-- [2] there is exactly one internal reference to self

			self.topElements.select( elem |

				elem.stereotypes.includes( ROOMActorRef) and

				elem.referent = self).size = 1

	end

	 

ROOMActorRef

	applies to	Reference

	invariant

-- [1] isA ROOMActorOrPortRef

		self.stereotypes.includes(ROOMActorOrPortRef);

		-- [2] refers to ROOMActorClass

			self.referent.stereotypes.includes(ROOMActorClass);

		-- [3] ROOMActorRef only contains ROOMPortRef

		self.topElements.forAll( elem |

elem.stereotypes.includes(ROOMPortRef)) 

	end



ROOMPortRef

	applies to	Reference

	invariant

-- [3] ROOMPortRefs contain nothing

		self.topElements.isEmpty;

		-- [4] ROOMPortRefs are in ROOMActorRefs

		self.container.stereotypes.includes(ROOMActorRef);

		-- [5] Reference relationships mirror Class 

		-- relationships

		self.container.referent = self.referent.container

	end



end scheme



Example

The structural model of the actor itself down to the references is show in � REF _Ref377048023 \* MERGEFORMAT �Figure 9�.
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Figure � SEQ Figure \* ARABIC �9�: Actor Structure

The element at the top of the diagram is the actor specification itself. The two rows below that are Reference topElements for each of the six components of the actor specification, including the modelled actor itself.  Note that the internal port reference is a direct topElement of the actor, while the other port references are topElements of port references.

The third row of elements are also topElements of the actor specification.  They are the specifications of the locally-defined components, i.e., the ports of the modelled actor.

The bottom two elements are a fragment of the specification of the subactor. The names of these specifications differ from the names of their references in TopActor.  Reference names are an external, role concept; specification names reflect the internal role of a component.

The actor  specifications in turn contain protocol references as in � REF _Ref377033775 \* MERGEFORMAT �Figure 8� which are not shown here.  The binding in that figure is also not shown.

Replication

Concept

A ROOM actor or port may be replicated, i.e., it may represent a set of objects instead of just one. This is graphically represented by a shadowbox; in � REF _Ref377015987 \* MERGEFORMAT �Figure 6�, AnExtEndPort is replicated.

The number of replicated objects can be dynamic, varying at run-time.  The fixed or maximum replication is constrained by a replication factor on the component.

The effective replication of a port is the replication factor of the port itself times the replication factor of its actor. Effective replication factors at either end of bindings must conform.  Additionally, a replicated port can be bound to more than one port, in which case the effective replication must be properly distributed.

Metamodel

ROOM model components are not specifications but rather references to specifications, so replicated components are still represented by single elements. The ROOM scheme extends Reference with a replicationFactor variable.

The number of bindings per port is not constrained elsewhere in this model so replication is supported by default. The detailed constraints on replication are not part of the metamodel (although it would not be difficult to do this) to show that the model interchange format need not enforce consistency properties. Inconsistent models can be exchanged; it is the responsibility of the tool vendor to check and enforce constraints.

Stereotypes

Scheme ROOM_design_models

	-- additions for replication



Properties 

replicationFactor: Integer

	applies to	Reference





Multiple Containment

Concepts

In ROOM, two or more actors nested arbitrarily deeply within subactor components can be made equivalent.  Their references are treated not only as references of the same specification, but of the same entity.

Metamodel

The abstract definition of the Equivalence metatype does not define how ReferencePaths are interpreted, leaving that for individual schemes.  ROOM interprets a path as a set of ROOMActorRefs. Exactly one of the ROOMActorRefs will be a topElement of the top-level specification and refers to a lower context where the next reference can be interpreted.  The last reference is a member of the equivalence.

Stereotypes

Scheme ROOM_design_models

	-- 

Properties

-- properties used in ROOMReferencePath stereotype

top: Reference

applies to	Reference 

equiv: Reference

applies to	Reference 

reachesEquiv(Reference): Boolean

applies to	Reference

reachFromRoot(Reference): Boolean

applies to	Reference



Definitions

	-- [Q6] top reference within the context: reference without

	--      a reference context above it

Reference

	define

		top = 

self.links.select( link |

				not self.links.includes( preceding |

					preceding.referent.topElement.includes(link)));

	-- [Q7] equivalent reference: reference without a reference

	--      below it in the set

		equiv =

			self.links.select ( link |

				not self.links.includes( follow |

					link.referent.topElements.includes(follow)));

	-- [Q8] recursive predicate: link has path to equivalence

		reachesEquiv(link) =

			(link = self.equiv) or

			reachesEquiv(link.referent.topElements.select(next |

				self.links.includes(next) ));

	-- [Q9] recursive predicate: link has path from top context

		reachFromRoot(link) =

			(link = self.top) or														reachFromRoot(link.container.references.select(pre |

				self.links.includes(pre) ) )



Stereotypes 

ROOMEquivalence

	applies to	Equivalence

	invariant

		-- [1] only actors can be equivalent

			self.context.stereotypes.includes(ROOMActorClass);

		-- [2] ReferencePaths are ROOM stereotypes

			self.paths.forAll(path |

path.stereotypes.includes(ROOMReferencePath));

		-- [3] each ReferencePath shares the equated reference

			self.paths. links.exists( ref |

				paths.forAll( path |

					path.equiv = ref ) );

		-- [4] each ReferencePath has a top context reference

			self.paths.forAll( path |

				self.topElements.includes(path.top) )

	end



ROOMReferencePath

	applies to	Reference

	invariant

		-- [1] part of a ROOM equivalence

		self.equivalence.stereotypes.includes(ROOMEquivalence);

		-- [2] links are actor references only

		self.links.stereotypes.includes(ROOMActorRef);

		-- [3] all links are on path to equivalence

		self.links.forAll( link |

				self.reachesEquiv(link) );

		-- [3] all links are on path from top context

		self.links.forAll( link |

				self.reachFromRoot(link) )

	end



end scheme

Example

The actor  models  in � REF _Ref377098863 \* MERGEFORMAT �Figure 10� show two uses of  an actor ActorC.  The reference names are CinA and CinB.  We wish to make these actors equivalent: the two uses should not indicate just the same actor class specification, but the same run-time actor instance.
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Figure � SEQ Figure \* ARABIC �10�: Multiple Containment models

This is modelled by the actor structure and equivalences of � REF _Ref377101305 \* MERGEFORMAT �Figure 11�.  For clarity, the ports, bindings and protocol structures have been omitted. The ROOMReferencePaths contain sets of references indicating contexts of specifications from the top-level ActorA specification down to the use of ActorC.

� EMBED Word.Picture.6  ���

Figure � SEQ Figure \* ARABIC �11�: Multiple Containment structure

Scheme for Catalysis collaborations

Catalysis [DSW97]� is a system development strategy that lays strong emphasis on layered design and component-based development. We pick out here just one of the interesting features of Catalysis: collaborations and their composition, and sketch how they would be supported by the meta-model.

Catalysis collaborations

This Catalysis collaboration shows the relationship of Customers to Retailers. It shows the Catalysis Action ‘sell’, in which cash and Products are transferred in opposite directions. 

�EMBED Word.Picture.6���

The collaboration as a whole is a Specification. But in program code or a business situation considered to conform to this model, there need be no discernible objects representing instances of the collaboration. The only objects are those of the types defined within the collaboration (like Customer and Retailer).  

A Catalysis action-spec like “sell” is a generalised operation, specified with a postcondition. Catalysis allows actions to be generalised, with no specific sender or receiver – these will be decided later in the design process; all we know at present is that this interaction can occur. (Actions may also be implemented with a sequence of smaller operations. However, we will not go into that here.) 

The owner of the sell action-spec is the collaboration, which also contains the Catalysis types defined within it. Some of these “role-specs” are marked <...> meaning that they can be substituted when the collaboration is composed with others.

Here is an instance diagram for part of the above example:
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Scheme Catalysis_collaborations

	Properties

		effectspec : Expression

			applies to	OperationOut

		roleSpecs :	Set(Specification)

			applies to	Specification



	Stereotypes

		CatCollaboration 

			applies to 	Specification

			invariant

				-- The operations are Catalysis Actions;

				( definedFeatures

				.select(allTypes.includes(OperationOut))

				.forAll (stereotypes.includes(CatAction)) 

				);

				-- define roleSpecs as CatTypes;

				(roleSpecs

				.forAll(stereotypes.includes(CatType))

				);

				–– its Actions and Types are substitutable

				( topElements.includesAll(

					definedFeatures.union(roleSpecs))

				);

				( topElements.forAll(isSubstitutable) )

			end

	

	CatAction

			applies to	 OperationOut

			invariant

				signature.params.referent.container = owner

			end



end scheme



Catalysis collaboration composition

After designing a generic package of collaborating objects, it can be composed with others to make a larger one. In the resulting composition, each object may play roles from several of the constituent collaborations. A complete design can be built by plugging collaborations together in this way.

This second collaboration  defines the actions (make_order, deliver, pay) between two types, Buyer and Vendor. When the package is applied in a design, these two can be made to refer to different roles within the same type of object; but this is a generic package and that decision is left open here. Several of the types are <placeholders>. When the collaboration is composed in a design, these may be renamed and unified with other type-specifications.
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There is also a “placeholder action”, <depletion>. This is defined within the package to represent any action that depletes the Buyer’s stock. When the designer combines this framework with another, there will be types which play the role of both Buyer and something else; this constraint will apply to the actions defined by the other roles. After defining what actions count as depletions, the spec goes on to say that a depletion must always ensure that when stock gets low, it is re-ordered.

A Shop is a type of object that plays the roles of both Retailer and Buyer. So now we compose the two collaborations into a single picture, with Customer, Shop, and Distributor as the key players. In Public_Vending, the Retailer’s stock is represented as a set of Things, each of which is an example of a Product; so this model must be tied up, using an invariant, with the Retailer’s stock which had been modelled as an integer for any Product.
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The final step is to implement the types with classes. Supposing that Shop:sell is not refined further, but implemented as a single message, the designer will have to observe Commercial_Sale::depletion whenever stocks get depleted. In this case, the only known way of creating an Order when necessary is using make_Order – so a call to this will sometimes have to be part of executing sell. 

Here is a partial instance diagram of the composition:

� EMBED Word.Picture.6  ���

Each instantiation of a generic collaboration is a Substitution Refinement, stereotyped as a CatCollabImport. The two collaborations are composed into one by them.

Where there are several substitutees to one substituter (e.g. Shop substitutes Customer and Retailer) the Catalysis interpretation is that the definedFeatures of the substituter include all those of the substitutees.

Model Access



The RFP requires that submissions define the interfaces that enable models  or model elements created by one tool to be accessed from another tool. The model can be either an import facility or a connection facility or both. 



For the connection facility the Meta-Object Facility can be used as an interface for storing and retrieving models. One tool would simply use the Meta-Object Facility to store the model and a second tool could then use the Meta-Object Facility to retrieve that model. This assumes that the Meta-Object Facility is implemented using some kind of persistent store (e.g. a repository). At the time of the writing of this initial submission the Meta-Object Facility has not been defined and therefore we are not able to provide any additional details. It is expected that by the time the final submissions are due for the OA&D RFP, we will be able to describe how the Meta-Object facility can be used to connect to a repository.



We anticipate that the final submission will also include descriptions of additional methods of exchanging models such as using an “import” facility in which entire model is exchange via persistent store (e.g. a file) whose format is understood by both tools.





Relationship to Meta-Object Facility

The RFP requires  that submissions address the relationship between the meta-model constructs represented in the OA&D objects and the meta-meta-model specifications of the Meta-Object Facility(MOF).



At the time of the writing of this initial submission the Meta-Object Facility is not defined. It is expected that during the convergence period it will be possible to align the MOF and OA&D responses.



Relationship to Business Object Facility



The RFP requires that submissions address the relationship between the meta-model constructs represented in the OA&D objects and the metadata specifications of the Business Object Facility.



At the time of the writing of this initial submission the Business Object Facility (BOF) is not defined. It is expected that it will be possible for the Business Object Facility to use the OA&D facility as a client for storing some or all of its metadata.



Relationship to CORBA Interface Repository



The RFP requires that submissions address the relationship between the OA&D interfaces to models and the CORBA Interface Repository representation of interfaces to those objects.



At the time of the writing of this initial submission we don’t believe there are any conflicts. If, during the convergence period, any are found they will be resolved.



Relationship to other CORBAServices

The RFP requires that submissions address the use of CORBAServices where appropriate and reasonable.



At the time of the writing of this initial submission we intend to use the Meta-Object Facility, which is not yet defined,  to provide a mechanism for tools to exchange OA&D models. If, in the final submission, we include descriptions of additional mechanisms for exchanging OA&D models, such as an “import” facility, then CORBAServices will be used where appropriate and reasonable.





Technology

Proof of concepts by existing technology

The use of meta-models to define the structure of information models is well-known and straightforward.  At least one existing project within IBM has used meta-models described in a notation extremely similar to that in this proposal to define the information content for a CASE tool.



The core meta-model elements which support composite objects and meta-model dynamic components which support behaviours are supported by the ObjecTime toolset and have been used successfully to build commercial products.



A superset of the OCL language called IBEL - Integrated Business Engineering Language - is currently being used within projects within IBM’s Insurance Solutions Development Centre to define business models and meta-models, and automated parsers and interpreters for this language exist at the time of writing, although they are not commercially available as separate products.



Tool options

The RFP asks for tool interoperability. As the metamodel contains model elements, but also many formally specified constraints, it should be made clear how tools may implement the semantics of these constraints.

The semantics of the metamodel must hold for any valid model. Semantics for specific model-kinds (like Java, Smalltalk) only apply to specific models.

A tool may use the semantic specification in several ways, depending on the environment, its users, its possible usage. In general a tool will have three options:

check the semantics on every change to a model. This will deliver an error message whenever a change breaks an invariant and the tool will disallow the change to be performed. This is very strict.

the tool check the semantics when asked. A user can make many changes to the model and  ask for a check at a convenient time. After the check, there will be a (possibly empty) list of errors. The user can either ignore these and run the check again later on, or the user can try to solve the errors.

the tool may ignore the semantics completely.

the tool may have a special user interface which enforces the semantics. This is identical to a syntax-directed editor for programming languages. The user is only able to insert constructs that are allowed by the semantics.

the semantic invariants can be labelled in order of priority, so that a tool may be asked to check the invariants up to a certain priority level, or may apply the options listed above differently at different priorities.

In general we expect that a conforming tool will be able to check the general metamodel semantic constraints, as these constraint are part of the standard. The additional semantics of the different model-kinds are not part of the standard and some tools may choose to ignore these semantics completely.

As the models are interchangeable, we see an opportunity for specialized tools for special tasks. We might have a drawing tool, which enables us to create models in a visual way, like many CASE tools today. There might be a separate checking-tool, which will take the model from the drawing tool and check all the constraints for the specific model-kind, possibly by interpretation of the scheme definition language. A third tool might be specialized for generating Java-code. It will take the model as input and generate Java code as output. Yet another tool might reverse engineer Java code and produce a model which can be used by the others. The following figure shows such a suite of tools.

The advantage of this approach will be that users can choose their favourite drawing case tool and separately buy a code-generator from a different party. Users can assemble their own ideal environment. 
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Appendix A: OCL Specification

This appendix describes the expression language used to describe the constraints in this document. It serves as an introduction in using and understanding the language and should be read by anyone who needs to understand this document. The language is called OCL, which is an acronym for Object Constraint Language.

Each constraint in the main document and each variant in one of the schemes is an OCL expression as described in this appendix. At the end of this appendix a grammar for OCL is given. All constraint and schemes in the main document have been parsed correctly by a parser generated from this grammar.

Legend

All text with the courier typeface like below are OCL expressions:

'This is an OCL expression'



The underlined word before an OCL expression determines the context for the expression:

ObjectType

'this is an OCL expression in the context of ObjectType'



Words in italics within the paragraphs refer to parts of OCL expressions.

Why OCL ?

The OCL language plays a major role in the meta-model to enable specification of rules, constraints, assertions, derived queries etc. in a formal way.  This enables formal specification and checking of the models.

OCL is a pure expression language. Therefore, an OCL expression is guaranteed to be without side-effect. It cannot change anything in the model. This means that the state of the system will never change because of an OCL expression. All values for all objects, including all links will not change. Whenever an OCL expression is evaluated, it delivers a value. 

OCL is not a programming language, so you cannot write program logic or flow control in OCL. Especially, you cannot invoke processes or activate operations within OCL. Because OCL is a modeling language in the first place, not everything in it is promised to be directly executable. 

OCL is a typed language, so each OCL expression has a type. In a correct OCL expression all types used must be type conformant. E.g., you cannot compare an Integer with a String.

As a modeling language, all implementation issues are out of scope and cannot be expressed in OCL.

Each OCL expression is conceptually atomic. The state of the objects in the system cannot change during evaluation.

Where to use OCL

OCL is being used at several places within this proposal for several purposes.

Specify constraints on the model. All constraints are OCL expressions of type Boolean. 

Specify type invariants for Stereotypes. All the invariants are OCL expressions of type Boolean.

Specify derived queries. A derived query is written as:

			query = expression



where query is the name of the derived query and expression the derivation. Because queries may have parameters, the derivation may also have one or more parameters as in one of:

		query(a, b) = expression

      query(a :Type1, b : Type2) = expression



The parameters of the derived query, in this example a and b, can be used in the expression at the right hand side of the equals sign.

Derived queries can also be described by a recursive expression. It is the modeller’s task to make sure that the recursion is well-defined.

A derived query can also be read as a Boolean typed OCL expression, where the lefthandside of the equals sign must always be equal to the right hand side.  

An Object Type Diagram used as example

The diagram below is used in the examples in the description of OCL.
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Basic values and valuetypes

In OCL, a number of basic valuetypes are predefined and available to the modeller at all time. These predefined value types are independent of any object model and considered to be part of the definition of OCL.

The most basic value in OCL is a value of one of the basic valuetypes. Some basic valuetypes used in the examples in this appendix, with corresponding values, are:

type� values��Boolean�true, false��Integer�1, 2, 34, 26524, ...��Real�1.5, 3.14,  ...��Date�12-august-1996, ...��String�'strange thoughts'��

Any value in the right column under values is a valid OCL expression.

The valuetypes used in the meta-model itself are those listed in the meta-model scheme.

Enumeration Types

As shown in the example diagram, new enumeration types can be defined in a model by using:

enum{ value1, value2, value3 }



The values of the enumeration (value1, ...) can be used within expressions.

Two enumeration types are the same if they contain the same values, in any order.

Expressions

OCL defines a number of operations on the predefined valuetypes. The next table gives a number of operations on the predefined types:

type�operations��Integer�*, +, -, /, abs��Real�*, +, -, /, round��Boolean �and, or, xor, not, implies, if-then-else��String�uppercase, concat��

The operations can be used in OCL expressions as shown in the following expressions:

2 * 12 + 27

23.2 * 1.5

not(true)

'apple'.concat('juice')



At the end of this appendix the complete list of operations provided for each valuetype is described. Because OCL is a typed language, the basic value types are organized in a type hierarchy. This hierarchy determines conformance of the different types to each other. You cannot, for example, compare an Integer with a Boolean or a String.

An OCL expression in which all the types 'fit' is a valid expression. An OCL expression in which the types don't fit is an invalid expression. It contains a type conformance error. A type type1 conforms to a type type2 when an instance of type1 can be substituted at each place where an instance of type2  is expected. The type conformance rules for types in the object type diagram are simple.

Each type conforms to its supertype

Type conformance is transitive: if type1 conforms to type2, and type2 conforms to type3, then type1 conforms to type3.

The effect of this is that a type conforms to its supertype, and all the supertypes above.

The type conformance rules for the value types are:

Valuetype� Conforms to��Set�Bag��Sequence�Bag��Integer�Real�� 

In the next table some examples of valid and invalid expressions are shown:

OCL expression� valid?�error��1 + 2 * 34�yes���1 + 'motorcycle'�no�type Integer does not conform to type String��23 * false�no�type Integer does not conform to Boolean��12 + 13.5�yes���

Each OCL expression is written in the context of a model, a number of types/classes their features and associations and their  generalizations. In general, each type in such a model conforms to its supertype.

Self

Each OCL expression is written in the context of a specific instance. In an OCL expression the name self is used to refer to the contextual instance. If the context is Company, then self refers to an instance of Company. In the expression

self.numberOfEmployees



self  is an instance of object type Company. We can see the self as the object where we start the expression from.

In this document, the type of the context instance of an OCL expression (self) is written with the name of the type underlined as follows:

Company

self.numberOfEmployees



In most cases, self can be left out, because the context is clear, as in the above examples.



Comment

Comments in OCL are written between double quotes, or after two dashes. For example:

"this is a comment"

-- this is a comment



are both OCL comments. Nesting of comments is not allowed.

Objects and queries

OCL expressions can refer to object types and queries that are defined on the object types. There are two kinds of queries: properties and roles (also called AssociationRoles). Both kind of queries use the same so-called dot-syntax.

Queries

The value of a property on an object which is defined in an object type diagram is specified by a dot followed by the name of the property. For example for an object of type Person referred to by self we can write the OCL expression:

Person

self



The value of the above expression is the instance to which self refers. The type of this expression is the type of self, which is Person.

A query on an object is written using the so-called dot-notation:

self.query



if self is a reference to an object, then self.query is the value of the query query on self. A query can be either a property or a role.

Queries: properties

For example, the age of a Person is written as

Person

self.age



The value of this expression is the value of the age query on the Person self. The type of this expression is the type of the query age, which is the basic valuetype Integer. 

With this kind of queries, and the operations defined on the basic value types we can express calculations, queries etc. over the business object model. For example: a business rule might be that the age of a Person is always greater or equal to zero. This can be stated as the constraint:

Person

self.age >= 0



To answer the question: 'Is this person an adult ?', we can write the OCL expression:

Person

self.age >= 18



Properties may have parameters, e.g. in the example diagram shown earlier, a Person object has an income expressed as a function of the date. This property would be accessed as follows, for a Person aPerson and a date aDate:

aPerson.income(aDate)



The property itself would be defined by an invariant of the following form

Person

self.income(d) = .... some function of d ...



The right-hand-side of this definition may refer to the property being defined, i.e. the definition may be recursive, so long as the recursion is well-defined.

Queries: navigation

Starting from a specific object, we can navigate an association on the object type diagram to refer to other objects and their properties. To do so we navigate the association by using the role query: 

object.rolename



The value of this expression is the set of objects on the other side of the rolename association. If the multiplicity of the role equals one, then the value of this expression is a Set of objects with one element only. In the example object type diagram, when we start in the context of a Company (i.e. self is an instance of Company), we can write:

Company

	self.manager		is of type	Set(Person)

	self.employees	is of type	Set(Person)



The first example will result in a Set with one element, because the cardinality of the association is one. Such a set if also called a singleton set. By default navigation will result in a Set. When the association on the Object Type Diagram is adorned with {ordered} the navigation will result in a Sequence.

To get the instance inside a singleton Set we use a query on the Set called member. The query member will result in the only element from the Set. In the above example we can write:

Company

self.manager.member





which results in the Person object from the set self.manager. Because this is a singleton set, the Person will be the (one and only) manager of the Company self. The expression:

Company

self.manager.member.age



is the value of the age query on the manager. This is of type Integer. 

Collections are predefined object types in OCL and have a number of predefined queries on them. We can use queries on sets as in the next example which is in the context of a person:

Person

self.employers.size



which evaluates to the number of employers of self. Or

Person

self.employers.isEmpty



which is true if the set of employers is empty, and false otherwise.

Missing rolenames

Whenever a rolename is missing at one of the ends of an association, the name of the object type at the association end, starting with a lowercase character, is used as the rolename. If the multiplicity is greater than one, then this name is pluralized.

Navigation over association with multiplicity zero or one.

Because the multiplicity of the role manager is one, it can be inferred that self.manager is a Set with only one element. In this special case, we can use this expression both as a Set, and as if it were the manager object itself. The query following the expression determines unambiguously which one we are referring to:

Company

self.manager.size -- ‘self.manager’ is used as Set, because

                  -- ‘size’ is a query on Set and not on

                  -- Person

self.manager.age  -- ‘self.manager’ is used as Person, because

                  -- ‘age’ is a query on Person, not on Set  



In general, whenever there is a conflict, in case a feature is defined on both the Collection and the member, it is always interpreted as the Feature on the Collection. If you need the feature on the member, this has to be specified explicitly. 

Combining queries and navigation

Query and navigation can be combined to make more complicated expressions. An important rule is that an OCL expression always evaluates to a specific object of a specific type. On this result one can always apply another query. Therefore each OCL expression can be read and evaluated left-to-right. 

The following table contains a number of constraints on the example object type diagram:

constraint� context�OCL expression��married people are of age >= 18�Person�not(self.wife.isEmpty) implies self.wife.age >= 18 and

not(self.husband.isEmpty) implies self.husband.age >= 18��a company has at most 50 employees�Company�self.employees.size <= 50��A marriage is between a female(wife) and male(husband)`�Marriage�self.wife.sex = female and

self.husband.sex = male��A person can not both have a wife and a husband�Person�not ((self.wife.size = 1) and (self.husband.size = 1))��- or -��self.wife.isEmpty or self.husband.isEmpty��

Queries and navigation can also be used to specify derived properties of objects:

derived property� context�OCL expression��isMarried�Person�isMarried = ((self.husband.size = 1) or (self.wife.size = 1))

- or -

isMarried = (self.husband.union(self.wife).size = 1)��numberOfEmployees�Company�self.employees.size��

Where 'union' is a query on the predefined type Collection, which results in the union of two collections. At the end of this chapter the available operations on sets are described. 

Navigation to association types

Navigation as described in the previous section works only for direct associations. To specify navigation to association types (Job and Marriage in the example), OCL uses a dot:

Person

self.jobs



This evaluates to a Set of all the jobs a person has with the companies that are his/her employer. In the case of an association type there is no explicit rolename. The name jobs used in this navigation is the name of the association object type starting with a lowercase character and pluralized, similar to the way describer in the section “Missing Rolenames” above.

Navigation from association types

We can navigate from the association type itself to the objects that participate in the association. This done using an arrow ‘->‘ notation.

Job

self->employers



Navigation from an association type to one of the objects on the association will always deliver exactly one object by definition of the association type. Therefore the result of this navigation is exactly one object, not a Set.

Collection operations

Apart from navigation from association types, navigation will always result in a collection, therefore the collection types play an important role in OCL expressions.

The type Collection is predefined in OCL. The Collection type defines a large number of predefined operations to enable the OCL expression author (the modeller) to manipulate sets. In line with the definition of OCL as an expression language, collection operations never change collections. They may result in a collection, but rather than changing the original collection they project the result into a new collection.

OCL distinguishes three different collection types: Set, Sequence and Bag.  A Set is the mathematical set. It does not contain duplicate elements. A Bag is a set which may contain duplicates, i.e. the same element may be in a bag twice or more. A Sequence is a Bag in which the elements are ordered. Both Bags and Sets have no order defined on them. Sets, Sequences and Bags can be specified by a literal in  OCL. The elements of the collection are surrounded by curly brackets, elements in the collection are written within, separated by commas. The type of the collection is written before the curly brackets:

Set { 1 , 2 , 5 , 88 }

Set { 'apple' , 'orange', 'strawberry' }



A Sequence:

Sequence { 1, 3, 45, 2, 3 }

Sequence { 'ape', 'nut' }



A bag:

Bag {1 , 3 , 4, 3, 5 }



Because of the usefulness of a Sequence of consecutive Integers there is a separate literal to create them. The elements inside the curly brackets can be replaced by an interval specification, which consists of two expression of type Integer, Int-expr1 and Int-expr2,  separated by ‘..’. This denotes all the Integers between the values of Int-expr1 and Int-expr2, including the values of Int-expr1 and Int-expr2 themselves:

Sequence{ 1..(6 + 4) }  

Sequence{ 1..10 }

-- are both identical to

Sequence{ 1, 2, 3, 4, 5, 6, 7, 8, 9, 10 }



The complete list of Collection queries are described at the end of this appendix. The following table shows a number of typical operations. The assumption is that s and t are both collections of objects of type T and o is an object of type T.  The queries mentioned in the table are valid for all three kinds of collections. Apart from these, each specific kind of collection has a number of specific queries.

query

� returned value type�description

��s1 = s2�Boolean�true if s1 and s2 contain exactly the same elements.��s.size�Integer�the number of elements��s.includes(o)�Boolean�is o a member of s ?��s.union(t)�Collection�the union of s and t��s.intersection(t)�Collection�the intersection of s and t��s.include(o)�Collection�the collection containing all elements of s plus o��s.exclude(o)�Collection�the collection containing all elements of s apart from o��s.member�T�the single element from s when s.size = 1��s.sum�T�the addition of all elements in s. Elements must be of a type supporting addition (like Integer and Real).��s.isEmpty�Boolean�is s the empty set ? (s.size=0)��

Collections can be specified by literals, as described above. The only other way to get a collection is by navigation. To be more precise, the only ways of getting a set, sequence or a bag are:

a literal, this will result in a Set, Sequence or Bag:

Set      {1 , 2, 3 , 5 , 7 , 11, 13, 17 }

Sequence {1 , 2, 3 , 5 , 7 , 11, 13, 17 }

Bag      {1, 2, 3, 2, 1}



a navigation starting from a single object will always result in a collection (possibly with zero or one element) , e.g.:

Company

self.employees



queries on collections may result in new collections. E.g:

collection1.union(collection2)



Collections of Collections

Within OCL, all Collections of Collections are automatically flattened. Therefore the following two expressions have the same value:

Set{ Set{1, 2}, Set{3, 4}, Set{5, 6} }



Set{ 1, 2, 3, 4, 5, 6 }



Special Collection queries

OCL defines several special queries on the collection types. These queries are specifically meant to enable a flexible and powerful way of projecting new collections from existing ones. The different constructs are described in the following sections.

Select and Reject queries

Sometimes an expression using queries and navigations delivers a collection, while we are interested only in a special subset of the collection. OCL has special constructs to specify a selection from a specific collection. These are the select and reject features. The select specifies a subset of a collection. A select is a query on a collection and is specified using the dot-syntax:

collection.select( ... )



The parameter of select has a special syntax which enables one to specify which elements of the collection we want to select. There are three different forms, of which the most simple one is:

collection.select( boolean-expression )



This results in a collection which contains all the elements from collection for which the boolean-expression evaluates to true. To find the result of this expression, for each element in collection the expression boolean-expression is evaluated. If this evaluates to true, the element is included in the result collection, otherwise not. As an example, the next OCL expression specifies all the employees older than 50 years:

Company

self.employees.select(age > 50)



The self.employees is of type Set(Person). The select takes each person from self.employees and evaluates age > 50 for this person. 

As shown in the previous example, the context for the expression in the select argument is the element of the collection on which the select is queried. Thus the age query is taken in the context of a person. 

In the above example, it is impossible to refer to the persons themselves; you can only refer to queries on them. To enable to refer to the persons themselves there is a more general syntax for the select expression:

collection.select( v | boolean-expression-with-v )



The variable v is called the iterator. When the select is evaluated, v iterates over the collection and the boolean-expression-with-v is evaluated for each v. The v is a reference to the object from the collection and can be used to refer to the objects themselves from the collection. The two examples below are identical:

Company

self.employees.select(age > 50)



Company

self.employees.select(p | p.age > 50)



The result of the complete select is the collection of persons p for which the p.age > 50 evaluates to True. This amounts a subset of self.employees.

As a final extension to the select syntax the expected type of the variable v can be given. The select now is written as:

collection.select( Type v | boolean-expression-with-v )



The meaning of this is that the objects in collection must be of type Type. The next example is identical to the previous examples:

Company

self.employees.select(Person p | p.age > 50)



The compete select block now looks like one of: 

collection.select( Type v | boolean-expression-with-v )

collection.select( v | boolean-expression-with-v )

collection.select( boolean-expression )



To get the collection of employees who are married we write:

Company

self.employees.select( isMarried )



Or the collection of employees who are married after 12-jul-96:

Company

self.employees.select( p |

						p.marriage.date > '12-jul-96'.asDate )



The Reject construct is identical to the select construct, but with reject we get the subset of all the elements of the collection for which the expression evaluates to False . The reject syntax is identical to the select syntax:

collection.reject( Type v | boolean-expression-with-v )

collection.reject( v | boolean-expression-with-v )

collection.reject( boolean-expression )



As an example, specify all the employees who are not married:

Company

self.employees.reject( isMarried )



The reject construct is available in OCL for convenience, because each reject can be restated as a select with the negated expression. Therefore the following two expressions are identical:

collection.reject( Type v  | boolean-expression-with-v )

collection.select( Type v  | not (boolean-expression-with-v) )



Collect query

As shown in the previous section, the select and reject queries always result in a sub-collection of the original collection. When we want to specify a collection which is derived from some other collection, but which contains different objects from the original collection (i.e. it is not a sub-collection), we can use a collect query. The collect query uses the same syntax as the select and reject and is written as one of:

collection.collect( Type v | expression-with-v )

collection.collect( v | expression-with-v )

collection.collect( expression )



The value of the reject query is the collection of the results of all the evaluations of expression-with-v. 

An example: specify the collection of birthDates for all employees in the context of a company. his can be written as one of:

Company

self.employees.collect( birthDate )

self.employees.collect( person | person.birthDate )

self.employees.collect( Person person | person.birthDate )



For example specify: the collection of Strings composed from the firstname and the lastname of all employees:

Company

self.employees.collect( Person p |

						p.firstname.concat(' ').concat(p.lastname))



Shorthand for collect

Because navigation through many objects is very common, there is a shorthand notation for the collect which makes the OCL expressions more readable. Instead of

self.employees.collect(birthdate)



we can also write:

self.employees.birthdate



In general, when we apply a feature (navigation or query) to a Collection, which is not defined on the Collection, then automatically it will be interpreted as a collect over the members of the Collection with the specified feature. This is in line with the shorthand for ‘member’, which we can also leave out. If a feature is defined both on the Collection and its members it is interpreted as the Collection feature. In this case the collect has to be specified explicitly.  

ForAll query

Many times a constraint is needed on all elements of a collection. The forAll query in OCL allows to specify a boolean expression which must hold for all objects in a collection:

collection.forAll( Type v | boolean-expression-with-v )

collection.forAll( v | boolean-expression-with-v )

collection.forAll( boolean-expression )



This forAll expression results in a Boolean. The result is true if the boolean-expression-with-v is true for all elements of collection. If the boolean-expression-with-v is false for one or more v in collection, then the complete expression evaluates to false. For example, in the context of a company:

Company

self.employees.forAll( forename = 'Jack' )

self.employees.forAll( p | p.forename = 'Jack' )

self.employees.forAll( Person p | p.forename = 'Jack' )



This expression evaluates to true if the forename query of each employee equals to 'Jack'. 

Exists query

Many times one needs to know whether there is at least one element in a collection for which a constraint holds. The exists query in OCL allows to specify a boolean expression which must hold for at least one object in a collection:

collection.exists( Type v | boolean-expression-with-v )

collection.exists( v | boolean-expression-with-v )

collection.exists( boolean-expression )



This forAll expression results in a Boolean. The result is true if the boolean-expression-with-v is true for at least one element of collection. If the boolean-expression-with-v is false for all v in collection, then the complete expression evaluates to false. For example, in the context of a company:

Company

self.employees.exists( forename = 'Jack' )

self.employees.exists( p | p.forename = 'Jack' )

self.employees.exists( Person p | p.forename = 'Jack' )



This expression evaluates to true if the forename query of at least one employee equals to 'Jack'.

Some complex examples:

The select, reject and collect queries described in the previous sections can be combined arbitrarily to specify more complex expressions. This section shows a number of more complex OCL expressions as examples of what can be expressed.

The collection of the ages of all employees called Fred. In OCL syntax this looks as follows:

Company

self.employees.select(name = 'Fred').collect(age)



The collection of Strings composed of the firstname and lastname of all employees named Fred. In the OCL this is specified as follows:

Company

self.employees.select(name = 'Fred').

              collect(firstname.concat(' ').concat(lastname))



or

Company

self.employees.select(p | p.firstname =  'Fred').

	collect(p | p.firstname.concat(' ').concat(p.lastname))



Two persons who are married are not allowed to work at the same company:

Person

self.wife.employers.intersection(self.employers).isEmpty and

self.husband.employers.intersection(self.employers).isEmpty



another solution:

Person

self.employers.intersection(self.wife.employers).isEmpty and 

self.employers.intersection(self.husband.employers).isEmpty



or yet

Person

self.employers.intersection(self.wife.union(self.husband).

										collect(employers)).isEmpty )



yet another solution:

Person

self.employers.intersection(self.wife.employers.union(

								self.husband.employers)).isEmpty



Person

self.employers.intersection(self.wife.collect(employers).union(self.husband.collect(employers))).isEmpty



This constraint can also be written in the context of a company. This makes the most simple expression:

Company

self.employees.collect(wife).intersection(self.employees)

.isEmpty



Undefined values

Whenever an OCL expression is being evaluated, there is a possibility that one or more of the queries in the expression are undefined. If this is the case, then the complete expression will be undefined.

Examples using OCL

This chapter contains an example object type diagram, and a number of examples for writing OCL expression on this diagram. The example is taken from a random domain to enable readers to focus on the OCL constructs, and not on the contents of the model.
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Many of the following examples have more than one solution. In the following examples OCL expression are used to specify derived information:



All the planes in which an crewmember flies

Crewmember

self.crews.collect(c | c->plane)



All the airports where a crewmember flies from

Crewmember

self.crews.collect(c | c->flights).collect(startpoint)



A crewmember can be a crew member for one carrier only

Crewmember

self.crews.collect(Crew c | c->plane.owner).size = 1



The total time that a crewmember is flying

Crewmember

self.crews.collect( c | c->flights).collect(duration).sum



The address list of the crew for a flight

Flight

self.crews.collect(crewmembers).collect(address)



or the shorthanbd version:

self.crews.crewmembers.address



The total cost of a flight, which consists of the cost of the plane and the cost of the crew

Flight

self.plane.cost + 

				self.crew.collect(crewmembers).collect(cost).sum



The departure and arrival airport of a flight may not be the same

Flight

not( self.startpoint = self.destination )

or

Airport

self.departingflights.intersection(

							self.arrivingflights).isEmpty



A flight that has a duration of over 4 hours must be a jet

Flight

(self.duration > '4 hours'.asTime) implies

											self.plane.type = Jet



Each crew has at least two pilots

Crew

self.crewmembers.select( job=pilot ).size >= 2



Queries on standard valuetypes

OCL contains standard valuetypes. A number of queries on these types are defined and can be used within expressions.

Basic valuetypes

The basic valuetypes used are Integer, Real, String and Boolean. They are supplemented with the Time valuetype. Time is identical to the positive Real values, with the addition of the value ‘infinity’.  They are also supplemented with the Uninterpreted valuetype. Uninterpreted is a “blob”, a binary string with no operations on it.

The Integer, Real, String and Time valuetypes are not worked out completely, but considered to have the standard queries like +, -, *, /, abs, etc.  Some specific queries on strings are shown below:

String���� query

� returned value type�description

��s1 = s2�Boolean�do s1 and s2 contain the same characters, in the same order ?��s.size�Integer�the number characters in s��s1.concat(s2)�String�the concatenation of s1 and s2��

Boolean

In the following table b, b1 and b2 are Boolean expressions

Boolean���� query

� returned value type�description

��b1 = b2�Boolean�is b1 the same as b2  ?��b1 or b2�Boolean�the boolean or operation��b1 xor b2�Boolean�the boolean exclusive or operation��b1 and b2�Boolean�the boolean and operation��not b�Boolean�the negation of b��b1 implies b2�Boolean�(not b1) or (b1 and b2) ��if b then expr1 else expr2�expr1.type�if b is true the result is the evaluated expr1 otherwise the evaluation of expr2��

Collection related valuetypes

The following table gives the observations on collections. I.e. these observations are available on Set, Bag and Sequence

Collection

Collection(T)���� query

� returned value type�description

��s1 = s2�Boolean�do s1 and s2 contain the same elements ?��s.size�Integer�the number of elements��s.includes(o)�Boolean�is o a member of s ?��s1.includesAll(s2)�Boolean�does  s1 contain all the members of s2 ?��s.member�T�the only element from s. Applicable only if s contains exactly one element 

pre: s.size = 1��s.isEmpty�Boolean�is s the empty set ? (s.size=0)��s.sum�T�the addition of all elements in s. Elements must be of a type supporting addition (like Integer and Real)��s.exists(expr)�Boolean�is there an element of s for which expr is true ?��s.forAll(expr)�Boolean�is expr true for each element in s ?��

Set

Set(T)����query

� returned value type�description

��s.union(t)�Set(T)�the union of s and t��s.intersection(t)�Set(T)�the intersection of s and t��s - t�Set(T)�the elements of s, which are not in t��s.include(o)�Set(T)�the collection containing all elements of s plus o��s.exclude(o)�Set(T)�the collection containing all elements of s apart from o��s.symmetricDifference(t)�Set(T)�the collection containing all the elements that are in s or in t, but not in both��s.select(expr)�Set(expr.type)�the subset of s for which expr is true��s.reject(expr)�Set(expr.type)�the subset of s for which expr is false��s.collect(expr)�Bag(expr.type)�the Bag of elements which results from applying expr to every member of s��s.asSequence�Sequence(T)�a Sequence containing all the elements from s, in random order.��s.asBag�Bag(T)�a Bag containing all the elements from s.��

Bag

Bag����query

� returned value type�description

��b1.union(b2)�Bag(T)�the union of b1 and b2��b1.intersection(b2)�Bag(T)�the intersection of b1 and b2��b.include(o)�Bag(T)�the collection containing all elements of b plus o��b.exclude(o)�Bag(T)�the collection containing all elements of b apart from all occurrences of o��b.select(expr)�Bag(T)�the subbag of b for which expr is true��b.reject(expr)�Bag(T)�the subbag of b for which expr is false��b.collect(expr)�Bag(expr.type)�the Bag of elements which results from applying expr to every member of s��b.asSequence�Sequence(T)�a Sequence containing all the elements from b, in random order.��b.asSet�Set(T)�a Set containing all the elements from b.��

Sequence

Sequence(T)���� query

� returned value type�description

��s.append(t)�Sequence�the sequence of s, followed by the elements of t��s.prepend(t)�Sequence�the intersection of s and t��s.first�T�the first element in s��s.at(i)�T�the i-th element, where I is an Integer.��s.include(o)�Sequence�the sequence containing all elements of s plus o added as the last element��s.exclude(o)�Sequence�the sequence containing all elements of s apart from the first occurrence of o��s.last�T�the last element in s��s.select(expr)�Sequence(T)�the subsequence of s for which expr is true��s.reject(expr)�Sequence(T)�the subsequence of s for which expr is false��s.collect(expr)�Sequence(expr.type)�the Sequence of elements which results from applying expr to every member of s��s.asBag�Bag(T)�a Bag containing all the elements from s.��s.asSet�Set(T)�a Set containing all the elements from s.��

Grammar for OCL

This section describes the grammar for OCL expressions. An LR(1) version of this grammar has been used to check the syntax of the constraints and schemes in this document.

OCLinvariant        ::= expression



expression          ::= ifExpression |

					 	  	  expression binaryOperator expression |

							  postfixExpression |

                        primaryExpression |

                        unaryOperator expression



ifExpression        ::= ‘if’ expression

                         ‘then’ expression 

                         ‘else’ expression 



postfixExpression   ::=expression [ ‘.’ | ‘->‘ ]  featureCall 



primaryExpression   ::= literal |

                        typeSpecifier |

                        featureCall |

                        ‘(‘ expression ‘)’ ;



binaryOperator      ::= 'and' | 'or' | 'xor' | 'implies' | 

                        '=' | '>' | '<' | '>=' | '<=' |

                        '<>' | '+' | '-' | '*' | '/' | '..' 

unaryOperator       ::= '-' | 'not' ;



literal             ::= literalCollection | string | number 



literalCollection   ::= collectionKind ‘{‘ expressionList ‘}’ 

     

typeSpecifier       ::= typeName |

                        ‘enum’ ‘{‘ name [‘,’ name]* ‘}’ |

                        collectionKind ‘(‘ typeSpecifier ‘)’



expressionList      ::= expression [‘,’ expression]*



featureCall         ::= featureName

                        [‘(‘ [declarator]

                             [actualParameterList] ‘)’]



declarator          ::= [typeSpecifier] name ‘|’



actualParameterList ::= expressionList



collectionKind      ::= ‘Set’ | ‘Bag’ | ‘Sequence’ |

                        ‘Collection’

 

featureName         ::= name

name					 ::= LOWERALPHA [ALPHA | DIGIT |‘_’]*

string              ::= ‘’’ CHARACTER ‘’’

number              ::= DIGIT [DIGIT]* ;

typeName            ::= UPPERALPHA [ALPHA | DIGIT |‘_’]*



Appendix B: A Formal Model of Dynamic Semantics 

Here is an overview of the concepts and definitions we are using for our dynamic model. This is intended to cover a wide range of types of behaviour, from simple models of discrete systems evolving by discrete steps to more complex models of continuous change. 

There are two traditions in describing behaviour, one taking events as primitive and deriving some notion of state from possible traces, the other taking state as primitive and defining events as state changes. We have chosen to take state as primitive, as this seems to more easily be adapted to cover continuous behaviours in real time as well as discrete behaviours (viewed as a sequence of steps).

Notational summary: 

Ranges: [ x..y ) = { z | x ( z ( y } and so on; there are four cases, with a square bracket indicating inclusion of the endpoint. 

Pairs: ( x, y ) is an ordered pair with first element x and second element y. 

Functions: considered to be sets of pairs. If f is a function, then dom f is its domain (i.e., the set { x | $y ( ( x, y ) Î f }  ). If X is a set, the f |�ADVANCE \d 3 �X is the domain restriction of f (which has domain X Ç dom f and agrees with f where both are defined).

Sets: We use the conventional notations for union ( È ), intersection ( Ç ), set difference ( \ ), membership ( Î ), and subsets ( Í ). P S is the powerset of S, so X Î P S if X is a subset of S. We define P1 S as P S \ { ( } ; these are the nonempty subsets of S.

Objects, Values, and Situations

Situations describe static observations of a system. 

A mathematical model of a system uses some set of quantities to describe the system, each quantity being represented by some variable. (In the object paradigm, these variables are encapsulated as objects.) We take as given some set Var of variables. These can be considered to be object identifiers. 

Variables are constrained to assume values within some set, as described by a type. For software systems, these sets of values are finite (e.g., Boolean, Character, 32-bit Integer). In the modeling of physical systems, however, real or complex values are sometimes used. We take as given some set Type of types. 

Each type has an associated set of values. We take as given a set Val of values and a function values : Type ( P Val giving the set of values of each type. Each type also comes equipped with a topology. This is a mathematical structure that is needed to define “smooth” change. For finite sets the topology is discrete, so that every change is “abrupt”. The real and complex numbers have a well-known topology that allows for smooth, continuous change. 

A profile is a function from object ids to types. We assume there is some fixed profile prof : Var ( Type. 

A situation is a function from the set of object ids to values, such that every object has a value in its type. We use the letter S to denote the set of situations. Formally:  

S == { v : Var ( Val | " i : Var ( v ( i ) Î values ( prof ( i ) ) }  

We often consider subsituations, where only some subset of the variables are considered. When V is a subset of Var, we denote the set of subsituation over V by S ( V ), defined formally as  

S ( V ) == { v : V ( Val | " i : Var ( v ( i ) Î values ( prof ( i ) ) }

In order to account for the creation and destruction of objects, types should contain the special “null” value (, representing no value at all. This value should be isolated in the topology (that is, {(} should be open) so that creation and destruction are abrupt changes. 

Traces

A trace describes a single evolution of a system in time. We impose some constraints on the way in which systems can change; in particular, observations change smoothly (if they change at all) most of the time. 

Time is measured using real numbers, and starting at zero (so that we are measuring elapsed time rather than absolute time). A trace gives a situation for each time in some interval, which can be bounded (for terminating behaviours) or unbounded. 

An interval is a nonempty convex subset of �ADVANCE \u 3 �R+ (the set of nonnegative real numbers). Convexity means that for any interval I and any times t0, t1 in I, every t ' between t0 and t1 is also in I (i.e., [ t0.. t1 ] Í I ). Any bounded interval is therefore of the form [ t..t ' ], [ t..t '  ), ( t..t ' ], or ( t..t '  ), depending on which of its endpoints it contains. For each of these intervals, we call t the start and t ' the end. An interval is called trivial if it contains exactly one element. 

A set T of times is sparse if any bounded interval contains only finitely many members of T. Equivalently, T is sparse if and only if it contains no limit points. For example, the set of integers is sparse; the set {1/2, 3/4, 7/8, 15/16, ...} is not. Interesting things happen in a trace only at some sparse set of times; this avoids various paradoxical situations described by Zeno. 

A trace is a (partial) function f from R+ to S, mapping from time to situations, that satisfies the following constraints: 

the domain of f is an interval including 0. 

f is usually continuous: the set of times where f is discontinuous is sparse. That is, any bounded interval contains only finitely many points where f is not continuous. 

We define Trace to be the set of traces, and for V Í Var, we let Trace ( V ) denote the set of traces over the variables in V (that is, partial functions from R+ to S ( V ) satisfying the above conditions). 

Note that we allow for discontinuous changes even in the values of objects of continuous type. This simplifies the discussion of subtraces and subbehaviours below, and is realistic in that a sub-trace might not be observing all times, so a continuous object might undergo a large change while a subtrace is not looking. 

When all the types in a profile are discrete, all changes are abrupt (discontinuous) jumps, and by the above constraints these changes occur well separated in time. The evolution of such a system can thus be considered as a sequence of successive situations, each persisting for some interval of time. Often the durations of the situations are ignored, and the evolution is viewed simply as a (finite or infinite) sequence of situations. We call such a view a discrete trace. 

Sub-traces of a trace are formed by considering only a subset of the variables and only a subset of the time interval. The set of times considered should be composed of a set of intervals (which are the times at which the activity described by the sub-trace is happening). We can relate a trace and a subtrace by considering the subset V of variables considered in the subtrace, and finding a mapping from the local time of the subtrace to the global time of the full trace. Such a function w : dom g ( dom f must be continuous, increasing, and differentiable with dw/dt = 1 except possibly on some sparse set. Then we have g ( t ) = f ( w ( t ) ) (V for all t Î dom g. We then say that g is the subtrace of f induced by T and V, where T is the range of function w �. 

We often consider all the times but only some of the variables in a trace. If f ( Trace ( V) and V’ Í V, we let f ¯V’ denote the subtrace of f induced by V’ ; formally, f ¯ V’ and f have the same domain, and for any time t in this domain we have ( f ¯ V’  ) ( t ) = f( t ) (V’. 

Behaviour

A behaviour describes possible things a system or subsystem might do. A behaviour defines a set of objects called the players in the behaviour�; so we have a function players: Behaviour ( P Var. A behaviour also determines a nonempty set of traces over these players, so we have a function traces satisfying  

"B : Behaviour ( traces ( B ) Î P1 ( Trace  ( players ( B ) ) )

We can define several ways to combine two (or more) behaviours into a composite behaviour. Suppose B and B’ are behaviours with players P and P’ respectively. Then we can define 

the sequential composition B ( B’ (provided P = P’ ), which has the set of traces f Î Trace ( P ), where there is some time t for which either the subtrace of f induced by [0..t ) or the subtrace induced by [0..t] is in traces ( B ), and the subtrace of f induced by dom f [ 0..t ) is in traces ( B’ ). So, every trace of B ( B’ consists of a trace in B followed by a trace in B’ (with a suitable shift of the time axis), and with agreement at the time t if it is included in the first trace. Note that any nonterminating trace in B is also a trace in B ( B’. 

the parallel composition B | B’ has the set of traces f ÎTrace ( P (  P’ ) for which f ( P ( traces ( B ) and f ( P’ ( traces ( B’ ). Thus, the behaviours occur concurrently, with agreement on their common players. 

the “hiding” of some players in a behaviour. Given a set X Í Var, we define B \ X to have players players ( B ) \ X and traces { f ¯ ( players ( B ) \ X ) | f ( traces( B ) }. 

the set of partial behaviours of B, denoted partial ( B ) is the set of traces f (Trace ( P ) for which there is a trace f ' Î traces ( B ) such that f Í f '. This implies that f is an initial part of f '. (Partial behaviours allow for incomplete traces, where the overall behaviour is not necessarily finished.) 

the interruption B ( B’ , (provided P = P’ ), defined as B ( ( partial ( B ) ( B’ ). A trace of this behaviour is either a trace of B, or is the initial part of a trace of B followed by a trace of B’. This models the possible interruption of B by B’. 

In a behaviour, some set of variables are considered inputs and some outputs. Thus, we have a function inputs : Behaviour ( P Var satisfying inputs ( B ) Í players ( B ). Two constraints must be satisfied: 

Inputs are unconstrained: for every trace f (Trace ( inputs ( B ) ), there is a trace f ' ( traces ( B ) with those inputs (i.e., f = f ' ¯ inputs (B ) ). 

Outputs do not depend on future inputs. Suppose we have traces f and f ' that agree on their inputs (but not necessarily their outputs) up to time t. Then there must exist a trace f " that agrees with f on its inputs (i.e., f " ¯ inputs ( B ) = f ¯ inputs ( B )  ), and agrees with f ' on its outputs up to time t (i.e., f " ([0..t] = f ' ([0..t] ). 

A behaviour is deterministic if any two traces in the behaviour agreeing on the input variables are in fact identical. 

Some specific behaviours are worth naming: 

skip ( P ) = { { ( 0, s ) } | s Î S ( P ) } is the behaviour of immediate termination. Any trace of this behaviour has an arbitrary situation at time 0 and is terminated. If B is a behaviour with players P, then skip ( P ) ( B has the same players and traces as B. 

any ( P ) = Trace ( P ) is the set of all traces over the players P ; this behaviour allows any observations at all. If B is a behaviour with players P, then any (P ) | B has the same players and traces as B. 

Events and Change

Many models of behaviour take events as a primitive concept. Not so in this model. Events are abstractions of state change. 

We define a change as a set of pairs of situations. An instance of an change is a thus pair of situations (one before, one after) in this set. Thus, we define  

Change == P ( S ( S )  and  

Change ( V ) == P ( S ( V ) ( ( S ( V ) )

An event specifies a set of players and a change over these players, so we have a function players : Event ( P Var and a function change from events satisfying (E : Event ( change ( E ) ( Change ( players ( E ) ). 

Examples of events are “x becomes 1” (represented by the set of pairs of situations (s, s’) where s ( x ) ( 1 and s’ ( x ) = 1  ) or “x increases by at least 2”, represented by pairs (s, s’) where s’ ( x ) ( s ( x ) + 2.� 

This notion of change applies immediately to discrete traces, where we can determine which changes have occurred between two successive situations in the trace. 

If E is an event with players P, f is a trace (over some possibly larger set of players), and I an interval, we say E occurs in f during I if there are times t, t ' Î I ( dom f  with ( f ( t ) ( P, f ( t ' ) ( P ) ( change ( E ). 

Some events occur at points in time in a trace, in the following sense: Suppose E is an event, f a trace. Then E occurs in f at time t if, for every nontrivial interval I containing t, E occurs in f during I. 

We call an event point-like provided whenever it occurs in a trace during an interval, it must occur in that trace at some time in the interval. Formally, E is point-like if, for every trace f and interval I , if E occurs in f during I , then there is some time t ( I for which E occurs in f at time t. So an occurrence of a point-like event is instantaneous. For example, “x becomes 1” and “x becomes at least 3” are point-like, whereas “x increases by at least 2” is not. 

We thus have two sorts of event occurrences in a trace: instantaneous occurrences and occurrences involving two different times, which we will call “binary” occurrences. We define the time of an event occurrence as its time for an instantaneous occurrence, or the greater of the two times for a binary occurrence. We define the duration of an event occurrence as the smallest interval containing both times of a binary event or the time of an instantaneous event. 

An event occurrence is therefore represented by an event and a time (for an instantaneous occurrence) or an event and two times (for a binary occurrence). In either case, we say a trace “has” the occurrence if the event occurs in the trace at the given time(s). 

Causality

We define causality in the context of a behaviour; we need to consider what might have happened as well as what actually happened. 

Roughly, given a behaviour B with inputs I, a set C of event occurrences is the cause of something if any trace in B which has all the event occurrences in C also has the something. It seems easiest to restrict the “something” here to be a set of event occurrences, and to say “having” the something means having at least one of the occurrences. This lets us deal with nondeterminism (e.g., for “flicking the switch causes the burner to stop within 1 second” there is a single causing events, and a set of possible effect event occurrences). 

Formally, given a behaviour B, and sets C and E of event occurrences, we say C and E are correlated in B if for every f Î traces ( B ), if f has o for every o ( C, then for some o’ (  E, f has o’. 

We say C causes E in B if: 

C is a set of events whose players are inputs; 

C and E are correlated in B ; and 

C and E are minimal in the following sense: if C’ ( C, E’ ( E, and C’ and E’ are correlated in B, then C’ = C and E’ = E.� 

Within a given trace f of a behaviour B, specific causes and effects can be seen. If C causes E in B, f has every element of C, o ( E, and f has o, it is reasonable to say the event occurrences in C caused the effect o.

State machine descriptions

We can use the conceptual framework developed above to describe the meaning of state machine descriptions of behaviour. 

Structure

A StateMachineBehaviour consists of a set of vertices and a set of transition segments, which together form a directed graph called the state graph. One of the vertices of the state machine is distinguished as the top. 

Vertices represent points in the state graph to which transition segments can be connected. Vertex is abstract, with concrete subtypes StateRegion and Connector. Vertices have the properties canBeHead and canBeTail. 

StateRegion is a specialization of Vertex. A state has the property rkind, with a value of enumeration type {conjunctive, disjunctive}. A state region may have vertices and segments (which must be vertices and segments of the machine containing the state region); this allows for the representation of nested states and nested machines. A state region has up to three associated behaviours; one as its entry action, one as its (ongoing) activity, and one as its exit action. A state region may also have an initial connector, a history connector, and a deepHistory connector, which must be among its vertices. 

We define the subregions of a StateRegion as those of its vertices (if any) that are themselves StateRegions, and (recursively) the nested subregions as the subregions together with the nested subregions of the subregions. 

A TransitionSegment represents an arrow from one vertex to another in a state graph. A transition segment has an associated head and tail vertex, a guard, a trigger, and an action. The source vertex must have a true canBeHead property; similarly the target vertex must have a true canBeTail property. The source and target vertices must be in the vertices of the state machine containing the segment. 

Dynamics

A state machine specifies a behaviour. Each trace in this behaviour can have its domain interval partitioned into a sequence of stable periods, with possibly intervening transition periods. The model allows transitions to be instantaneous or to take a duration, so the specific way in which a trace is chopped up into stable periods and transition periods needs to be specified more tightly by a stereotype. Each stable period is an open interval and each transition period a closed interval; this simplifies the definition of transition occurrence below. 

Stable periods may not contain any entering or exiting events for any of the state regions of the machine (see below for the definition of these events). Informally, the state machine cannot change state within a stable period. 

State regions

A state region in a state machine description is an abstraction of state. Formally, we can associate a set of situations with the state region. We will call this set of situations the extension of the region. 

Given a set S of situations, the event of entering S has as its change the set ( ( \ S ) ( S, where the “before” situation is not in S and the “after” situation is. Similarly, the event of exiting S has as its change the set S ( ( ( \ S ). We loosely speak of entering a region to mean entering its extension. Given the constraints on the extensions of regions, the entering and exiting events are point like. 

If a state region R has subregions, their associated sets of situations are constrained as follows: if the rkind of R is disjunctive, then the extension of any subregion is a subset of the extension R, and the extensions of any two distinct subregions are disjoint. (Note that we allow for some situation to be in the extension of R but not in the extension of any of its subregions; this is deliberate.) If the rkind of R is conjunctive, then the extension of any subregion of R is the same as the extension of R. 

Transitions

Transitions are determined by transition paths, where a transition path is a nonempty set of segments. Different state machine schemes define different ways that segments can be combined into paths. Each path also determines a trigger from the properties of the segments it contains; this again is specified by a scheme. We therefore posit a function segments giving the segments of a path and a function trigger giving the trigger event of a path. 

Each path has a set of source vertices and a set of target vertices determined as follows: the sources are all the regions that are heads of segments in the path, as well as any vertices that are heads, but not tails, of segments in the path; the targets are all the regions that are tails of segments in the path, as well as any other vertices that are tails but not heads of segments in the path. 

A particular trace conforms to a state machine specification if all the transition periods are instances of transitions of the specification, where we define “transition instances” below. 

An instance of a transition T in a trace f is characterized by three intervals: a preceding stable period I0 , the transition period I , and the following stable period I1. We let t0 be the ending time of I0 and t1 be the starting time of I1; these times belong to I and not I0 or I1. The following constraints must be satisfied: 

There is an occurrence of the trigger of T in the interval I0  ( { t0} 

The system is in all the source regions at the beginning of the transition: for all times t ( I0, f( t ) ( extension ( R ) for every state region R ( sources ( T ) 

the transition fires between intervals I0 ( I and I1, 

where we define that a transition T fires between intervals D (during the transition) and A (after the transition) if 

For every segment s Î segments ( T ), the condition of s holds, and the action of s happens sometime during the transition: 

if s has a condition, then it holds at some time in D, and 

if s has an action a (which is a behaviour), then some sub-trace of f during D is in traces ( a ). 

The system is in every target region at the end of the transition: for every vertex v Î targets ( T ) 

if v is a region, then for all t Î A we have f ( t ) ( extension ( v ). 

if v is a deepHistory connector for a StateRegion R and I is the last stable period in the trace f prior to A in which for all times t Î I, f ( t ) ( extension ( R ). Let t ( I be arbitrary. Then for every t ' ( A, f ( t ') ( extension ( R ) and for every nested subregion R’ of R, f ( t ') ( extension ( R’ ) if and only if f ( t ) ( extension ( R’ ). 

if v is a history connector for a StateRegion R and I is the last stable period in the trace f prior to A in which for all times t Î I, f ( t ) ( extension ( R ). Let t ( I be arbitrary. Then for every t ' ( A, f ( t ') ( extension ( R ) and for every (immediate) subregion R’ of R, f ( t ') ( extension( R’ ) if and only if f ( t ) ( extension ( R’ ). Furthermore, if f ( t ') ( extension ( R’ ) then there is an initial transition into R’ between intervals D and A (see the definition of initial transitions below). 

(Note, initial connectors should not be targets; a transition should include whatever segments follow from them.) The meaning of a transition to a history or deepHistory connector is unspecified if the containing state region has not been entered previously in the trace. Different conventions can be specified by a scheme.� 

Initialization and Initial Transitions

A state machine may determine an initial “transition” that takes us into the first stable period, as well as other initial transitions that can apply when a history connector is a target of a transition. 

The trace of a state machine has an initial closed interval I followed by its first stable period S. This agrees with a state machine specification if there is an initial transition into the top region of the machine between the intervals I and S. 

We define the notion of initial transitions as follows: if R is a state region, f is a trace, and D and A are intervals, we say there is an initial transition into R between the intervals D and A in trace f, provided that 

R has no initial connector; or 

R has an initial connector and a transition path P such that the initial connector of the R is in sources ( P ) and P fires between D and A. 

Activities

States may have associated behaviours (namely, an entry action, exit action, and ongoing activity). These determine constraints on a global trace as follows. 

Suppose R is a region with extension X, entry action a, activity b, and exit action c. Then 

for any global trace f and bounded interval I contained in f such that 

either 0 ( I or else R is entered at the start of I, 

for all t Î I, f ( t ) Î extension ( R ), and 

R is exited at the end of I, 

then there is some interval I’ containing I for which the subtrace of f induced by I’ is in the behaviour (a ( any ( c) | (any ( partial ( b ) ( any). 

for any global trace f and unbounded interval I contained in f such that 

either 0 Î I or else R is entered at the start of I , and 

for all t Î I, f ( t ) ( extension ( R ), 

then there is some interval I’ containing I for which the subtrace of f induced by I’ is in the behaviour (a ( any) | (any ( b). 
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� “Meta-modelling with precise relations: OMG Object Analysis and Design RFI Response”, D. Gangopadhyay and S. Mitra, OMG Document No. 95-12-36.ps

� This notation of overlapping boxes is not used in any current standard notation, but captures the concept well.

� Note that the optionality of the association between FeatureInstance and SpecificationInstance is to allow the use of FeatureInstance in the definition of the meaning of the meta-model itself.

� Recall that this model is intended to cover a broad spectrum of different state-machine formalisms ranging from statecharts to the most  rudimentary Moore and Mealy state machines.

� The characteristics set is ordered to allow for matching against the ordered list of parameters that appear in the signature of a feature, for example.

� A powertype is a type whose instances are the subtypes in a particular specialisation: in this case, ExpressionType’s instances are the type TypeInvariant and the other subtypes of Expression.  ExpressionType is a subtype of MetaType to ensure that all Types only have one Type.

� Called categories in the UML 0.8 documentation; renamed in 0.91.

� This could equally well have been modelled by extending ModelElement with a homePackage property.

� .  Since the Class<->Reference relationship is one-to-one, the ROOMProtocolRef could have been left out of the model. However, it allows ports to support multiple protocols if desired in future, and makes the treatment of protocols uniform with other ROOM classes.

� Bindings are not treated as first-class objects in ROOM today so they are modelled as Associations, not as Specifications.  If the methodology evolves in future to give bindings more semantics, they too would be locally-defined components.

�. [DWS97] Desmond D’Souza and Alan Wills, Component Based Development with Catalysis, in publication 1997. See also http://www.trireme.com/catalysis/ 



� Mathematically, we need to show that this is well-defined, in that any two subtraces “induced by” the same  V  and  T  are themselves the same. This definition implicitly constrains the sets  T  than can “induce” a subtrace. Such sets must be made up of a union of disjoint nontrivial intervals that are sparse. 

� The  term "players " here, which refers to run-time instances, should be differentiated from the same term as applied in the metamodel description which pertains to the references corresponding to these run-time instances. 



� This notion of change has some interesting ramifications. Changes may or may not have some duration, even in a discrete trace or for a variable of discrete type. For example, the change “x  increases by at least two” might require more than one jump in the value of  x. As described below, though, some changes can be instantaneous, even in the continuous case. 

� Because of the constraints on behaviours described previously (namely, all input traces are possible and outputs do no depend on future inputs), we can show that at least one event in the set of effects occurs after all the causes. 

� The definition has been carefully formulated so that a transition can be instantaneous. 



�



(footnote continued)



OOAD RFP Response	copyright ( IBM 1997. copyright ( OBJECTIME limited 1997.

	





OA&D RFP Response		copyright ( IBM 1997.     copyright ( OBJECTIME limited 1997.
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