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Abstract— We propose a solution to the description and provisioning of Virtual Organization (VO) infrastructure based on a VO-specific language. While persistent grid infrastructures such as TeraGrid are being built, the VOs that use these infrastructures tend to design their architecture from scratch using similar techniques. In order to reduce the time and cost for a VO to achieve production status we propose a tool chain that allows simulation of the VO architecture and potentially allow automatic instantiation of the infrastructure on grids that offer required services. This work aims to answer the problem of hosting science gateways which are seen as VO infrastructures built on existing grid systems. Our technique to facilitate the creation of VOs is divided into three tool chains. The first chain supports the creation of the grid infrastructure ontology (GIO). The second supports the interaction of a VO manager with the GIO and produces an optimized grid infrastructure specification (GIS). The third instantiates the specification and produces an operational grid infrastructure prototype (GIP). The GIP is an architecture level prototype that contains sufficient detail to allow the VO manager to analyze scenarios and verify that a system instantiated from that GIS would be suitable for their application. The GIP can also be used to query production grid services and deploy the infrastructure as a new grid service that can be managed like any stateful service.
I. Introduction

Virtual Organizations 
(VOs) [1] are at the core of grid computing. They come in various sizes and with various goals and capabilities, but they all need access to services to achieve their goals. While long-standing VOs like CMS and NVO have developed their infrastructures over several years, new VO face the challenge of designing and building their infrastructure in a timely fashion. LEAD has built an advanced infrastructure [2] and nanoHUB has been described in [3]. These infrastructures however exhibit a common architecture based on the concept of service orientation [4] and grid resources. Recent development in web services technology has seen a convergence between business solutions for complex commercial systems and scientific infrastructures that build virtual laboratories based on grid computing. The two communities have joined to create a common specification for stateful services –the basis of grid computing. At the same time commercial enterprise have long developed software engineering techniques to reduce the time to production and cost of a new software. The field of software product line has long been studied. 

Therefore if we see the creation of a VO infrastructure as a software product namely the integration of services via some tailored middleware, we can foresee the use of software product line techniques to help create a VO infrastructure line fed by VO specific features.  The ley to this concept will be, the expression of VO features in a language understandable to the domain expert and a tool chain to take these features and model, simulate and provision the infrastructure. An consequence of this tool chain is the possibility to see service providers dedicated to hosting VO and provision their infrastructures on third party grid systems on their behalf.

To achieve this goal, we believe that a set of templates can be created to ease the provisioning and potential hosting of VO infrastructures—what are also called science gateways. A VO manager should be able to specify required capabilities using some high-level declarative specification language. A gateway provider should be able to take this specification as input and provision an infrastructure that meets the VO’s requirements. 
These templates go beyond application services and application factories [5] to provide a suite of VO infrastructure factories. The concept of economic sectors is applied to our thinking to position a gateway provider as a tertiary service provider. Indeed we view current grid infrastructures as provider of low level services and we propose a gateway provider as a secondary or even tertiary service provider which will use primary services to build tailored infrastructures for VOs. It is important to note that a VO may itself offer services for consumption, therefore a secondary VO provider would offer some services for a domain while a tertiary provider could potentially offer services for a project within this domain
Feature modelling can be seen as the start of an ontology, while ontologies are being used to describe service semantics [6] and to ease workflow description [7], nothing has been done to ease the description of VO infrastructures either thorugh feature modelling or ontology description.
 Some work has been done on modelling service oriented architectures with UML profiles [8] and studying their dynamic behavior through graph transformation [9]. Our work brings the work on feature modelling and ontologies to the description of VO infrastructures and uses UML derived software engineering techniques to model them  through SysML.
In the rest of this paper, we first present a use case of a VO that specifies and creates its architecture using existing services. In Section III we present the proposed tool chain based on SysML and AADL techniques. Section IV presents a potential template to solve our use case in our tool chain, and we conclude in section V.
II. Use Case

To illustrate our goal let us describe a use case. A group of scientists and students need to work on a common project. To achieve their goals they need access to a set of distributed resources. Some of these resources are under their control, but others are not, and thus require negotiation of access and allocations.  
· A system to manage my group members

· A web browser interface to the application(s).

· A submission capability to send the jobs for execution transparently.

· A storage area to keep the results.

This group forms a typical VO, the infrastructure that they need to achieve their tasks can be architected according to the OGSA [10] specification. The overall architecture that they will end up using will be of a service oriented type as described in [11]. The VO manager will need to deploy some of the services while others will be accessible on national grids.
In the current state of research, the VO manager and administrator compose needed services by first searching for them in registries of various grid infrastructures such as TeraGrid, Open Science Grid, and local campus infrastructures. However, these services are still expressed at a low level and this presents a mismatch with the domain specific language used by the VO manager. A typical use case is one where the VO requires:

· 
· 
· 
· 
These requirements get translated in the deployment of a web portal (e.g., gridsphere), the use of various portlets for retrieving grid proxies and job submission through GRAM and the use of GridFTP to transfer the data back or keep the results in a replicated storage area (e.g., RLS) on the grid infrastructure. Membership and roles in the VO can be setup with technologies like CAS and VOMS that impose certain mappings on the targeted grid resources. 
In summary, while some requirements translate directly into fine-grained grid services, others require that a service provider offer more advanced services akin to website hosting, like a VOMS hosting service or a Portal provider.
This hierarchy of services stems from the separation of concern familiar to grid architectures. The fabric layer consists of cycle providers, storage systems (both on-line and archive), network paths, instruments and sensors networks. The collective layer builds on the connectivity layer to compose more advanced services like inter grid brokering or registries. A higher layer can be foreseen which would be the layer at which the VOs interact with the service provider. This brings a slightly different mind set to grid architectures where we now see primary services—offered by primary service providers like current grid infrastructure—made of fine grained resource provisioning, secondary services which use the primary service to build a more manufactured product or meta-service and finally the tertiary services which are the ones that the VO understands and selects. These tertiary services are offered by Tertiary Service Providers (TSP) which can present Domain Specific Ontologies and map the VO requirements onto secondary services or even directly primary ones using the grid ontologies being developed [ref to ontogrid]. As such our work uses the semantic grid to map VO specific descriptions to grids and bridges the domain scientists to the service developer and operator.
This mapping can be eased by an attempt at classifying grid architectures and building a set of templates that a VO would choose from to build its architecture. Most VOs are compute oriented and see the grids only as sources of processing power, a few are data oriented and use the grids as a way to federate data collections, some VO only use one application whereas others use tens of applications, some VOs have a very small set of users while others may have a dynamic expanding set of users. These specificities drove us to consider the following set of templates and features:


Compute centric VO



Single compute resource



Or Multiple compute resource



Single application



Or Multiple applications


Data centric VO



Single collection

Or multiple collection



Replica or no replicas



Fast or not fast data transfer


Instrument centric VO



Data archive



Data transfer



Data replication



Data streaming



Steering

With the additional feature of user characteristic:



Finite number of users



Expanding set of users



Well known or unknown set of users

And the additional feature of user interaction:



Web browser interaction



Desktop interaction

While this characterization needs to be refined we believe it represents a good start to the general features of a VO architecture. Based on this and all combinations thereof we can derive templates that lay the foundation for grid infrastructures of VO using existing technologies and grid services. Table 1 shows potential technological solutions for the features listed:

Table of technological solutions

	Single compute resource
	GRAM

	Multiple compute resources
	Condor, Condor-G

	Single application
	Application Portlet, e.g., OGCE

	Multiple applications
	In-VIGO

	Multiple collection
	SRB, dCache

	Instrument data transfer
	DRS, DDM, Phedex

	Replica
	RLS, DLS

	Fast Data transfer
	Striped GridFTP, UDT

	Web browser interaction
	OGCE

	Desktop Interaction
	CoG Kit

	VO membership
	VOMS, GUMS, CAS, MyVOcs

	Authentication Federation and Authorization
	Shibboleth, Gridshib


For example the nanoHUB would be a VO that features: web browser interaction, for an unknown set of users (they do not have certificates), there is no instruments involved and this VO is compute centric with multiple applications and the use of multiple compute resources. On the other end we could qualify LEAD of a VO with web browser interaction as well but with a finite set of users, instrument steering with data streaming and the use of one application on multiple resources.

In the section that follows, we show how we propose to build a Grid Infrastructure Ontology that would then allow VO managers to define, refine, and provision their infrastructure. We expect VO managers to work with Third or Secondary service providers to define their VO, and the secondary and third party providers to negotiate with primary or secondary providers for the allocation of the fine grained services needed to provision the infrastructure. What follows is the description of the tool chain to achieve provisioning.

III. Tool chains

Our goal is to support the VO manager in developing the infrastructure specification needed to instantiate an appropriate environment for the VO. Conceptually grid constructs are still undergoing rapid evolution. Therefore the tool chains defined in this section are loosely coupled, both within each chain and between chains, so that changes to our understanding of grid infrastructure can be rapidly propagated to the tool chains. We further enhance the maintainability of our approach by using standards-based tools where possible to reduce the need to change interfaces when we change tools.

Our technique to facilitate the creation of VOs can be logically divided into three tool chains. The first chain supports the creation of the grid infrastructure ontology. The second supports the interaction of a VO manager with the GIO and produces an optimized infrastructure specification. The third instantiates the specification and produces an operational grid infrastructure. 

Our technique produces three major types of artifact. The Grid Infrastructure Ontology (GIO) is the basic vocabulary and source of content for the infrastructure specifications. It is based on conceptual and functional information reflecting a user’s view on grid infrastructure. The GIO is an on-going asset. It is assumed to have been created before any VO manager attempts to specify an infrastructure. It is refreshed periodically to accommodate evolution in grid concepts. 

The grid infrastructure specification (GIS) is based on features selected from the GIO and described using the vocabulary of the GIO. The Grid Infrastructure Prototype (GIP) is produced from the GIS. The GIP is an architecture level prototype that contains sufficient detail to allow the VO manager to analyze scenarios and to verify that a system instantiated from that GIS would be suitable for their application. 

The tool chains that implement our technique is designed to be flexible so that the rapidly changing conceptualization of the grid can be accommodated. The output of each tool is defined using a modelling language based on the Eclipse project’s Ecore meta-model []. The output of one tool can be transformed into the expected input for the next tool in the chain using transformation languages, such as QVT, based on a meta-modeling approach []. The transformation language technique allows us to transform information between modelling languages based on a common meta-model and between languages based on different meta-models such as the Ecore meta-model and MOF, the OMG’s meta-object facility []. 
The transformation languages support automating mappings from one link in the tool chain to the next. The chain can benefit from best of breed tools, which are integrated into the chain and then replaced by newer versions of the same tool or a better tool by modifying the transformations between tools. As the VO manager’s understanding of their problem grows it is easy to modify the specification and then to re-generate the prototype. The prototype is evaluated against a set of test scenarios.

The tool chain that produces the GIO is operated periodically. How often it is operated depends on the stability of the domain. Mature domains will not require refreshing as often as newer domains. The tool chain that produces and exercises the GIP is operated each time the VO manager modifies the grid infrastructure specification. This chain will typically be operated numerous times until the manager is satisfied that the infrastructure will be satisfactory. The tool chain that establishes the actual infrastructure is operated whenever a new infrastructure is required. For example, when a specified resource is no longer available or no longer meeting quality of service requirements. 

A. The Grid Infrastructure Ontology
The GIO provides the vocabulary for expressing infrastructure specifications. It is created by domain experts using the method illustrated in Figure 1. The process begins with domain analysis - analyses of the literature and existing software products related to the domain. The analysis of the literature follows the conceptual technique of Prieto-Diaz [Prieto-Diaz 87]. In this analysis, concepts, often expressed as nouns, are defined by identifying their properties and their relationships with other concepts. Domain specific algorithms, often expressed as verbs, are identified and cut across the identified concepts. This basic conceptual model provides a vocabulary to communicate about infrastructures. This conceptual model is structured using the Web Ontology Language (OWL) [].

The analysis of products uses the feature-oriented domain analysis (FODA) technique of Kang [Kang 90]. A feature is either an attribute or behavior of the product that is visible to the user. Features are identified and classified as to whether they are present in every product within the domain or whether they are optional. The result of this analysis is a set of building blocks for specifying products, in this case grids. The features identified in this analysis will be represented using a scheme described in [xx] using OWL. 

The results of these two analyses naturally integrate into a single ontology. The features in this second model are realized by algorithms that are defined as actions on the concepts in the first model. The attributes of the concepts provide the information necessary to compute those algorithms. 


[image: image1.emf]
Figure 1 - GIO method
B. GIP
The VO manager uses the tool chain, shown in Figure 2, to model and validate an infrastructure specification. The manager selects from among a set of templates, based on the classification shown in section I, that characterizes the major types of grid infrastructures. The VO manager uses a domain specific language (DSL) [] developed from the vocabulary provided by the GIO. This DSL is used in conjunction with the SysML modeling language to allow the VO manager to state the requirements for the infrastructure needed to support the VO. SysML is a systems modeling language developed as an extension of the Unified Modeling Language and adopted as a standard by the Object Management Group (OMG) [].

The infrastructure specification written in the DSL is used with the selected template to generate an Architecture Analysis and Design Language (AADL) model of the infrastructure []. A library of AADL model fragments is created to correspond to the elements in the DSL. Specification statements written in the DSL are translated into a description of an architecture for the specified infrastructure.

The prototype architecture is simulated using an AADL simulator from ADeS []. A set of template scenarios are instantiated for the intended VO and used to drive the simulations. Data on processor performance and other factors are used to give the VO manager feedback on the adequacy of their specification.

C. Instantiation

The VO manager uses the third tool chain to instantiate the actual grid infrastructure. The output of the previous chain is a set of resource descriptions as well as the connections among them to define the infrastructure.

These descriptions and the template selected earlier are used to generate a Java program, termed the Grid Infrastructure Explorer (GIE) that allows the manager to edit the descriptions. The program invokes an instance of a Grimories style registry by making calls on its API []. The Grimories registry allows each registered service to be annotated with meta-data that will aid in service discovery. Using meta-data based on the GIO and the resource descriptions, the program discovers the services in the registry that are required to provision the infrastructure. Any services that the program is unable to discover are presented to the manager through the program interface. 

[image: image2.emf]
Figure 2 - Specification generation and validation

IV. Tool Chain Applied To Use Case
In this section we illustrate the tool chains using the use case defined in section II. A pre-condition for handling the use case is the development of the grid infrastructure ontology. Figure 3 shows a portion of the feature model developed by analyzing existing grid infrastructures. The feature model recognizes two roles: manager and member. It also shows providing storage as a service.


[image: image3.emf]
Figure 3 - Partial Feature Model

These features and the domain concepts identified during conceptual domain analysis are combined into the grid infrastructure ontology, a part of which is shown in Figure 4. The ontology shows a storage service and lists storage as a resource. In fact the ontology defines services as consumers of resources.


[image: image4.emf]
Figure 4 Partial OWL Model

The use case defined in section II can now be handled by the second portion of the tool chain. In Figure 5 a fragment of an SysML model is shown. The roles have been transformed into actors. Each resource will be shown as an interface that manipulates the actual resource. The use case is totally represented by composing SysML fragments.


[image: image5.emf]
Figure 5 - Partial SysML model


[image: image6.emf]
Figure 6 - Partial AADL text model

The SysML model is transformed into an AADL model. In Figure 6 a portion of that model is shown. The AADL model is instantiated in the ADeS simulator shown in Figure 7

[image: image7.emf]
Figure 7 - ADeS AADL Simulator Interface

With the infrastructure now specified, modeled, simulated and refined it can be instantiated by querying registries and matching required services. Once the appropriate services are provisioned the VO infrastructure is in place and can be managed. It is now a stateful grid resource and the interface to it is through a WSRF service. Its lifetime can be managed, extended or terminated, the states can be modified with addition of services or deletion of existing ones. Very much like a workflow serializes a set of services and creates a new one, our tool chain serializes the required services and provides a grid service to manage the provisioned infrastructure. In this way, the VO manager can build their infrastructure in a more straightforward fashion, utilizing a language that they know and leave the aggregation of the proper services to the grid operators. This separation of concern also offers the possibility for gateway hosting providers to be created while leaving grid infrastructures like TeraGrid and Open Science Grid to operate the resources and primary services of the grid fabric layer.

V. Conclusions

We presented a tool chain for creating VO infrastructures according to a VO-specific language. This work has the potential to ease the provisioning of grid architectures for VOs so called science gateways. We used previous knowledge from feature modeling and software product line to create this system. It will lead us to develop a grid infrastructure ontology for VO which will offer a counter point to the grid ontologies that describes services and their semantic. We presented an initial classification of VO architectures and illustrated it with examples that can be created with existing grid technologies. A tool chain was described to go from the basic features of the infrastructure required by the VO manager to a SysML description that allows us to model software and hardware components such as servers, and containers. The tool chain further extends with modeling capability and an iterative process to refine the infrastructure. By connecting our tool chain with existing registries like Grimoires that contain meta-data describing services existing on a grid we envision to being able to dynamically provision a complete infrastructure. This brings to us the possibility to host science gateways and offer a VO infrastructure service that could be managed like any grid service.
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