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Abstract

The ecosystem for a software product line includes all of the entities with which the software product line organization interacts. Information, artifacts, and products move among these entities as a part of the planning, development, and deployment processes. In this paper we present an analysis technique that uses the economic notion of a transaction to examine the transfers between the entities. The result of the analysis is data that is used to structure the organization. We illustrate with an example. 

Introduction
A software product line organization (SPLO) can be a large and complex entity. The organization has a rich internal structure that often cuts across existing boundaries within the organization that owns the product line. The product line organization also has relationships with many outside organizations such as suppliers, standards organizations, and customers. The successful product line manager structures these interactions to facilitate rapid and cheap flow to and from other entities. The complexity of the inter-dependencies results in an ecosystem-like web of relationships.
An ecosystem is a set of inter-dependent entities in which a change in one entity may affect many others. Operations on one entity may enhance another entity or may degrade the other entity. Since there is a large number of links, an interaction between two entities kicks off a propagation of actions the effects of which are difficult if not impossible to predict. In a biological ecosystem some interactions, such as global warming melting a glacier in Iceland, may take years to propagate, to flood the east coast of the United States. 
The ecosystem of a software product line encompasses individuals and organizations that interact to provide input to the product line and to consume its products [McGregor 09a][McGregor 09b]. The product line may purchase components from a supplier and thus becomes dependent on that supplier for timely delivery of bug fixes and new features. A merger of that supplier with some other company may result in policy changes that adversely affect the product line. The interactions in which we will be interested are economic activities that can be analyzed by considering the costs of the interactions and the resulting benefits. In this paper we will follow this definition of ecosystem as we analyze the structure and operation of a SPLO.
The contribution of this paper is the presentation of an analysis technique for exploring the ecosystems in which software product lines are embedded.  The technique uses the economic theory of transactions to determine optimum places for boundaries between entities. We will classify each interaction between the units of analysis as either a transfer, considered to be zero cost, or a transaction, considered to have a cost. The result of the analysis is advice to the SPLO concerning alternative structures that might result in lower costs and higher benefits.
In the next section we provide necessary background about the economic theory of transactions and introduce a running example that will be used to illustrate the technique. Then we will explain the analysis technique in a step-by-step presentation. After which we will summarize the points about the technique using the example and provide some conclusions we have derived from this initial investigation. 
Background
In this section we give background information that will be useful in understanding the research.
Transfers and Transactions

[Baldwin 03] and [Baldwin 07] provide a detailed explanation of the theory of transactions. No significant program development organization has a single team so design information is transferred from one team to another. A transaction is more than a transfer: it is a transfer that is (1) standardized; (2) counted; and (3) compensated. When the customer and development team are separated by legal or geographic distance the flow of requirements is a transaction. There must be agreement on a standard form for the requirements, the number of requirements will give an estimate of the effort required to build the system, and the effort to accept, clarify, classify, and model the requirements will be a part of the compensation for the developing organization.  

This theory seems reasonable when considering common development situations. When the members of an organization are co-located they can exchange – transfer - information at essentially zero cost. This is the rationale for an agile practice of having a customer representative co-located with the development team. This is in contrast to the model in which a contract defines the flow of requirements between two separated entities.

The program development process is viewed as a network of tasks and transactions are embedded in the network. The theory of transactions assumes that a transaction will be lowest in cost at a boundary between entities, referred to as a “thin crossing point.” When the elements in the task network are considered modules, those thin points are between modules.
Baldwin claimed that module boundaries are the natural places to find transactions, as stated above. We will examine existing transfers/transactions in the processes of the product line organization. We will map these transfers/transactions to existing organizational structures to determine possible alternative structures. These alternative structures can then be evaluated to see if they result in lower transaction costs.
Example

The software product lines owned by the US’s Department of Defense (DoD) are a good example of a software ecosystem, see Figure 1. We introduce the example here and use it as we explain the analysis technique in the next section. This example is based on a real product line organization we have analyzed but is made generic by changing a few characteristics that will not affect how the method is used. No conclusions are drawn about this example.
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Figure 1 Example ecosystem

All software is built by a prime contractor that has been awarded a contract by an acquisition program office. The program office is acting on behalf of a client, typically one of the armed forces such as the Army or Navy.  In a joint program the program office is working for two or more clients, maybe the Army and the Marines. The requirements for the products will ultimately come from the clients with input from the program office. 
Contracts come and go so most contractors have a small permanent staff which they supplement using a network of suppliers to either provide people under a subcontracting arrangement or to construct a specified deliverable and provide that to the SPLO. A contract will usually specify the use of an independent testing organization as the certifying body for an acceptance test of the final product.
The DoD and many of the armed forces have special initiatives and on-going strategies that influence, or mandate, certain elements of the development. For example, at one time the use of Ada was required unless an exception was obtained. These initiatives introduce dependencies on rules and regulations that are evolving. 
The contractor will be obligated to interact constantly with the program office but also to provide detailed presentations at pre-defined milestones. These synch points require coordinating the schedules of representatives from the program office and all clients as well as contractor personnel.

To expedite the construction of products or to respond to some political situation the program office may contract with other contractors to build specific products in the product line. In this case the contractor creating the core assets provides releases of the assets to these external contractors on a specific schedule. They must also provide adequate support in the form of help, training, and bug fixes.  
This is not a complete description of the actual ecosystem but it will suffice for our purposes in this paper. The ecosystem for a business ecosystem is similar to this one, particularly at the level modeled here. Remove the program office and directly connect the customers to the product line organization.
Technique

In this section we present the analysis technique. Each step is iterative and may be repeated whenever new information is received, there is a change in the ecosystem, or a deeper level of detail is required. We begin with an overview of the technique and then provide a step-by-step description.
Overview

The complete ecosystem analysis process is shown in Figure 2. To analyze a software product line ecosystem we first build a model of the ecosystem. We begin by identifying the entities in the ecosystem in which we have an interest. The interactions between these entities are identified, classified as to whether it is a transfer or a transaction, and the expected costs and benefits are described in terms of data types, if not actual values. We then analyze the structure of the ecosystem using techniques such as a design structure matrix (DSM) to identify structural defects and to prepare for scenario analysis. Individual scenarios are defined and computed using the basic model. Alternative models may be proposed and the scenarios evaluated against those models to evaluate any proposed changes to the ecosystem.
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Figure 2  The Ecosystem Analysis Process
Entity identification and description

The ecosystem is defined by a set of entities that interact. The first step is to identify the entities that will be the unit of analysis. The entities involved in the analysis will depend on the purpose of the analysis and the audience for the results. A CEO may only care about external organizations upon which there are dependencies. A company on which the product line relies heavily might be a target for acquisition. The product line manager may be interested in teams that are working on specific assignments such as core asset development, product building, or governance.

Each entity selected for inclusion in the analysis should be described sufficiently for the audience to understand which entity it is and what the characteristics are which are important for the analysis. Most product line ecosystems will start with the basic core asset team(s), product building teams, and the management team. In our example, each of these entities is present. There is one software core asset team, multiple product building teams, and management teams assigned to produce certain non-software core assets such as the production plan and CONOPS.  
Interaction mapping

Once entities have been identified we can begin to determine which entities interact. These may be identified using process descriptions from the CONOPS or through interviews with representatives of each entity. Basically the interactions are producer/consumer interactions but they may also include governance relationships like “directs.”  The description of each interaction includes information such as what artifacts are passed as part of the interaction, whether the interaction is periodic or aperiodic, and what initiates the interaction. 

There may be multiple interactions between two entities. The level to which the analysis will go will determine whether a general notion that two entities are related is sufficient or whether each interaction should be modeled in detail. In our example, the prime contractor will have interactions with many different people in the program office. In some cases it is sufficient to simply model the interaction between program office and contractor. In other cases, in fact most of the time, it is necessary to identify specific committees in the contractor working directly with a specific subset of the program office.
This step is tightly coupled with the Entity Identification step. The representative of an entity may think of an interaction involving an entity that has yet to be added to the model. Often it is helpful to stop and apply the Entity Identification step and then return to mapping the interaction. Scenarios from the CONOPS can be mined for entities and is a good basis for evaluating completeness of the entities and interactions. 
Interaction classification
Each interaction is classified as either a transfer or a transaction. Recall that a transfer is essentially free. For example, a release of the core assets to a product team where both teams are part of the prime contracting organization is a no cost transfer. A transaction has an associated cost. When a release of the core assets goes to a product building team of a subcontractor there is a formal release procedure that follows the terms of the subcontract. Time is taken to record information and a formal delivery document is produced. In our example, every milestone is a transaction. The deliverables are reviewed by numerous people beyond the ones who created the deliverable. A formal document is created that takes a definite amount of labor to complete. The delivery is also archived taking additional storage space beyond the working copy. Likewise deliveries from subcontractors require time to validate the quality of the delivery and to accept it.
There may be a cost even if it is implicit. For example using open source code in a product has several costs. The most direct is the time required to evaluate the code for acceptability. A second cost is accommodating the frequent update style of most open source projects. Finally there is the implicit obligation to contribute to the project in which the code was developed. All of these make using open source a transaction rather than a transfer.  
Interaction quantification

Just identifying an interaction as a transaction is not sufficient for most analyses. An actual cost should be associated with each transaction. That cost does not have to be monetary but most costs can directly or indirectly be translated to money. Quantifying the cost and the approximate frequency with which the transaction occurs allows a manager to compute costs over the length of some scenario. Other attributes may need to be quantified as well. For some types of analyses the size of each delivery (lines of code for example) may be useful to estimate the workload associated with acceptance testing.

Usually every interaction is a two-way interaction. In one direction we have cost associated with the transaction. In the other direction we have benefits. For example, buying a component from a vendor clearly has a cost, but it also has a benefit. It will save our engineers time. The cost of their time is a benefit weighed against the cost of the component.
Analysis of structure
An analysis of the structure of the ecosystem must be scoped to be feasible. In general including only those entities with direct interactions with the product line organization is advisable. However, in some industries where there are established tiers in supply chains a deeper analysis may be possible and useful. Baldwin uses the task structure matrix, close to a design structure matrix, to evaluate the relationships that contribute to the product. In this case the organizational structure is very similar to the architecture.

Table 1 shows a portion of the task structure matrix for our example. An ‘x’ in cell (C1, C2) indicates a transfer from one part of the customer to another, perhaps a manager giving the person who will interface with the program office a list of requirements. The ideal transfer happens between (C2, C2) and (P1, P1) with no ‘x’s in any other rows or columns. That is the “thinnest” crossing point between the Customer box and the Program Office box, which the point of least cost. An organizational unit is usually considered a transaction-free zone and is represented as shown for the core asset team as a complete set of dependencies. The symmetric ‘x’s in (C2, P1) and (P1, C2) indicate an iterative discussion about requirements. This adds cost to the requirements process but the costs to ensure there is no iteration might be higher (perhaps impossibly infinite!).  An ‘x’ in (C2, CA1) would indicate direct contact between the customer and a core asset developer. This breaks the modularity of the process and might, for example, by-pass the task where requirements are prioritized. In an environment that is less legally constrained than government procurement we could eliminate the Program Office and evaluate the direct interaction of customer and core asset teams.
Table 1 Task Structure Matrix for part of the Example
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A comprehensive model will be large but usually provides information that management has not had before. DSM tools can be used to try different structures and design rules, which is beyond the scope of this paper.
Scenario construction and evaluation
The dynamics of a SPLO in operation is more complex than the static model. Exactly how many products are under development at the same time. Which contractual arrangements are in force at a particular time? To explore the dynamic aspects we use scenarios. Each scenario produces a trace through a set of the interactions. Along the way the number, size, and other relevant data are used to determine costs and benefits.

A simplified scenario, which ignores administrative details, for our example would begin with Army and Navy customers providing the Program Office a set of Level 1 requirements. These requirements would be fleshed out and delivered to the core asset team which includes architecture and test personnel who are assigned to use the requirements for their respective deliverables.  Questions would flow back up the delivery chain to the Program Office and, when necessary, the Customers. The scenario would proceed to the details of implementation which we omit due to space limitations.   
Example Summary

After the analysis is completed the managers of the ecosystem have a representation of its architecture and a model that can be used to support decisions about restructuring. In this example we illustrated how the analyst could identify a problem, specifically that a direct connection between the Customer and Core asset team would break the modular design. Since the requirements process assumes that modularity, the integrity of the requirements process would be put at risk. 
Conclusions and Future Work
The technique presented in this paper provides a means to analyze the ecosystem surrounding, and including, a software product line organization. Our experience to date shows that the analysis technique is lean and the technique only requires data that should be reasonably available in any organization. It makes no questionable assumptions and can represent any organization structure not just the model presented here. Work is under way to apply the technique to a commercial organization.
Software product line organizations are complex entities consisting of many moving parts. Individual managers may be making decisions and establishing dependencies of which the product line manage is only vaguely aware. Maintaining a model of the ecosystem and periodically analyzing it will provide the product line manager with early warnings of dependencies that can reduce the effectiveness of the product line organization.
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