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ABSTRACT

Defects in software architectures are difficult to locate and repair. A single architecture defect often affects the architecture in widely separated places. As software products become larger and more complex so do their architectures. There is an increasing likelihood of defects being present and those defects require more effort to isolate. We view architecture debugging as a feedback mechanism that informs architecture definition of possible changes to the architecture that would repair the defects found during architecture evaluation. 
INTRODUCTION

A well-defined software architecture is an essential first step for a successful system. The software architecture of a system consists of the software elements, the externally visible properties of those elements, and the relationships among them [1]. A software architecture defines the structures and relationships necessary to satisfy all of the functional and non-functional requirements for the system.

Figure 1 shows a high-level view of the end-to-end architecture design process. Software architecture definition includes making high-level design decisions and produces a model created using some formalism and documentation. Architecture evaluation compares the architecture to the system requirements and identifies requirements the architecture fails to satisfy. The evaluation technique may be a manual examination by stakeholders [1] or a more automated process executing some type of prototype. Failures identified during evaluation provide feedback to architecture definition.
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Figure 1: Architecture Design Process
A software architecture representation captures the software architecture of a system in a form that supports some types of analysis. It can consist of simple box and line drawings or it may be modeled using a more formal Architecture Description Language (ADL). With the increased inclusion of explicit software architecture activities in software projects, several ADLs have been developed including AADL [2], xADL [3], and ACME [4], among others. Each ADL has its own syntax and semantics and most support simple analysis of the architecture description using techniques such as type checking, visualization, and simulation. 
As software architecture descriptions are becoming larger and more complex, it is becoming more difficult to find defects without a systematic approach. In this research, we focus on developing a process for localizing the defects in a formally represented software architecture. These defects have been identified through failures revealed during architecture evaluation. 
A software architectural failure is defined as an infeasibility of a software architecture to meet a functional or nonfunctional requirement. A software architectural failure is caused by a software architectural defect, which is an incorrect or inappropriate architectural specification, behavior, or design. Table 1 shows some examples of architectural defects that we have collected from literature and our own experiences.
A structural defect is defined as an inability of an architecture to transition from one architectural element to another due to absence of an enabling transition or missing a target element from a source element. A behavioral defect is defined as an anomaly in which a combination of execution sequences taken through the architecture given an input leads to an incorrect state or result, thereby not satisfying a requirement. A quality attribute defect is defined as certain quality attribute properties of the architecture not meeting the requirements during an execution sequence of an input.
Given a software architecture, which has experienced failures during some type of symbolic analysis, our goal is to expose the defects that caused the failures and to suggest repairs to the architecture. We assume that we have the set of scenarios that drove the evaluation and for each we have an indication of whether the scenario was supported by the architecture or not. Software architecture debugging techniques are applied to the architecture representation to locate candidate defects. The architect is presented with these candidates and determines which, if any, are actual defects. This information is fed back into architecture definition to correct the defects. 
In general, architecture evaluation and analysis is performed only after software architecture models are created. This is because in the current state, architecture evaluation is performed manually taking too much time to be applied repetitively as there is a lack of automated tools to leverage, architecture analysis is too dependent on a specific ADL and only focuses on analyzing one aspect of the model (such as schedulability of threads), and utilizing architecture simulation may be unsuccessful because most simulators have requirements on the level of detail that an architecture model must include to be able to simulate it. Taking these into account, our debugging process should be general enough such that it handles varying level of details included in the architecture model, leverage a more automated method than architecture evaluation, and the process itself should be applicable to any ADLs. 

	Structural Defects
	Behavioral Defects

	Syntactic defects
	Receive unexpected event [6]

	Directional defects on connections, flows [5]
	Expected event not sent [6]

	Missing or unintended connections, flows, ports [6]
	Missing activity

	Data type mismatches
	Extraneous activity

	Unused components
	Concurrency issues

	
	Execution on incorrect operational mode

	
	Pre/Post conditions violations [5]

	Static Quality Attribute Defects
	Dynamic Quality Attribute Defects

	Non conformance to architectural pattern or style [7]
	Failure to meet dynamic nonfunctional requirements such as performance and security.

	Failure to meet static nonfunctional requirements such as modifiability
	


Table 1: Software Architectural Defects

difference in Program debugging and Software Architecture debugging
Debugging, for both programs and software architectures, is defined as an activity that starts once a failure is observed in some representation of a system and the goal is to locate the defect so that it can be repaired. In this section, we will describe the differences between program debugging and software architecture debugging and how we should handle those differences. To facilitate understanding, we will first illustrate the debugging process in program debugging and later for software architecture debugging.

Consider the following faulty program from [8].

   mid() {

     int x, y, z, m;

1      read("Enter 3 nums:", x,y,z);

2      m = z;

3      if (y<z)

4        if (x<y)

5          m = y;

6        else if (x<z)

7          m = y;

8      else

9        if (x>y)

10         m = y;

11       else if (x>z)

12         m = x;

13     print ("Middle number is: ", m);

   }
Listing 1: Simple Program with a Fault
The existence of a fault was discovered through running several test cases and one or more of the test cases have failed. At that point, program debugging starts to look for the location of fault. In this small example, a manual trace of a failed test case (x=3,y=1,z=5) suffices to find that line 7 contains the defect. But in large programs, a manual trace is infeasible and likely to take too much time. So there are several tools (ex. IDE debugger), debugging techniques (ex. Program slicing), and fault localization methods (ex. Tarantula) that will help programmers to quickly locate defects within code. These tools help by using the initial failure data to iteratively probe and isolate the failures until the source of the problem is identified. Once the location of a defect is found, a programmer modifies one or more statements and executes the test suite again. The test suite passing confirms that the bug has been fixed.
In software architecture debugging, the concept is the same, that is, our goal is to help the architect find the location of defect, but there are several differences that separate program debugging and software architecture debugging. 
Firstly, software architectures are not defined to the level of concrete input and output values as are programs. We cannot assign arbitrary input values and “execute” a software architecture to output an exact result. Input and output values will be of broader types such as an event, data type, or architectural element. And to run an architecture for a given scenario, we have to rely on manual traces, software architecture simulation, or output from architecture analysis and evaluation (ex. ATAM). All of these activities take a considerable amount of time compared to quickly running a test suite in a program so our debugging process should minimize the need to rerun scenarios.
Secondly, the granularity is different. In program debugging, a defect is contained within a statement or a small set of statements. In software architecture, a defect can be a single port, connector, or component or a combination of these elements. So the size of a defect depends on the detail provided in the software architecture description. We would like to be able to perform certain types of analyses regardless of how complete the architecture definition is. In architecture debugging, we want to accommodate varying degrees of detail such that as more details are included in the architecture, the debugging investigation can be more detailed.
Lastly, the risks associated with modifying the architecture when correcting the defect are greater. In program debugging, once a defect is found it can be repaired and a test suite can be run to verify that the defect was fixed. In addition, control flow and data flow analysis can be used to discover any impact due to the change. In software architecture debugging, once a defect is found, the change made to correct the defect may affect unforeseen areas and negatively affect other aspects of the software architecture. So we need to verify whether the modified architecture matches the original architect’s intent of the system, such as conforming to a pattern or style and meeting certain non-functional properties. A single change has a far broader impact to an architecture compared to a change made in a program. A misguided change in an architecture could directly result in no longer meeting several requirements. So in architecture debugging, verifying that the change made is valid is an important part of the debugging process. For example, if a defect found was a missing connection, just blindly wiring a connection to fix the defect is not a solution and we cannot say the debugging process has finished. We need to consider (1) if the new connection introduces any violation to a pattern or style used, (2) find what new paths are now possible in the modified architecture and discover any suspicious interactions that are introduced, and (3) verify that the modified architecture still holds the same non-functional properties or find which were negatively affected by the change. Only with this information can the architect make an informed decision on how to repair a defect. 
software Architecture debugging process

In this section, we describe our software architecture debugging process and Figure 2 shows its high level overview.
The architecture debugging process takes failure reports as input. These reports describe the scenarios that were used during evaluation and the symptoms that indicated failure. We will assume that software architecture evaluation is the primary source of failure reports.
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Figure 2: Overview of Software Architecture 
Debugging Process

We must first confirm the failure to verify that it has arisen because of a fault in the architecture model. To do so, we map the failed execution sequence to the architecture model to get the subset of the architecture model. If the mapping is not possible or the mapping results in an unconnected graph, then it is a false positive. After the mapping, the resulting subset of the architecture model potentially contains the defect.

To support the debugging activity early during the detailed architecture definition process, we have built a debugger tool specific to AADL, built on top of the Eclipse Debugging Framework. The debugger is intended to locate structural defects in the software architecture to reveal structural inconsistencies. The rationale in making this debugger is so that architects can easily and frequently run the debugger at any time while defining the detailed architecture model to quickly locate any structural defects. Using the debugger, as shown in Figure 3, an architect can select a starting point, step through the architecture model and dynamically direct a trace through the model. At any point, when there is no “next” available choice to step in the debugger, or a step results in tracing to an unexpected place this identifies the defect. In addition, we have extended the OSATE toolset to create a plugin that will generate dependency graphs from a given AADL model to help visualize the model and aid in debugging, as shown in Figure 4. One of the benefits of visualization is that architects can quickly locate unused elements.
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Figure 3: Screenshot of AADL Debugger
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Figure 4: Dependency Graph Output of an AADL Model
To isolate behavioral defects we need to use other debugging techniques. We apply an architecture slicing technique to scope down the problem of locating defects in architectures. In our approach, an architecture slice needs to include all potential elements in the architecture that can affect in performing a scenario that will satisfy both the functional and non-functional requirement. We describe our slicing approach in the next section. Once a slice is obtained, the architect has a much smaller portion of the architecture model to examine to identify potential candidates containing the defect.
Once the architect has localized a defect, the architecture model must be refined to eliminate the defect. After refining the model, we need to continue our debugging process by (1) checking conformance of the new architecture model to the conceptual model (2) determine what new paths are now possible and verify they do not introduce new defects (3) determine if any quality attributes are negatively affected by the new change by comparing the old model to its new model.
To debug non conformance of an architectural model to a pattern, we use dependency analysis to map components of the architecture to corresponding responsibilities that are defined in the conceptual model. Once the mapping is established, we verify if they match the pattern rules defined from the responsibilities in the conceptual model. When there is a discrepancy we present it to the architect as a possible defect.

To debug not meeting certain quality attributes, we have to identify which responsibilities in the conceptual model are responsible for affecting the quality attribute. Then apply tactics that can result in satisfying the quality attribute. Once tactics are applied, we compare the old model to the new model to identify if the change had positive or negative impact to the quality attribute of interest.
Software Architecture Slicing

Software architecture slicing is applying the general principles of program slicing to software architectures. It was introduced in [9] as a technique to extract reusable software architectures given an architectural slicing criterion of either ports or connectors, which carry control and data flow relationships. Since this architecture slicing technique’s aim is to extract reusable parts of an architecture, it is not suitable for use in the context of debugging because (1) the resulting slice may be larger than necessary to isolate a defect and (2) it may not include the correct type of information that is of interest due to its simple slicing criterion of finding a slice from a given set of ports or connectors.
In our approach of architecture slicing for the purpose of debugging, we need to consider the following relationships in addition to the control and data flow relationship used in [9]. 
· Inheritance Relationship:  Components can inherit from other components and slices with inherited components should include all derived architectural elements and properties.
· Operational Modes: Depending on the operational mode the path taken in the architecture may be different. The operational mode should be included as a slicing criterion as it determines which parts to slice.
· Property Values: Some architectural elements may have property values specified that are related to achieving a specific quality attribute. For instance, in [10] a security property value is specified in an AADL model as a means to state the non-functional requirements in architecture models. Such property values should be included as a slicing criterion to include only parts that can affect this value.
By considering the above additional relationships present in software architectures, our slicing technique can reduce the size of the slice to inspect and correctly include the necessary information to aid in locating the defect.
Tool chain

In this section, we describe the software architecture tool chain used in this investigation. Many other chains could be used with our debugging process. The general approach to defining a software architecture is to have a conceptual model, detailed model, and an executable model. Through iterative design and refinement utilizing information from the separate levels, we gain a rigorous architecture model as an end product, which is illustrated in Figure 5. The debugging process is performed during architecture design to eliminate as many defects as possible in creating a rigorous architecture model. The following paragraphs summarize the tools we will use in each level of architecture definition.
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Figure 5: Software Architecture Definition Tool Chain

The conceptual model of the software architecture is defined through the architecture expert tool, ArchE. An architect takes the requirements of a system and builds a conceptual software architecture that models this system in ArchE. Requirement scenarios are used to create quality attribute scenarios, which describes a series of system actions that require certain levels of the identified qualities. Then responsibility driven design is used to identify the system responsibilities that are needed to realize the scenarios. This conceptual model provides the initial structure that must be followed in detailed architecture design.

The detailed software architecture model is defined using the Architecture Analysis and Design Language (AADL). AADL is an international standard of SAE (Society of Automotive Engineers) and is used in many large scale projects in the automotive and avionics industries. One of the many advantages in having a well constructed software architecture is that early design analyses can be performed based on the software architecture. The software architecture behavior can be analyzed and predicted before implementing the actual system. The SEI provides an open source tool kit called OSATE (Open Source AADL Tool Environment) that provides a set of architecture definition and analysis tools, which use AADL, including tools that analyze the static properties of an architecture such as schedulability and flow latency. 
To execute software architecture models, there are several options including manual tracing, ADL specific simulations, and generation of prototype code that represents the architecture model. Failures are identified through some execution of the architecture model. Since our debugging process starts with a given failure, we have no limitation on which method is used to execute an architecture model.
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