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I recently read an article in which the author compared a network browser, to which plug-ins are added over time, to a ship that initially has a smooth hull but that over time becomes roughened by barnacles. Just like the ship, the browser runs slower and fails more often as additional impediments such as plug-ins are added. Often the only solution is to do a complete reinstall of the original browser software.

I had a major incident with my previous laptop.  One night I placed the laptop into suspend mode and went to bed. The next morning when I picked it up it was hot.  When I opened the top the screen had burned up! The computer had come out of suspend mode and since the screen was against the keyboard, the heat was trapped and the screen overheated.  I was more observant after that and I noticed that the computer exited suspend mode periodically.  Working with the help desk of the laptop manufacturer we deduced that this occurred when two particular applications were active. Neither application by itself caused any problem.  Only the two applications interacting caused a problem. Needless to say, when questioned, each software company was certain that the other product was at fault.

I recently had a problem while I was installing a new application on my desktop system. The install program popped up a message window that said an older version of a particular Dynamic Link Library (dll) had been encountered. The message asked whether I wanted to overwrite the existing file or not. I was faced with the possibility of either of two applications not working. The newer dll probably has fewer bugs than the older one and any new features added to the newer version would not be a problem for the existing applications that use the dll. The biggest problems would result if either a method has been deleted or its behavior has been substantially altered. Sharing resources in common directories leads to this type of interaction.

All of these situations involve the interaction of two or more pieces of software. When a developer creates any product, whether it is a component or a complete application, the focus is on creating an implementation that fulfills the specification. Often insufficient attention is paid to the external dependencies that result from the implementation. It is assumed that if the implementation is a correct realization of the specification and if the integrity of the interface is not violated then the component or application can “play nicely” with any other component or application.

Unfortunately written specifications are seldom complete. Much of the behavior is implicit.  Usually there are many external dependencies that are not documented except in make files or installation scripts. These represent huge holes in the “complete” specification and major violations of the integrity of the interface. A growing number of specification formats include both a provides section that presents the public interface and a requires section that specifies those services that the component will use during operation. In this column I want to analyze this problem a bit. I also want to discuss some ideas for testing the interactions between pieces of software.

Analysis

An interaction between two components happens in one of several ways. The least likely is one component directly accessing an attribute of the other component.  I say that a public attribute is the least likely because making attributes private has been the subject of intense education. There are numerous tools and code inspection checklists that reinforce this guideline. However, the idea of a “component” may not necessarily correspond to a single language entity. This increases the possibility of “holes” in the interface through which attributes may be accessible. Some component models encourage public members of intermediary structures for “ease of access”. This is almost invariably a bad idea and leads me to restate what should not need restating:


QA Policy: No public attributes – this means you!

A more likely type of event is an interaction in which one component sends an incorrect message, event or exception to the other component.  Compilers and linkers should prevent the direct invocation of a non-existent method or for one of the parameters to be of the wrong class. However, with languages becoming increasingly dynamic, these checks are not always possible. 

The reflection API of Java supports the dynamic invocation of a method. The parameters to the method may be existing objects or they may be created dynamically. Consider the code in Figure 1. These are lines from one of the generic methods we use in our testing framework. In the second statement we are obtaining the class object for the class whose name is given by the string from the first statement.  The third and fourth statements are doing the same for a method. Since both of these strings can be passed as parameters, the test method is made very general.  That is good, but no compiler can check the correctness of those values. Since either the class name or the method name can be misspelled or simply represent classes or methods that don’t exist, these are runtime errors that must be anticipated. This also means that there should be test cases that test whether the software handles this error appropriately.

Figure 1 – Dynamically created method call

String className = "VetoableChangeListener";

Class parameterTypes[] = {Class.forName(className)} ;

…


String methodName
= "addVetoableChangeListener";

Method addVetoMethod = OUTClass.getDeclaredMethod(                       methodName, parameterTypes );



The Dynamic Invocation Interface of CORBA-based systems provides the developer with the opportunity to invoke a specific server dynamically. This operation requires the dynamic creation of a request object, as shown in Figure 2. The methods used to achieve this action take String parameters that contain the names of classes and parameters that are to be used in the invocation. Once again this creates the possibility of a class of fault that the software should handle.

A fault results if a program does not act according to its specification.  A “complete” specification should define how input errors or parameter errors are to be handled. If the software correctly handles these situations when they arise, there is no fault. Software is robust if it is able to operate when presented with erroneous input. 

Figure 2 – Dynamically invoked server

Request r = Object.createRequest(…);

r.add_inout_arg(“myName”);

r.send_deferred();


QA Policy: Develop test cases that determine whether every dynamic use of a class/method/component operates correctly whether the class/method/component exists or not.

The most common type of interaction results from two components accessing the same external resource. There might be a dll or class file that has the same name but somewhat different functionality as another. A large number of components access the printer drivers installed on a machine and represented as dll’s. I recently had a problem in which graphics created by one application and pasted into my word processor were rendered upside down by a postscript printer driver but were rendered correctly when drawn using the facilities of the word processor. These same graphics had been rendered correctly with the previous version of the postscript driver. Other word processors used the new postscript driver with no problem.  The problem was an interaction between a word processor and a graphics program and was caused by the specific version of the postscript driver that contained a fault used only by the word processor.

A common error these days is to incorrectly select one of java.lang.Object or org.omg.CORBA.Object. The first is a class while the second is an interface but it is still easy to confuse the two. The first is used by every class definition in Java but the second only applies to certain classes involved with CORBA-based applications. To see how easy it is to become confused, the documentation for org.omg.CORBA.Request says 

New Request objects are created using one of the

 create_request  methods in the Object class.

But it is really the interface Object, not the class Object that is intended here. The interface of a component might include a method that called for an Object parameter. The compiler should require that the reference be disambiguated; however, again dynamic references may bypass this check.

QA Policy: Create test cases based on common points of 

interaction between components.

Selecting Interaction Test Cases

Interaction tests are black-box tests conducted on the communication between pieces of software. Each individual item has usually been tested in isolation and now the pieces are being integrated to form a larger “chunk”. At the class level the pieces are individual methods integrated to form a single class. Each method has been tested to ensure that it computes values correctly according to its specification. At the cluster level the pieces are objects that communicate with each other. At higher levels of integration the interactions are between various components and subsystems. In many cases one or more of the interacting pieces may be exchangeable for other pieces. In most systems there are sufficient pieces and sufficient plug-compatible substitutes that the number of possible different configurations is very large. There are often over a million possible combinations given only a few allowable substitutions.  At the system level, if we consider device drivers and other commonly used components, the number becomes several million. The techniques that I will discuss below assist in identifying interactions and then assist in reducing the number of combinations to a manageable number. 

Interaction Matrix

Interactions can be identified automatically using a tool or manually by the developer. A matrix can be constructed so that items that interact are listed on both the vertical and horizontal axes and the item(s) around which they interact fill the cells of the matrix. Having the developer sketch the matrix as (s)he creates the detailed design, is an efficient technique. The interaction matrix provides an organization of the information that supports the development of test cases. We use the matrix to record a number of different types of interaction. 

At the class level we identify two types of interactions.  Method invokes Method (MM) interactions occur when one method invokes the other. The second type of interaction, Method-Object-Method (MOM), occurs when two methods each message the same object. The MM interaction results in at least one test case that exercises the interaction.  That test case may be only one of several used to test the calling method. A MOM interaction will generally result in at least two test cases.  These cases correspond to the two different orderings in which the methods can message the common object. Sometimes the pre-condition on one of the methods will invalidate at least one of the test cases. The matrix in Figure 3 illustrates a completed matrix. Notice that constructors are shown on the horizontal axis only if another constructor calls it.

Figure 3 – Base Class Interaction Matrix
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After the matrix for a class has been created, the matrix for each subclass is created by extending the parent class’s matrix. The matrix in Figure 4 illustrates the matrix for a subclass of the class illustrated in Figure 3. . Methods that are overridden can be addressed by repeating the method name on the vertical axis. The completed matrix captures all of the interaction analysis information and provides the basis for selecting test cases.

Figure 4 – Subclass Interaction Matrix

[image: image2.png]method
methody

methodz
constructory
constructory
methody
methods
constructorg

&

&p»m &
R
A‘é @*@Q@f
m
o
o
m
o]
o o
m






At the system level, the interactions involve files and libraries.  They may also involve events, one way or asynchronous messages and other specialized forms of communication. It may not be possible to identify some of these without implementation information so it may not be possible to fully analyze purchased components. The matrix in Figure 5 is an application-level matrix. It captures interactions between components within the application.  A system-level matrix would represent information from the next higher level of scope and would capture information about interactions between applications through mechanisms such as files and dll’s. 

Figure 5 – System-level Interaction Matrix
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As with the class-level interactions, some of these interactions will be one way and generate one test while others will be bi-directional and require two test cases to fully cover all possibilities. 

Statistical Analysis

The number of possible interactions identified and recorded in the matrix above is much too large to permit exhaustive testing.  It is even impossible to test all possible combinations of the factors that cause the interactions. In this section I will discuss some statistical techniques for selecting a subset of all possible tests.

The basic idea of these techniques is to consider n-way combinations rather than all possible combinations. Let me introduce this with a little background. Consider a test of a single interaction between two plug-compatible families of components. Suppose, as shown in Figure 6, that we have three possible sources of the sending object, three possible sources of the receiving object, and three possible sources of the parameter object. (I will represent each of those with A, B, and C.) Each family (sender/receiver/parameter) will be represented as a factor. The possible values for a factor (A, B, or C) will be referred to as levels. Then there are 333 or 27 possible combinations of all levels for all factors that could be tested. 

Our analysis of the interactions [3], now supported by the study by [1], determined that the most likely problems would actually occur between two of the three participants in a configuration. If we relax our requirement of all possible combinations and only consider configurations that have combinations of the three factors taken two at a time, there are 9 possible configurations. (These are the highlighted rows in Figure 6.) This is a substantial reduction in the number of possible tests that must be constructed, but each possible level of a factor is tested in combination with every other level of the other factors. The caveat here is that in the unusual situation where the fault results from more complex interactions, the fault may not be identified using this technique. However, each test case utilizes a complete configuration. In the example above, each test case uses three values provided in a configuration even though we are only selecting based on two of the values.  Therefore it is possible that some of the faulty multi-way configurations would be selected.

Figure 6 – Combinations

                  Sender      Parameter      Receiver

1                    A                 A                   A

2                    A                 A                   B

3                    A                 A                   C

4                    A                 B                   A

5                    A                 B                   B

6                    A                 B                   C

7                    A                 C                   A

8                    A                 C                   B

9                    A                 C                   C

10                  B                 A                   A

11                  B                 A                   B

12                  B                 A                   C

13                  B                 B                   A

14                  B                 B                   B

15                  B                 B                   C

16                  B                 C                   A

17                  B                 C                   B

18                  B                 C                   C

19                  C                 A                   A

20                  C                 A                   B

21                  C                 A                   C

22                  C                 B                   A

23                  C                 B                   B

24                  C                 B                   C

25                  C                 C                   A

26                  C                 C                   B

27                  C                 C                   C

Orthogonal Arrays

Several years ago we began using orthogonal arrays as a technique for reducing the number of tests required in certain situations [3]. The most frequent use was configuring tests between two families of plug-compatible classes that are exchanging messages. I have already analyzed this in Figure 6. A family is either the set of classes that are related via inheritance, or a set of classes that implement the same interface. When the classes are related via inheritance the number of tests can be reduced by use of the HIT algorithm [2]. Recently others have also used this technique [1] and we have expanded our use of orthogonal arrays to include higher level tests such as between two component interfaces.

An orthogonal array is used to represent pair-wise interactions[5].  The highlighted values in Figure 6 form an orthogonal array. Not only is every pair-wise interaction represented, each is represented only once. Orthogonal arrays are based on Latin Squares [4] and as a result, expect a “consistent” design.  That is, each level value is expected to appear in the array the same number of times as any other level for that specific factor. An orthogonal array can have factors that have different numbers of levels from the other factors, but essentially it is the concatenation of arrays in which each array has the same number of levels for each factor.

N-wise Combinations

A more general technique than orthogonal arrays is to consider sampling by selecting based on n-way combinations. The technique reported by [1] provides a means of reducing the number of configurations even further than we did using orthogonal arrays. This technique removes the restriction of the orthogonal array that every level value appears the same number of times. This allows for greedy algorithms that can select levels so that one test case includes multiple n-way combinations. This technique is most effective with designs that are larger than three factors. I won’t take up the space required to analyze 4 factors, each with 3 levels, for a total of 81 combinations, but the pair-wise combinations can be covered in far fewer tests than even the orthogonal array solution.

Representing Factors and Levels with Conflicts

Each line in one of the arrays above represents a test case. This is the desired end result. In this section I want to describe how the factors and levels are represented to facilitate the construction of these arrays. I will also describe how to determine appropriate levels for certain types of factors.

Since we are specifying tests of interaction, the representation must show relationships between the factors and the levels of the factors. A relation represented as a table is the natural choice. Table 1 below shows the relationships for the three factors in the above example. This corresponds to our example in which all levels of each factor can be configured together with al of the levels of the other factors.  

Table 1

Sender
Parameter
Receiver

A
A
A

B
B
B

C
C
C

Suppose that Sender class C does not satisfy the pre-conditions for methods from Receiver class C. This situation can be represented by two relations shown in Tables 2 and 3.

Table 2

Sender
Parameter
Receiver

A
A
A

B
B
B


C
C

Table 3

Sender
Parameter
Receiver

C
A
A


B
B


C


Given this form of specification of the interactions, it is easy to automatically generate the test cases.  [1] has an algorithm for doing the generation.

Summary

Faults resulting from interactions between components and applications are an increasing problem, as our execution environments become more complex. Testing these interactions can be a difficult task especially at the system level where the interactions are difficult to identify. I have presented a couple of techniques for recording interactions and for selecting test cases using a sampling technique.  These techniques greatly reduce the number of tests that are run but do not greatly reduce the test set yield. In a future column I will use the relations to construct specific test cases. 
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