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Abstract

Eye movements are an essential part of non-verbal behavior. Non-
player characters (NPCs), as they occur in many games, commu-
nicate with the player through dialogues and non-verbal behavior
and can have a strong influence on the player experience or even
on gameplay. In this paper we propose a procedural model to syn-
thesize the subtleties of eye motions. More specifically, our model
adds microsaccadic jitter and pupil unrest both modeled by 1/ f or
pink noise to the standard main sequence. In a perceptual two-
alternative forced-choice (2AFC) experiment we explore the per-
ceived naturalness of different parameters of pink noise by compar-
ing synthesized motions to rendered motion of recorded eye move-
ments at extreme close shot and close shot distances. Our results
show that, on average, data-driven motion is perceived as most nat-
ural, followed by parameterized pink noise, with motion lacking
microsaccadic jitter being consistently selected as the least natural
in appearance.

CR Categories: I.3.7 [Computer Graphics]: Three-Dimensional
Graphics and Realism—Animation

Keywords: character animation, eye movements, gaze synthesis,
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1 Introduction

Eye movements are a crucial element of non-verbal communica-
tion. In many games, particularly in role playing games, players
interact with non-player characters (NPCs). These interactions can
be enriched and influenced using non-verbal communication. For
example, Normoyle et al. [2013] showed that the gaze of an NPC
changes the player’s impression of how much the NPC trusts the
player character. Further research has shown that the gaze behav-
ior of conversational agents can convey emotions and expressions
[Lance and Marsella 2008; Queiroz et al. 2008]. In the game L.A.
Noire, subtle eye motions and facial movements are even a key in-
gredient to the game play as the player has to decide if the NPC is
lying or telling the truth based on these cues [Team Bondi 2011].

There is evidence suggesting that realistic eye animations might in-
crease the believability of virtual actors especially when the charac-
ters are very realistic. Garau et al. [2003] found a strong interaction
effect between the realism of a character and their gaze: for a more
realistic character, more elaborate gaze behavior is preferred. How-
ever, in McDonnell et al.’s [2012] study, motion-captured body and
face movement led to similar acceptance of both cartoon and real-
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istically rendered characters, suggesting that realistic eye motions
might also be beneficial for more cartoony styles.

According to Ruhland et al.’s [2014] state-of-the-art report on eye
and gaze animation, beyond the rapid saccadic shifts of gaze, eye
motion synthesis also considers tracking motions known as smooth
pursuits, binocular rotations implicated in vergence, and the cou-
pling of eye and head rotations (e.g., the Vestibulo-Ocular Reflex
(VOR)). However, microsaccades, the perturbations that are self-
similar to saccades but at a reduced scale and are observed during
fixations, and pupil unrest, the small and fast changes of the pupil
size, are often ignored.

A key consideration for realistic synthesis of eye motion is whether
microsaccadic gaze jitter should be included. Microsaccadic gaze
jitter is naturally always present since the eyes are never perfectly
still, a consequence of the directional selectivity of retinal and corti-
cal neurons implicated in visual perception [Hubel 1988; Grzywacz
and Norcia 1995]. Moreover, it has been shown that viewers are
able to perceive and interpret very subtle human motions, anomalies
in facial motions being particularly salient [Hodgins et al. 2010],
and that the perceptual system is sensitive to and amplifies small
fluctuations [Usher et al. 1995].

It is our hypothesis that gaze jitter is crucial to the believability of
synthetic eye motions. We suggest to model both microsaccades
and pupil unrest by 1/ f or pink noise. Pink noise has been used to
simulate different types of biological motion and the power spectral
distribution of example gaze data that we recorded resembles a 1/ f
power distribution (see Figure 7). Our model does not synthesize
look points or gaze patterns for specific applications or takes into
account eye-head coordination, which are all complex and impor-
tant topics on their own [Oyekoya et al. 2009; Peters and Qureshi
2010]. But the synthesis of microsaccades and pupil unrest in the
model that we propose can be added to parametric models as they
are often used in games or to a series of look points defined by an
animator to increase the realism of the virtual character.

Below we review important dynamical concepts relevant to eye
movement synthesis and provide a procedural model linking the
saccadic main sequence with gaze jitter and pupil unrest. We eval-
uate the model by comparing it to rendered motion of recorded gaze
and via a perceptual two-alternative forced-choice experiment.

2 Background

One of the first research publications on the automatic creation of
eye movements for virtual characters was Lee et al.’s [2002] semi-
nal Eyes Alive model which focuses largely on saccadic eye move-
ments, implementing what is known as the saccadic main sequence
[Bahill et al. 1975]. A comprehensive review of eye movement ani-
mation is available in Ruhland et al.’s [2014] state-of-the-art report,
where research aimed at modeling the appearance and movement
of the human eye for the purpose of rendering believable virtual
characters (avatars) and physical humanoid robots are surveyed.

The recorded eye movement signal is well understood from the
point of view of analysis, but not all of the insights gained through
that work are being used for its synthesis so far. Most analytical



approaches use gaze data filtering, e.g., signal smoothing and/or
processing for the detection of specific events [Krejtz et al. 2014;
Ouzts and Duchowski 2012]. Signal processing approaches have
also been used for synthesis. Yeo et al.’s [2012] Eyecatch simula-
tion uses the Kalman filter to produce gaze and focuses primarily on
saccades and smooth pursuits. Microsaccades were not modeled.
As noted by Yeo et al., simulated gaze behavior looked qualitatively
similar to gaze data captured by an eye tracker, but comparison of
synthesized trajectory plots shows absence of gaze jitter evident in
the raw data. Data-driven techniques and models based on statisti-
cal analysis of recorded movements have also been proposed [Deng
et al. 2005; Ma and Deng 2009; Le et al. 2012].

The key contribution of our proposed model is the use of 1/ f pink
noise to synthesize microsaccadic jitter and pupil oscillation. Pink
noise is suitable for describing physical and biological distributions,
e.g., plants [Ostling et al. 2000] and galaxies [Landy 1999], as well
as the behavior of biosystems in general [Szendro et al. 2001]. Aks
et al. [2002] suggest that memory across eye movements may serve
to facilitate selection of information from the visual environment,
leading to a complex and self-organizing (saccadic) search pattern
produced by the oculomotor system reflecting 1/ f pink noise. To
the best of our knowledge, pink noise has not previously been used
to model microsaccadic jitter or pupil unrest.

Bérard et al. [2014] model pupil constriction/dilation via linear in-
terpolation of keyframes in response to light conditions. They do
not, however, procedurally animate the pupil as a function of pupil
unrest. Pamplona et al. [2009] model pupil unrest (hippus) based on
small random variations to light intensity, likely to be white noise
although they do not specify this directly. We model pupil unrest di-
rectly, via pink noise perturbation. Our model furthermore includes
the synthesis of blink motions based on the results of Trutoiu et al.
[2011]. We evaluate the appearance of our model perceptually and
explore the effect of different parameters of pink noise.

3 Procedural Eye Movement Modeling

Because saccades are stereotyped, the relationship between their
amplitude (θ ) and duration (∆t) can be modeled by the linear equa-
tion ∆t = 2.2θ + 21 (milliseconds) known as the main sequence
for saccadic amplitudes up to about 20◦ [Bahill et al. 1975; Knox
2001]. The main sequence thus gives us a plausible range of du-
rations and corresponding eyeball rotations that are intuitively un-
derstood: the larger the eye rotation (θ ), the more time required to
rotate that eye.

When the eye is not in flight due to saccadic or smooth pursuit mo-
tion, but is fixating a visual target, it makes microsocpic motions
known as microsaccades, which are perhaps the least understood of
all eye movement types, despite their critical importance to normal
vision [Martinez-Conde et al. 2009]. If microsaccadic eye move-
ments were perfectly counteracted, visual perception would rapidly
fade due to adaptation [Hubel 1988; Grzywacz and Norcia 1995].
Microsaccades contribute to maintaining visibility during fixation
by shifting the retinal image in a fashion that overcomes adaptation,
generating neural responses to stationary stimuli in visual neurons.

Martinez-Conde et al. [2009] note that microsaccades are unno-
ticed, but that generally refers to oneself—it is is not possible to
detect one’s own eye movements when looking in a mirror. Be-
cause the perceptual system is sensitive to, and amplifies, small
fluctuations [Usher et al. 1995], noticing others’ eye movements,
even subtle jitter, may be important, especially during conversation,
turn-taking, etc. (see Vertegaal [1999]).

Even though microsaccades are the largest and fastest fixational
eye movement, they are relatively small in amplitude, carrying the

retinal image across a range of several dozen to several hundred
photoreceptor widths [Martinez-Conde et al. 2009]. Microsaccades
and saccades follow the main sequence, and share many physical
and functional characteristics suggesting that both eye movements
have a common oculomotor origin, i.e., a common neural generator
for both (current evidence points to a key role of the superior col-
liculus). Such discrete temporal sampling may be optimal across a
number of sensory systems, e.g., sniffs in rodent olfaction discretely
sample sensory information every 200-300 ms and thus are similar
in their temporal dynamics to primate saccades and microsaccades.

3.1 Modeling Microsaccades

The distribution of microsaccade amplitudes tends to a 1◦ asymp-
tote, making it a convenient upper amplitude threshold, although
microsaccade amplitude distribution tends to peak at about 12 ar-
cmin [Martinez-Conde et al. 2009]. Amplitude distribution can
be modeled by the Poisson probability mass function P(x,λ ) =
λ xe−λ /x! as shown in Figure 1(a), where a Monte Carlo simula-
tion is modeled by 5.5P(x− 8.5,λ = 6) and approximated by a
normal distribution 5.5N (x−8.0,µ =λ ,σ =

√
λ ). Figure 1(a) re-

sembles the microsaccade distribution reported by Martinez-Conde
et al., and provides a starting point for modeling of microsaccadic
jitter, suggesting that perturbation about the point of fixation can be
modeled by the normal distribution N (µ=0,σ =12/60) (arcmin)
for each of the x- and y-coordinate offsets to the fixation modeled
during simulation (setting σ =0 yields no jitter during fixation, and
is used as one of the control conditions). Modeling saccadic jitter
by the normal distribution yields white noise perturbation.

3.1.1 Shaping the Microsaccadic Perturbation

White noise perturbation is a logical starting point for modeling
microsaccdes, but it is uncorrelated and therefore not necessarily a
good choice. Three possible signals could trigger microsaccades:
fixation error, neural noise, and insufficient retinal motion [Otero-
Millan et al. 2011]. Evidence suggests that the three possibilities
might not be mutually exclusive, i.e., fixation error and neural noise
combine to trigger microsaccades. Recorded neural spikes are su-
perimposed with noise that exhibits non-Gaussian characteristics
and can be approximated as 1/ f α noise [Yang et al. 2009].

Pulse trains of nerve cells belonging to various brain structures have
been observed and characterized as 1/ f noise [Usher et al. 1995].
The 1/ f regime accomplishes a tradeoff: the perceptual system is
sensitive to and amplifies small fluctuations; simultaneously, the
system preserves a memory of past stimuli in the long time corre-
lation tails. The memory inherent in the 1/ f system can be used
to achieve a priming effect: the succession of two stimuli separated
by 50-100 msec at the same location results in a stronger response
to the second stimulus.

To model microsaccades by 1/ f (pink) noise, the white noise per-
turbations modeled by normal distribution N (0,σ = 12/60) (ar-
cmin visual angle) are digitally filtered with digital pink noise filter
system function:

Hn(z)=
1

Gn(α)

n

∏
k=1

z−qk

z+ pk
, Gn(α)=

n

∏
k=1

α +ak

akα +1
(1)

where Gn(α) is the nth order approximation to an ideal
analog pink noise filter with system function G(s) = 1/

√
s,

ak = tan2 (kπ)/(2n+1), and qk = (1−αak)/(1+αak), pk =
(α−ak)/(α +ak) with ω0 the unity gain frequency, α =
tan(ω0T )/(2), and T the sampling period for filter order n ∈ Z.
With α = 1.0, the filter produces pink noise given white noise as
input [Hollos and Hollos 2014a].
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Figure 1: Procedural model components: microsaccade amplitude distribution and perturbation, pupil unrest, and eyelid closure speed.

We chose a 4th order filter for reshaping of the microsaccade mod-
eled as Gaussian noise, N (0,σ =12/60) arcmin visual angle, and
vary α to test the perceptual effect of signal gain on microsaccadic
jitter. For example, with T = 1/60 seconds, the sampling period,
ω0 = 0.85 Hz, and α = 0.3, the resultant pink noise filtered from
white noise is plotted over 30 seconds in Figure 1(b).

Note that in practice a look point drives the rotation of the eyeball
simulation. We can therefore model microsaccades as separate x-
and y-directional offsets to the main view vector. This then requires
two pink noise filters, one for each of the two dimensions. Setting
the simulation up this way allows independent control of horizon-
tal and vertical microsaccades so that, for example, by controlling
α , horizontal microsaccades can be made to be more noisy (more
noise devoted to the high-frequency portion of the spectrum) than
vertical microsaccades. In the present experiment the magnitude of
horizontal and vertical microsaccades is identical.

3.2 Modeling Pupil Diameter via Pupil Unrest

Pupil dilation has been used as a measure of cognitive load, and
there is evidence to suggest that the pupil dilates in response to
visual detection [Privitera et al. 2008]. For the purposes of ani-
mation, pupil unrest, the slight oscillation between pupil dilation
and constriction, is perhaps more interesting to model. Stark et
al. [1958] describe pupil diamater fluctuations as noise in a bio-
logical system with the major component of the pupil unrest as
random noise in the 0.05–0.3 Hz range, with transfer function
G(s) = .16exp(−.18s)/(1 + 0.1s)3 and gain equal to 0.16. This
transfer function can be modeled by a third-order Butterworth fil-
ter with system function G3(s)=1/(s3 + 2s2 + 2s+ 1) with cutoff
frequency set to 1.5915 (see Hollos and Hollos [2014b]). Such a
filter can thus be used to smooth Gaussian noise (e.g., N (0,0.5),
see Figure 1(c)), but will result in uncorrelated noise.

We can model pupil diameter oscillation with pink noise by once
again filtering white noise with the same digital pink noise filter as
for microsaccadic perturbations. For pupil oscillation, we chose a
4th order filter for reshaping pupil oscillation modeled as Gaussian
noise, N (0,σ = 0.5), and vary α to test the perceptual effect of
signal gain on pupil oscillation. For example, with T =1/60 sec-
onds, the sampling period, ω0= 0.16 Hz, and α=0.8, the resultant
pink noise is plotted over 30 seconds in Figure 1(c).

3.3 Modeling Blinks

To model blinks, we approximate the eyelid closure function pro-
posed by Trutoiu et al. [2011]. Unfortunately, while a PCA-based
model of eyelid closure was given, a procedural function was not.
We use a piecewise function to model the eyelid blink in two tem-

poral components, the faster closure followed by a slower opening:

C(t) =

{
a− (t/µ)2 , t ≤ µ

b− e−c log(t−µ+1), otherwise
(2)

with C=1 indicating lid fully open and C=0 lid fully closed, where
t ∈ [0,100] represents normalized percent blink duration (scalable
to an arbitrary duration), µ=37 the point when the lid should reach
full (or nearly-full) closure, a=0.98 indicating percent lid closure at
the start of the blink, with b=1.18 and c=µ/100 parameters used
to shape the asymptotic lid opening function (see Figure 1(d)).

Trutoiu et al. [2011] recorded blink frequencies from their actors
of 6.6, 8.2, and 27.0 blinks per minute, or 14 blinks per minute
on average. These rates appear to be within normal limits reported
by Bentivogolio et al. [1997], namely 17 blinks per minute, rang-
ing from 4.5 while reading to 26 during conversation. Simulating
conversation, our procedural model uses 25 blinks per minute as
the average with a mean duration of 120 ms. Unlike Steptoe et al.
[2010], we do not use kinematics to model blinks, rather we use a
simplified stochastic model of blink duration.

4 Empirical Evaluation

To evaluate subjective perception of our procedural model, we use
Świrski and Dodgson’s [2014] freely available1 realistic synthetic
eye images, produced by Blender using a 3D model of the eye
and head, and a physically correct rendering technique. This sim-
ulation models the periocular skin regions, eyelashes, and eyelids.
The 3D model allows for procedurally controlling eyelid opening
and closing, pupil diameter, and position of the look point to con-
trol the gaze direction and hence eye movement motion.

The Blender model was designed to simulate lighting conditions
that would be imaged by an eye tracking camera, which is usually
filtered to operate in the near-infra-red spectrum (i.e., band-passing
infra-red light but band-limiting the visible spectrum). The typical
scene produced by the renderer is thus illuminated solely by two
infra-red light sources simulating LEDs typically positioned below
the eye on a head-mounted eye tracker. For perceptual testing, we
thought this scene might appear somewhat unusual to observers un-
familiar with eye camera images produced by eye tracking equip-
ment. Inspired by the artistic detail used to shadow the sclera in
Frans Hals’ Buffoon Playing a Lute c. 1623,2 a light source acting
as the sun was added to the model and positioned to produce a slight
shadow cast by the upper eyelid (see Figure 2(b)).

1http://www.cl.cam.ac.uk/research/rainbow/projects/
eyerender

2http://www.frans-hals.org/Buffoon-Playing-a-Lute-c.
-1623.html

http://www.cl.cam.ac.uk/research/rainbow/projects/eyerender
http://www.cl.cam.ac.uk/research/rainbow/projects/eyerender
http://www.frans-hals.org/Buffoon-Playing-a-Lute-c.-1623.html
http://www.frans-hals.org/Buffoon-Playing-a-Lute-c.-1623.html


(a) Ground truth stills from two individuals with wearable eye tracker.

(b) Simulations at corresponding keyframes with one in mid-blink.

(c) Two frames from close shot rendering, one in mid-blink.

Figure 2: Ground truth stills and Blender renders used in study.

Blender’s Python interpreter allowed us to generate eye move-
ments a priori and then render and assemble test videos on our High
Performance Computing (HPC) cluster. We embedded Świrski
and Dodgson’s example Python script in a Message Passing Inter-
face (MPI) wrapper which allowed us to distribute frame rendering
across a large number of processors (i.e., a custom render farm).

4.1 Producing Data-Driven Stimuli

To evaluate the perceptual quality of our procedural model, we
wanted to compare its motion to ground truth, insofar as it is pos-
sible for us to measure with available eye tracking equipment. To
do so, we first wanted to unproject captured eye movement data to
then be able to reproject look points to drive Blender’s model,
with the goal of comparing procedural eye motion with captured
eye motion, as seen in the same scene. Comparing procedural eye
motion in a graphically rendered scene to a real eye captured by a
camera seemed to us biased in favor of reality. However, we did use
the latter approach to gauge our data mapping efforts. This resulted
in a data-driven animation of the rendered model.

We obtained eye tracking data collected by Duchowski et al. [2014]
and followed their method of unprojecting the data output by the
eye tracker in field camera coordinates. The eye tracker, a Dikablis
from Ergoneers, computes a homography between the pupil center
within its eye camera reference frame and the reference frame of
its field camera, capturing gaze data at 25 Hz. Field camera coor-
dinates define the gaze point, or look point, on the 2D plane that
was used to calibrate the homography during calibration. Recorded
data, including pupil diameter (in unknown units), is available in
a plain text file. The eye tracker’s field reference frame is of di-
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(b) Processed gaze data.

Figure 3: Dikablis eye tracker data processing (DD2 data set, x-
coordinate vs. time): notice the anomalous raw data outside the
possible [0 : 768] range. Processed output is slightly attenuated.

mension 768×576. Following Duchowski et al., we unprojected
the gaze point in this reference frame by normalizing and remap-
ping the coordinates to the [−1 : 1] range but then scaling by 2D/ f
where D is the distance to the calibration plane (78.44 cm) and f
is the field camera’s focal length (484.23 pixels; see Duchowski et
al. [2014] for details3). Data was then re-projected to 768×576
dimensions prior to rendering.

Why not drive the animation with eye tracker data directly? Nor-
malizing, unprojecting, and re-projecting allowed us to control scal-
ing of the motion in order to either attenuate or exaggerate it, and
it also allowed us to clean up anomalies (via thresholding) that are
inherent in eye tracking data, e.g., due to blinks (see Figure 3).

When detecting a blink, the eye tracker returns null gaze coordi-
nate values during the blink. In this time period there is no way
to ascertain the state of the eye lid. To simulate a blink, we used
Equation (2) scaled temporally to the duration of the blink.

The Dikablis eye tracker record provides pupil (eye) width (ew) and
height (eh) information, but in an unknown reference frame. Never-
theless, of primary interest is the temporal pupil diameter informa-

tion which we compute as d=
√

e2
w + e2

h, mapped to a hypothetical
4 inch camera window measuring 384×288 pixels then converted
to centimeters for input to the Blender model. The resultant di-
ameter d was filtered by a 3rd order Butterworth filter set to 25 Hz
sampling frequency with cutoff frequency of 6.15 Hz.

Three data-driven candidate videos were chosen for comparison
with procedurally-driven eye movement animations (see below).

4.2 Producing Procedurally-Driven Stimuli

To evaluate the procedurally-driven animation model, Equation (1)
was used to vary the two main independent variables of microsac-
cadic jitter and pupil unrest, at 5 and 3 levels, respectively, resulting
in two sets of animations. In the first, microsaccadic jitter was var-
ied while pupil unrest was held constant (modeled by 1/ f α pink
noise jitter at 60 Hz with gain frequency at 0.16 Hz and α =1.6).
Microsaccadic jitter varied from being turned off, to being modeled
as white noise (Butterworth-filtered) perturbation, to pink noise at
3 different combinations of gain frequency and α . In the second
set, microsaccade jitter was held constant (modeled by 1/ f α pink
noise jitter at 60 Hz with gain frequency at 0.85 Hz and α =0.6),
while pupil diameter oscillation varied. Pupil diameter was mod-
eled either as white noise (Butterworth-filtered), or as pink noise
with different pupil size and oscillation gain.

3Duchowski et al. [2014] used scaling factor D/ f ; we used 2D/ f to
slightly attenuate the signal, see Figure 3.



Table 1: Perceptual study stimulus manifest: pairwise combinations used in 2AFC test.

label microsaccade model pupil unrest model description
sampling gain/cutoff sampling gain/cutoff

filter order rate freq. α filter order rate freq. α

data-driven animation
DD1: — — 25 Hz — — — — — — — small pupil, fast blinks
DD2: — — 25 Hz — — — — — — — large pupil, active saccades
DD3: — — 25 Hz — — — — — — — large pupil

variable microsaccade jitter; fixed, pink noise pupil unrest
MJ1: — — — — — pink 4th 60 Hz 0.16 Hz 1.6 no jitter
MJ2: pink 4th 60 Hz 0.85 Hz 0.6 pink 4th 60 Hz 0.16 Hz 1.6 pink noise jitter
MJ3: BW 4th 60 Hz 1.15 Hz — pink 4th 60 Hz 0.16 Hz 1.6 Butterworth jitter
MJ4: pink 4th 60 Hz 1.15 Hz 1.6 pink 4th 60 Hz 0.16 Hz 1.6 large pink noise jitter
MJ5: pink 4th 60 Hz 1.15 Hz 1.0 pink 4th 60 Hz 0.16 Hz 1.6 small pink noise jitter

fixed pink noise microsaccade jitter; variable pupil unrest
PU1: pink 4th 60 Hz 0.85 Hz 0.6 pink 4th 60 Hz 0.35 Hz 2.0 pink unrest, large pupil†

PU2: pink 4th 60 Hz 0.85 Hz 0.6 pink 4th 60 Hz 0.35 Hz 1.6 pink unrest, large gain
PU3: pink 4th 60 Hz 0.85 Hz 0.6 BW 3rd 60 Hz 1.5915 Hz — Butterworth unrest

†PU1 started with pupil radius set to 2.0, all other procedurally-driven animations started with 1.5.

Data-driven animations constituted the third control variable at 3
levels. Equation (2) was used consistently in all animations to
model blinks of variable duration. The complete list of 11 parame-
terized eye movement motions is given in Table 1. These motion se-
quences were used to drive Blender animations at extreme close
and close shot distances.

4.3 Empirical Procedure & Apparatus

Both extreme close and close shot experiments were run double-
blind to minimize subjective biases of participants or experi-
menters. Neither was aware of the study design or of its hypotheses.

We used the two-alternative forced choice (2AFC) protocol of
paired comparisons, a ubiquitous choice for measuring detection
or discrimination between two visual stimuli [Jogan and Stocker
2014; Green and Sweets 1966].

Using the notation
(n

k
)

to denote “n choose k”, we produced
(11

2
)
−(3

2
)
=52 combinations of pairs of side-by-side animation videos (the

data-driven animations DD1, DD2, and DD3 were not paired with
each other). Each pairing was presented twice, balancing left-to-
right order, resulting in 104 trials. The sequence of presented pairs
was fully randomized within the experimental procedure.

The complete procedure consisted of two consecutive trial blocks.
The first trial block constituted training, consisting of data-driven
animations derived from corresponding actual video collected by
the eye tracker of the human eye (see Figure 2(a)). We selected
two actual video clips whose eye movements looked similar and
where the eyes were clearly visible in the frame (still frames from
these are shown in Figures 2(a)). We then processed these two eye
movement sequences to drive two data-driven synthetic animations
(still frames are shown in Figures 2(b)). Given these four video
sequences (2 real × 2 synthetic), we then presented all possible
paired permutations without repetition (4!/2!=12) and asked par-
ticipants to answer the question “Do the eye movements look simi-
lar to you?”.

The second trial block constituted the subjective evaluation of the
naturalness of the procedural model, consisting of the 104 paired
trials. The participants’ task was to choose between stimuli in each
pair answering the question “Which eye movements look more nat-
ural to you?”. Both training and test trials were 2AFC trials, with

the participant asked to concentrate on the motion of the eye.

Stimuli were displayed on a 17′′-screen (with 1600×900 resolution)
Lenovo laptop, see Figure 4. The pairs of videos were displayed us-
ing the software PsychoPy [Peirce 2007], which synchronized ren-
dering of both videos shown side-by-side and recorded participants’
selections. Participants used the keyboard to indicate their prefer-
ence by pressing keyboard keys following instruction to do so as
soon as they were satisfied in making their selection.

Each trial began with a fixation point presented in the center of the
screen for 500 ms. The pair of stimuli was than presented on the
screen centered vertically. The horizontal distance between the cen-
ter of both stimuli was 500 pixels. The question was shown centered
beneath the pair of stimuli 5 seconds after stimuli onset. Only after
this interval could participants make their choice. This delay inter-
val was introduced to focus participants’ attention on both stimuli
before making their selection.

Stimuli choices (key presses) and decision time (time from stimuli
onset to key press) were recorded for each trial. Both were treated
as dependent variables. The main within-subject independent vari-
able was the stimuli type, see Table 1.

Figure 4: Perceptual evaluation setup.
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Figure 5: Extreme close shot empirical results.

5 Statistical Data Analysis Overview

Due to the dichotomous nature of the main dependent variable,
analysis of the main trial block was conducted with the use of a
goodness-of-fit Chi-squared test and one-sample proportion tests
with continuity correction [Newcombe 1998].

Preliminary analysis of all of the data collected in the extreme
close shot experiment showed, via frequency of selection, signifi-
cant preference for the data-driven animations (DD1 and DD3) and
a significant aversion towards motion with no microsaccadic jitter
(MJ1). This showed the importance of microsaccadic jitter to the
natural rating of synthetic eye movements, but it was not evident
which parameterized motion was the clear favorite.

We decided to treat human observers as human classifiers, and
performed a Receiver Operating Characteristic (ROC) analysis to
threshold their response performance as recorded during training,
similar in spirit to Ren et al. [2005]. The training data block al-
lowed interpretation of responses in terms of sensitivity (the true
positive rate of correctly classifying motion as similar when the
video of the actual eye was paired with its data-driven counterpart)
and 1− specificity (false positive rate of incorrect responses).

Taking into account spontaneous comments provided by partici-
pants after the extreme close shot experiment, in which some com-
plained about the length of the procedure, we checked whether their
selection consistency was influenced by the length of the procedure.
To do so, all choices made on the same stimuli pairs with reversed
side-to-side order were treated as consistent if the participant chose
the same stimuli in the trial block.

Along with ROC classification performance and response consis-
tency analyses, we also considered response time as an indicator of
selection confidence and hence difficulty of making the decision.
All three forms of analyses were used to cull response data in order
to clarify the selection of preferred jitter. The same approach was
used in both extreme close and close shot experiments.

5.1 Experiment 1: Extreme Close Shot

Thirty-one participants took part in the first experiment. All were
students from the University of Social Studies and Humanities who
volunteered receiving no incentives for taking part in the study. One

participant did not finish the study due to time constraints and their
data was excluded from the analyses. The final sample consisted of
18 female and 12 male participants aged between 19 and 43 years
(M=27.77,SD=7.42).

5.1.1 ROC Analysis, Choice Consistency, Response Time

Data from the training trial block was used to check participants’
ability to classify similar eye movements correctly. Descriptive
analysis showed that, in general, participants were fairly good at
classifying similarity (M=0.77, SD=0.42). Because poor classi-
fiers could introduce unexplained variance, we decided to examine
observers’ performance with ROC analysis.

ROC analysis [Robin et al. 2011] tracks the performance of a bi-
nary classifier (human observers in our case) as its discrimination
threshold varies. Thus ROC analysis permits us to determine the
threshold which separates good classifiers from bad. ROC analy-
sis showed that the area under the ROC curve (AUC) was equal to
0.593 (better than random classification, on average), with sensi-
tivity threshold of 0.709—the point closest to 100% true positive
rate, or perfect classification. Only data from participants scoring
above threshold was used, resulting in a subsample with N=20 (13
female and 7 male participants).

Considering selection consistency, on average, good classifiers
made consistent choices (M = 0.65, SD= 0.48). Comparison of
mean consistencies between the first and second part of the main
trial block showed virtually no difference (M= 0.649, SD= 0.48
over the first 52 trials, M=0.646, SD=0.48, over the last 52). We
also checked the consistency of choices in the main trial block made
by participants deemed poor classifiers. Their average consistency
was much lower (M= 0.56, SD= 0.5). Poor classifiers’ selection
performance appeared more random in comparison.

Considering selection response time, on average, observers re-
sponded quickly (M=2.4 seconds, SD=3.17) suggesting the nat-
ural classification decision was not particularly difficult. Data with
response time above the 3rd quartile in reaction time distribution
were excluded from the final analysis.
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Figure 6: Close shot empirical results.

5.1.2 Frequency of Stimuli Choices

The evaluation of eye movement naturalness was made by compar-
ing the frequency of choices made by participants. A goodness-
of-fit Chi-squared test was found to be significant (χ2(10) =
136.67, p < 0.01), meaning that there were significant deviations
from the expected 1/2 proportion of stimuli selections (see Fig-
ure 5(b)). The following one-sample proportion tests with conti-
nuity correction revealed which stimuli were selected with a pro-
portion of choices deviating significantly from expectation (1/2).

The most-frequently selected animation was the data-driven DD3
animation (χ2(1) = 51.81, p < 0.01). In contrast, the least-
frequently selected animation was the procedural MJ1 animation
which contained no microsaccadic jitter (χ2(1)= 9.58, p< 0.01).
We compared all remaining stimuli to these two animations to
check if their frequency of selection differed significantly from
these two minimally and maximally selected animations (see Fig-
ure 5(b)). For this comparison we used the same one-sample pro-
portion tests as above with continuity correction. Animations DD2,
MJ2, and PU2 were all chosen more often than stimulus MJ1
(χ2(1)=4.66, p<0.05, χ2(1)=11.79, p<0.01, χ2(1)=17.72, p<
0.01, respectively), and less often than stimulus DD3 (χ2(1) =
76.04, p< 0.01, χ2(1)= 58.17, p< 0.01, χ2(1)= 50.37, p< 0.01,
respectively).

5.1.3 Discussion

Analysis of subjective selections of extreme close shot eye move-
ment animations reveals the following interesting observations:

1. data-driven motions were chosen as the most natural in ap-
pearance, with the exception of DD2, which, on average, was
not as popular as PU2 or MJ2,

2. the lack of microsaccadic jitter was seen as the least natural.

5.2 Experiment 2: Close (Head) Shot

Thirty nine participants took part in the second experiment. All
were students from the University of Social Studies and Humanities
who volunteered receiving no incentives for taking part in the study.
The sample consisted of 24 female and 15 male participants aged
between 23 and 40 years (M= 21.97, SD= 3.63). The analyses

performed mirrored those of the 1st experiment.

5.2.1 ROC Analysis, Choice Consistency, Response Time

Descriptive statistics showed that participants, in general, were ac-
curate when classifying the similarity of eye movements in the pairs
of stimuli shown (M=0.76, SD=0.42). ROC analysis results from
the 2nd experiment are similar to that of the first (see Figure 6(a)),
with ROC AUC equal to 0.579 (better than random classification),
with a sensitivity threshold of 0.704. Only data from participants
scoring above threshold was used, resulting in a subsample with
N=25 (15 female and 10 male participants).

Unlike the first experiment, selection consistency in the main trial
block was relatively smaller (M= 0.57, SD= 0.5). Mean consis-
tency decreased as the trials progressed (M=0.59, SD=0.5 for the
first 52 trials, and M=0.54, SD=0.5 for the last 52).

On average, observers responded with longer mean response times
than in the first experiment (M=3.21 seconds, SD=3.78), suggest-
ing that the natural classification decision was more difficult. Data
with response time above the 3rd quartile in reaction time distribu-
tion were excluded from the final analysis.

5.2.2 Frequency of Stimuli Choices

Results revealed to be statistically significant (χ2(10)=32.92, p<
0.01), meaning that there were significant deviations from the ex-
pected 1/2 proportion of stimuli selections (see Figure 6(b)). The
following one-sample proportion tests with continuity correction
revealed which stimuli were selected with a proportion of choices
deviating significantly from expectation (1/2).

The least-frequently selected animation was MJ1 (χ2(1)=8.57, p<
0.01). The most-frequently selected animations were PU1, DD1,
and DD3 (χ2(1)=4.16, p<0.05, χ2(1)=4.95, p<0.05, χ2(1)=
8.45, p<0.01, respectively).

5.2.3 Discussion

As with the experiment at the extreme close shot distance, the ani-
mations that were clearly preferred by viewers were the data-driven
animations DD1 and DD3 while the animation with no microsac-
cadic jitter MJ1 was again the least often selected.



At a larger viewing distance, PU2 was not as popular anymore as
its pupil size is relatively small. This suggests that at longer cam-
era distances, exaggerated pupil diameters are likely to be more
noticeable. What is more interesting is that microsaccadic jitter for
stimulus PU1 was the same as for PU2, and preferred at a rate com-
parable to data-driven animations DD1 and DD3 as before but even
more so when compared to DD1. The data-driven stimulus DD2
dropped out of favor considerably at this larger distance.

At this longer shot distance, interpretation of analyses must be tem-
pered by the observation that cumulative time effects of selection
were inconsistent with what was seen at the extreme close shot dis-
tance. We may conjecture that at longer shot distances viewers may
in some sense lose interest in the movement of the eye in question,
e.g., due to its reduced apparent size, or perhaps due to being dis-
tracted to a larger extent by other elements in the scene since more
of them are visible, e.g., facial features such as the nose, mouth, the
other eye, etc. Future experiments should strive to pin point such
locations to confirm this conjecture.

6 General Discussion

Two of our data-driven animations, DD1 and DD3, were consis-
tently perceived as the most natural ones. Only one of our procedu-
rally generated animations, PU1, was perceived as being as natural
as DD1 and DD3 in our longer shot experiment. An interesting re-
sult is that our data-driven animation DD2 was only perceived as
equally natural as our procedurally generated animations and less
so than DD1 and DD3. Figure 7 shows the power spectral distribu-
tion (PSD) of the three data-driven signals used in the study. The
PSD of the signal judged to be the least natural, DD2, is the flattest
of the three, while the other two display signal characteristics that
more closely resemble 1/ f power distribution. This result suggests
that the 1/ f power distribution might be perceived as more natural.

Our synthesized animations were perceived as being as natural as
the data-driven condition DD2 but less natural than DD1 and DD3.
The differences in the results between most of our synthesized an-
imations are not significant. Therefore our experiments do not
clearly show which of the parameters we explored are preferred.
The chosen changes in parameters between several of our condi-
tions are very subtle and probably below the perceivable thresh-
old. Conditions PU2, MJ2, and PU1 produced animations that
were slightly preferred to the others, each in one of the experi-
ments. Those conditions only differ in their pupil size and cutoff
frequency. We may conclude that the parameters used in synthesiz-
ing those conditions were perceived as most natural.

The animation MJ1 was consistently rated as least natural, pointing
out that microsaccadic jitter increases the perceived naturalness of
synthesized eye animations.

7 Conclusion and Future Work

We presented a physiologically plausible procedural model of eye
movements, complete with blinks, saccades, and fixations aug-
mented by microsaccadic jitter and pupil unrest, both modeled by
1/ f or pink noise. The latter contributions were evaluated against
rendered animations of recorded eye movements and against ani-
mations lacking microsaccadic jitter. Subjective results show that
microsaccadic jitter, when modeled by pink noise, is almost as nat-
ural as data-driven motion, whereas its absence is clearly unnatural.
Microsaccadic jitter therefore appears to be a crucial ingredient in
the quest toward natural eye movement rendering.

More in-depth statistical analysis of data recorded in different con-
ditions as well as further perceptual experiments are needed to re-
fine our model. Furthermore, the given procedural model can be
improved along several directions. Real eye motions can be simu-
lated even more accurately by using an elliptical pupil diameter or
explicitly modeling upper eyelid saccades. However, before imple-
menting this type of approaches, we need to investigate in which
contexts adding our model on top of standard gaze animations is
perceived during game play. Does it influence the player when
paying attention to NPCs’ non-verbal behavior is not crucial to
gameplay? At what distance does our approach have an effect? Fi-
nally, the empirical evaluation used a monochromatic avatar model;
eye movements should be tested with more feature-rich and diverse
avatars, e.g., realistic virtual humans, robots, or cartoon characters.
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